Medical Magnetic Resonance Imaging (MRI)
1. Introduction: basic principle of Nuclear Magnetic Resonance (NMR).

2. Pulse methods.

3. Instrumental hardware: Magnets and radiofrequency coils.

4. Magnetic field gradients in imaging.

5. Contrast mechanisms.

6. Summary of MRI and its uses.
These notes give the essential facts about MRI as needed to cover the topic in 1-2 lectures. An expanded version can be found in the hand-written Web notes, which may be useful in explaining particular ideas in slightly more detail.

 Basic principle

Quantum mechanics tells us that electrons and atomic nuclei possess a quantity known as spin. If a nucleus has a spin quantum number S = ½ it has a magnetic moment, analogous to that of a compass needle which tends to align itself in a static magnetic field. The energy of the magnet is proportional to the applied field. Similarly, the nuclear spin has two energy states, the separation of which is proportional to the applied field B0. As in other forms of spectroscopy, we can cause transitions between these energy states by a photon of electromagnetic radiation of suitable energy E = hf. Even in the presence of a large magnetic field, the separation of the energy states is very small and the photon required falls in the radiofrequency region. Thus the two main elements of an NMR experiment are a large magnet (usually superconducting), and radiofrequency coils, together with the associated electronics and computing power.
Although quantum transitions are obeyed by individual atoms, it is found more convenient to describe the average behaviour of a large assembly of nuclear magnets in the B0 field. The resonance behaviour can then be described in a very similar way to the precessional motion of a spinning top or gyroscope in a gravitational field. The Larmor precession frequency ( is given by 
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The quantity ( is called the nuclear magnetogyric ratio, and determines the resonance condition for different types of nucleus in the same magnetic field. ( also varies slightly for the same nucleus, e.g. 1H, in different chemical environments.
The equation above suggests that we could perform two distinctly different types of experiment:

(1) We can keep the magnetic field B0 absolutely uniform over the sample and perform spectroscopy on atomic nuclei in different chemical environments. This was the main use of NMR until the 1970’s, by Chemists and Biochemists.

(2) We can study only one kind of nucleus, such as protons in water, but vary B0 in a controlled way over the sample/patient by applying field gradients. If the detector frequency f is precisely defined, we only see signals from one value of B and one region of space. This is the basis of Medical Imaging.
NMR can be studied in all nuclei with spin ½ , which includes 1H, 13C, 19F, 31P, and 23Na. In medical imaging the signal from 1H is used almost exclusively because sensitivity is largest and the abundance in biological tissues is very high. For various reasons, the strongest NMR signals are produced from fluids rather than solids, particularly from water. This makes the technique ideal for medical imaging, because the human body can be regarded as mostly a collection of bags of water. But how do we get such good contrast from the various soft tissues in the body? This requires a little more understanding of Magnetic Resonance.
Comparison with other imaging techniques
From above we have seen:

· Large magnet needed

· Small energies, hence very gentle technique – despite implications of “nuclear”.

· But small energies mean low sensitivity.

· Signals from water dominate, good soft tissue contrast.

Most of the other medical imaging techniques involve simple image projection (Radiography), some sort of focussing, large arrays of detectors, or rotational and translational movements (Radionuclide Imaging, X-ray CT, Ultrasound). In most procedures, the source and detector are separate, but in Ultrasound pulses are used and the same piezoelectric device can be both source and detector.

In MRI similarly, the radiofrequency is pulsed, allowing the same coils to be used as both source and detector. The radiofrequency field and magnetic field are completely penetrating even for hard structures. There are no moving parts at all (except for possibly the patient) and spatial location of the origin of signals excited by the pulses is achieved entirely by pulse sequences and magnetic field gradients. Solid structures neither impede the imaging of soft tissue nor produce a significant signal of their own (compare with X-ray CT). This makes MRI ideally suited to studies of the brain.

2. Pulse Methods 
A single nuclear spin can be visualised as precessing about B0 at the Larmor frequency, as a spinning top precesses in a gravitational field. There are two spin states, parallel and antiparallel to B0. In a large population of spins at thermal equilibrium, there will be a slight excess of spins in the lower energy state, parallel to the field, and the resultant magnetisation M0 (the vector sum of all the individual magnetic moments) will point in the direction of B0.

By convention the static field direction B0 is always written in the vertical (z) direction when describing  pulsed NMR. In real life B0 is horizontal, but we still call it the z-direction. The patient lies in the horizontal bore of a superconducting solenoid, and the main magnetic field is along its axis.
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If we now apply a RF field, such that its magnetic field vector B1 lies along the y-direction, the magnetisation vector will attempt to precess about this direction and tip towards the x-y plane. (A full justification of this statement requires a slightly more detailed analysis- see separate notes). If the RF field is applied as a pulse, the magnetisation vector can be tipped through exactly 900, into the x-direction, depending on the product of the B1 field intensity and the time for which it operates. This is called a 900 pulse, and measurements following such pulses form the core of all magnetic resonance studies. 
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Following the 900 pulse, the RF coils are no longer energised, and are free to monitor the magnetisation of the sample as it returns to thermal equilibrium. The nuclear magnets are precessing freely about B0 once more, and now induce a signal in the coils. The net magnetisation in the x,y plane (MXY) decays exponentially to zero, and the magnetisation along the z-direction (MZ​) returns exponentially to M0. The decaying signal monitored by the RF coils in the x-y plane is called a Free Induction Decay (FID). The FID is a complex decaying waveform and forms the basic element in the reconstruction of both magnetic resonance spectra and magnetic resonance images. Even in the simplest imaging of a 2-D slice, it is necessary to collect a large number (typically 256) of such FID’s.

The exponential return of MZ to its equilibrium value of M0 is called spin-lattice (or longitudinal) relaxation, and is characterised by the spin-lattice relaxation time T1:
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The exponential decay of MXY to zero is called spin-spin (or transverse) relaxation, and is characterised by the spin-spin relaxation time T2:
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The acquisition time for the free induction decay is essentially controlled by T2. It is related to a quantity known as the “echo time” TE (the terminology arises from the ways in which the signal is detected, which is more complex than depicted above). The relative values of TE and the pulse repetition time (TR) are very important in determining the contrast in medical images, and what features will be highlighted in the image.

In physical terms, T1 can be thought of as the time taken for energy in the nuclear spin system to return to the surroundings (the “lattice”) and re-establish thermal equilibrium. T2  represents the time required for the precessing spins to get out of phase with each other (in the x-y plane). The precession frequencies of all spins are not exactly the same because of small differences in the magnetic and chemical environment. T1 and T2  vary considerably between biological tissues even if they have almost exactly the same water content. Having a short T2 (in the time domain) is equivalent to a large line width in a spectrum (frequency domain).

3. Instrumental hardware: Magnets and Radiofrequency coils

The main B0 field is horizontal, parallel to the long axis of the patient (z-direction) and is usually provided by a superconducting solenoid inside a cryostat with a room temperature bore. Permanent magnets are also occasionally used. Typical values of B0 in an imaging system are in the range 0.1-2.0 T (Tesla) with homogeneity over the imaging space of 1 part in 105. This degree of uniformity cannot be designed into a single coil, so subsidiary “shim” coils are used to provide small corrections. All other coils are in the room temperature bore. 
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RF coils. The B1 field is perpendicular to B0. A simple solenoid cannot be used as it would intersect the patient, so a pair of saddle-shaped coils is often used. Specialised coils are used to give improved resolution for surface regions of the patient, the head, knee joints, etc. As we have seen, the RF field in these coils is pulsed. 
Gradient coils. These are used to apply gradients to the main B0 field in the x, y, and z directions. The gradient GZ along the long axis of the patient/solenoid is used to select a slice (transverse section) for imaging. This gradient is usually supplied by a pair of Helmholz coils and has a typical value of ~ 1 mTm-1. Thus the change in B0 from one end of the patient to the other will be of the order 1 part in 1000. The coils for gradients GY and GZ are usually saddle shaped like the RF coils. These gradients allow a 2-D image of a particular slice to be constructed.

The above is a typical set up. In practice gradients may be created in any desired direction by software control of the electronics. The gradients GX, GY and GZ themselves also have to be switched on and off for definite periods of time, i.e. pulsed, in the complex sequences of operations used for imaging. The mechanical stress produced on the various coils by rapidly changing magnetic fields in these pulse sequences accounts for the strange noises often reported by patients undergoing MRI.

4. Magnetic field gradients in imaging.

Gradients may be applied to B0 (i.e. BZ) along x, y, and z:
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We may note here that it is the direction of the gradient vector, rather than the direction of B0 itself, that determines the directions in which the imaging is done.

Many procedures for image reconstruction are now available in MRI. A fairly typical procedure is outlined below and consists of 3 parts:

(1) Slice selection

(2) Frequency encoding

(3) Phase encoding

Only the first is relatively easy to understand. The other two provide image data in the 2-D slice.

Slice selection

A field gradient GZ is applied for the duration of the RF pulse B1 only. This means that the resonant (Larmor) frequency ( of nuclear spins in water will vary continuously across the patient in the Z-direction. If the RF coil both generates and detects only a narrow frequency range ((, then only a narrow slice of the patient in the z-direction (z is sampled. There is no interfering signal from any other part of the patient.



[image: image11.wmf] 

so
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and
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so        
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For a thin slice we require either: (1) (( small (sharply defined pulse frequency), or   (2) GZ large (steep field gradient).

Example
In a 0.5 T magnet water protons have a resonant frequency of approximately 20MHz. If a 900 pulse is applied with a frequency width of 1.0kHz, calculate the magnetic field gradient required to selectively excite a slice of tissue 5mm thick.
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and
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hence
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Frequency encoding
(What follows is not compulsory, but it is hoped that some who are mathematically inclined or have a particular interest in how imaging is really done may wish to understand this by further reading).

In a uniform B0 field, the free induction decay with time following a 900 pulse contains all the necessary information for reconstructing the NMR signal as a function of frequency. This is how NMR spectroscopy is done. The mathematical operation involved in converting one to the other is a Complex Fourier Transform. The operation is very similar to that involved in converting a complex sound waveform into a frequency spectrum, or an optical diffraction pattern into the object producing it.
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Suppose we now apply a field gradient along the x-direction GX, after the 900 pulse but for the whole of the time that the FID is being acquired. This has the effect of “labelling” the spins and separates them out according to distance along the x-axis rather than the frequency axis. The resonant frequency at some point x along the linear field gradient relative to some reference point can be written as:
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The equation for the Free Induction Decay then becomes:
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The Fourier Transform of the FID is thus converted from a frequency profile of signal intensity F(() to a spatial profile of signal intensity or spin density ((x). This gives the first dimension in the 2-D slice. The resolution of the image along x depends on the number of points along the FID where the magnetisation is sampled and converted to digital form (typically 256 points in a field of 20-40cm).

Phase encoding

A field gradient is applied along the y-direction GY as a short pulse, after the RF pulse, but before the main acquisition time of the FID. This has the effect of progressively phase shifting the precessing spins along the y-direction, but without changing the frequency. This “labels” the spins in a different way, but to disentangle all the information, the computing procedure used to reconstruct the second dimension in the 2-D slice requires that the operation is performed in many steps (typically 256) where the pulse length is varied incrementally. This determines the resolution in the y-direction, and largely accounts for the long time needed for the whole imaging process.

Combining all three steps we get:

[image: image21.wmf]
The imaging time for one slice in the above sequence is typically a few minutes, and is given by:
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where the whole operation is repeated NEX times to improve signal/noise.

The resolution is not limited by arrays of detectors and is entirely under software control. With no restrictions on imaging time, small fields of view, and no patient movement can be made very good indeed. Imaging of human embryos has been done at a resolution of 10µm! (Scientific American, March 1999). In practice resolution is more like 1mm.

5. Contrast mechanisms

Contrast in images might be provided by:

(1) Spin density

(2) Spin-lattice relaxation time T1
(3) Spin-spin relaxation time T2 

Spin density is generally not an important contrast mechanism because most biological materials have a similar water content. Solid tissues (bone, cartilage) however, give almost no signal because the water is relatively immobilised, and thus appear dark by contrast with soft tissues and fluids. For soft tissues, contrast is provided overwhelmingly by variations in T1 and T2.

Examples: 
Water, cerebrospinal fluid

very long T1



Normal tissues



fairly short T1


Tumors, malignant tissue

longer T1 (more free water)



Fat




long T2 (many of the H are in








hydrocarbons, not water).

By choosing appropriate values of TE and TR relative to T1 and T2 the spin density profile is weighted in different ways and contrast between particular tissues is maximised. 
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For example:

(1) Small TR, small TE: emphasises tissues with small T1, which return to thermal equilibrium rapidly after a pulse. Fluids cannot absorb energy from the RF field at a high rate, and thus appear dark.

(2) Large TR, large TE: emphasises tissues with large T2. Fats appear bright.

6. Summary of MRI and its uses.
Advantages:

· Excellent soft tissue contrast, especially brain, body fluids, compared with other techniques.

· Pathology and injuries show up well (tumor, hemorrhage, etc)

· Very few artefacts and complete penetration (contrast with X-ray)

· Flow imaging (angiography) and contrast enhancement methods possible.

· High resolution, mm, and imaging in any arbitrary direction.

· Specialised applications include localised spectroscopy (organ monitoring at lower resolution).

· Non-invasive, no known hazard.

Disadvantages:

· Relatively slow but improving

· Expensive

· Patients must be monitored for implants, pacemakers, etc.

· Claustrophobia possible in some designs.
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