


CHAPTER   I
INTRODUCTION AND HISTORICAL REVIEW

The computational power of a processor is determined by the amount of computation

achieved by each instruction and the rate at which useful instructions are executed.

Reduced instruction set computers (RISC) achieves high levels of computer performance

by executing simple instructions at high rates of speed.

As the cost and technical obstacles of CMOS scaling continue to escalate, investigations

into alternative technologies for processor design are being pursued. The goal of the

FRISC/G effort is to explore high clock rate processor design using current-mode logic

(CML) circuits with AlGaAs/GaAs heterojunction bipolar transistors (HBTs). The 23-

chip processor runs off a 2 GHz system clock, and dissipates 257 W with a –5.6 V supply.

1. Introduction and Historical Review
Recent history has shown that although the speeds of computer systems continue

to grow, they cannot outpace the complexity of the tasks they are issued. The demand for

solutions to these ever increasingly complex problems is what drives the supercomputing

industry. There are two basic approaches to supercomputing [91]. The first strategy

consists of a few extremely fast processors and the second involves systems with a large

number of slower parallel processors. The disadvantage of a massively parallel systems is

that some tasks are not parallelizable, though [92] suggests that traditional approaches to

compiling software for parallel systems miss a considerable amount of parallelism. The

main disadvantage of a few extremely fast processors is the technological difficulties of

developing them. One method to overcoming circuit speed issues in these extremely fast

processors is to make use of alternative technologies.

The goal of the Fast RISC (FRISC) project under development at RPI is to

explore high clock speed processor design using alternative (non-Silicon CMOS)

processing technologies. Traditionally, the decision whether or not to add a function to a

RISC processor is determined by calculating how often the function is used, the effective

improvement of the new function implementation versus the old implementation, and

then comparing this to the overall impact on system clock speed [91],[93]. Unlike this

design methodology, which evolves an optimum machine for a given task regardless of



the resultant clock speed, the FRISC/G processor has targeted a system clock rate of 2

GHz.  Given this target clock rate, the processor was then designed to increase

functionali ty as much as possible without jeopardizing the cycle time target. This

approach to processor design has migrated to industry, as clock speed has largely become

market’s figure of merit to advertise processor performance.

To meet the target clock rate for the processor, non-traditional materials were

used to implement the design. The processor was implemented with AlGaAs/GaAs HBT

with three levels of series gates, fully differential, current mode logic (CML). Ring

oscill ators, implemented with the AlGaAs/GaAs HBT devices in CML and emitter-

coupled logic (ECL) gates, have stage delays as fast as 20 ps and generate very littl e

switching noise. The drawback to using high-speed HBT circuits is the low yield nature

of the technology. Current processors contain several milli on transistors; however, the

HBT technology only permits tens of thousands of transistors per chip to obtain

reasonable die yield from the foundry. To circumvent limitations in device integration,

the processor was partitioned into 23 chips designed for dense packaging on a high

density overlay interconnect multi -chip module (MCM)[1]. The architecture contains one

instruction decoder chip (ID), four eight-bit datapath chips (DP0 to DP3), two cache

controller chips (ICC, DCC) and sixteen cache RAM chips (eight instruction cache RAM

chips (ICR) and eight data cache RAM chips (DCR)).

1.1  RELATED WORK

Previous investigations in processor design with alternative integrated circuits

have been accomplished in numerous technologies and circuit families. Table 1.1

describes a few such design efforts. The name of the processor as described in the

literature is used to identify the various projects where appropriate. Otherwise, the author

and year is used to identify the processor. Many of these designs were not fully

implemented, and the results reported are based on test structure results. The projects

where test chips were used to publish results are indicated in the last column. The year

indicates the date the manuscript was received by the reference where the work is sited.

Although F-RISC design efforts are included in this table for comparison, they are not

described until the next section.



Table 1.1
High-speed processor design efforts using
alternative integrated circuit technologies

Processor Technolog
y

Year Device
Count

Circuit
Family

Clock
Frequency

Power Architecture

FRISCD
[2]

Si
Bipolar

1987 14,500
gates

CML/ECL 125 MHz 60 W FRISC
Test Chip

CRAY-3
[3]

GaAs
MESFET

1987 200
gates

- 500 MHz 150 kW 48 k logic chips

Fox90
[4]

GaAs
HIIL

1990 50,000
gates

HIIL 200 MHz 15 W RISC-1 32-b

FRISCE
[5]

Si
Bipolar

1990 12,000
gates

CML/ECL 250 MHz 100 W FRISC
Test Chip

Brow92
[6]

GaAs
 MESFET

1992 60.5 k DCFL 137 MHz 11 W AURORA

Upto93
[7][8]

GaAs
MESFET

1993 160 k DCFL 100 MHz 24 W MIPS 32-b

Joup93
[9]

Si
Bipolar

1993 468 k ECL 300 MHz 115 W R6000 subset

FRISCI
[10]

GaAs
HMESFET

1996 92 k SBFL 180 MHz 6.13 W FRISC

Brow96
[11]

GaAs
HIGFET

1996 - CGaAs 555 MHz
ALU

1 W
ALU

Results for
ALU Test Chip

Maie97
[12]

Si
BiCMOS

1997 2.7 M ECL 533 MHz 85 W PowerPC 3-way
Superscalar

FRISCG
[13]

GaAs
HBT

1999 221 k ECL 2 GHz 257 W FRISC

- Indicates the authors failed to report this value in the literature.

1.1.1. Silicon Bipolar and BiCMOS Processor Designs

A single chip bipolar ECL microprocessor was designed in 1993, which

implemented a subset of the MIPS R6000 instruction set [9]. The die for this

microprocessor was 15.4 mm × 12.6 mm, and dissipated up to 115 W, resulting in a

power density of 59.3 W/cm2. A thermosiphon-based cooling system that relies on

boiling and condensing a low-pressure alcohol-water mixture was developed to cool the

chip.

The processor uses 3 levels of series gated CML for the current switches. The first

two levels in the current tree are single ended, providing wide OR input stages, whereas

the third level is differential to reduce switching noise and loss of gain in the cascaded

current switches [14]. The five stage processor pipeline does not support floating point

operations, memory management, integer multiply, or integer divide operations.



Exponential Technology developed a three-way superscalar microprocessor that

implements the PowerPC architecture in a BiCMOS technology[12]. The design was

developed in a 0.5 µm BiCMOS process and the 15 mm × 10 mm die contains 2M

CMOS and 0.7M bipolar transistors. The logic gates use three levels of series gated

single ended CML for the logic gates, and CMOS RAM cells were used for the level 1

and level 2 on-chip cache memories. The processor may issue a branch instruction, a

load/store operation, and either a floating point or an integer operation in parallel each

cycle. The six-stage pipeline allows a maximum operating frequency of 533 MHz at 85

W.

1.1.2. Processor Designs With GaAs MESFET Devices

CRAY Research Inc. moved from using Si bipolar devices in ECL circuits for

their CRAY-2 supercomputer to using GaAs depletion mode MESET devices for the

implementation of CRAY-3 [3]. The CRAY-3 system contains 48,000 GaAs logic chips

(each implementing 200-300 DFET gates) and about 40,000 Si memory chips. The logic

and memory chips are partitioned across 200 module assemblies, and an inert fluid flows

across the die to provide cooling. The system dissipates a total power of 150 kW, and the

logic operates at 500 MHz.

A 32-bit microprocessor implemented in E/D MESFET technology with DCFL

circuits is described in [6] and [8]. This processor implements an architecture that is

similar to MIPS called AURORA. Instruction execution is partitioned across 5 pipeline

stages allowing execution of 137 MHz at 11 W.  The processor does not handle integer

multiplication or division, byte operations, shifting, traps, system calls, or cache control.

A more complete processor is described in [7]. This 32-bit RISC processor uses

160,000 MESFET devices in DCFL circuits. The processor executes 39 instruction out of

the MIPS instruction set, and it handles exceptions, system calls, and stalls. However,

integer multiplication, integer division, and byte operations are not handled in hardware.

The 13.9mm × 7.8 mm die dissipates 24 W with a 2 V supply and operates at 100 MHz.



1.1.3. GaAs HIGFET Processor Design

A 32-bit RISC processor using complimentary GaAs (CGaAs) HIGFET

technology is described in [11].  The processor executes a custom instruction set similar

to the PowerPC called PUMA, and is to be partitioned across 5 chips (not including the

two 512 KB SRAM circuits for the instruction and data level 2 caches). The processor

contains a clock generation chip, two identical memory management chips, the CPU and

a PCI interface chip. The CPU is to include both a fixed point and floating point unit, as

well as the level 1 cache, and will require approximately 1 million transistors. The CPU

will also use branch prediction hardware to prevent performance loss from a 9-stage

processor pipeline. Test results from a test chip containing a CGaAs PowerPC ALU in

Domino logic indicates a processor will have a cycle time of 555 MHz.  Simulation

results of the ALU indicate that with appropriate design alterations, the ALU will operate

at 617 MHz and will dissipate 1 W.  Projections for the power consumption of the

processor were not reported.

1.1.4. GaAs Heterojunction Integrated Injection Logic Processor Design

The first processor to be implemented with GaAs HBT devices was a joint project

between Texas Instruments and Control Data Corporation under sponsorship of the

Defense Advanced Research Projects Agency [4]. The circuits were implemented using

heterojunction integrated injection logic, and each of the GaAs chips contained less then

10,000 gates. The GaAs chips in the processor system consist of a CPU, two different

floating point coprocessor chips (FCOP1 and FCOP2), and two identical memory

management unit chips (INST. MMU and OP. MMU). The five GaAs chips are packaged

on a central processor board with 46 other Si chips used for cache memory, board

interfacing, clock generation, clock distribution, and cache tag memory. Although the

architecture was designed for four pipeline stages, memory components were not

available to support the target cycle time, requiring an additional pipeline stage for each

of the memory accesses. The six-stage CPU pipeline does support some hardware

interlocks, allowing most data dependencies to be resolved in hardware.



1.2  A HISTORY OF F-RISC

The Fast RISC (FRISC) processor began its development at Rensselaer

Polytechnic Institute and Tektronix Incorporated as a research project for the

development of a bipolar RISC processor design [2]. The FRISC1 processor was the first

of the FRISC family of processors whose design layout was entirely completed in a

specific processing technology. The design of this processor was implemented with a 1

µm polysilicon emitter bipolar transistor technology. The 14,500 gates used to implement

the design had to be partitioned across 11 dies due to the yield limitations of the

technology. The processor required the design of five unique dies which were the ALU,

instruction decode, status register, register file, and clock distribution chips. Four copies

of the RF and ALU chips are used for the 32-bit processor.

The four register file chips make up the register file module, which is organized in

a byte-slice partitioning. The register file module contains a 30x32-bit register file and

the necessary hardware to interface with the data cache. The ALU module is partitioned

into a byte-slice design that is realized with four copies of the ALU chip. The ALU

module contains the logic for the PC history registers, the interrupt recovery logic, the

shifter, and the arithmetic logic unit. The chips used in the processor were designed for

packaging in a wafer scale hybrid package called a Wafer Transmission Module [18].

Although the final design implementation was never fabricated, simulation results

estimate a system clock rate of 125 MHz. One factor limiting the speed of the FRISC

processor is that the first level of cache was not included in the processor design, and was

not intended for packaging in the Wafer Transmission Module. This required longer

delays for memory accesses, reducing system performance. A second factor limiting

system speed is that the design was not pipelined. This limited the processor cycle time to

the instruction latency, instead of allowing several instructions to execute in the hardware

at the same time.

The FRISC/E processor was the next design effort in the family of FRISC

processors.  The 11 chip design was similar to the previous architecture, however,

                                                
1  The FRISC processor was internally referred to as FRISC/D. FRISC/A, FRISC/B, and FRISC/C were not
developed in a processing technology. The name FRISC is used here to maintain compatibility with the
published literature [2].



instruction execution was partitioned across seven pipeline stages, doubling the overall

speed of the processor to an estimated 250 MHz [5]. The 32 K-byte caches for the

processor is not included on the wafer transmission module.

A considerable amount of design changes were involved in the development of

the FRISC/F processor. The standard cell li brary for FRISC/F [19] is similar the one used

in FRISC and FRISC/E. However, the design was moved to a more advanced bipolar

technology with a 15.5 GHz ft device. The processing yields of the new technology

provided as many as 1000 gates on a single die, allowing the processor to be repartitioned

with fewer components. The processing technology provided only two layers of gold

interconnect with a 4 µm pitch.

The core of the FRISC/F processor is partitioned into an instruction decoder chip

and four byte-slice datapath chips [20]. Similar to FRISC/E, the FRISC/F processor uses

a Harvard architecture for the first level of cache. The two 32 K-Byte caches were

intended to be packaged with the instruction decoder and datapath chips on a wafer

transmission module. The core processor (instruction decoder and datapath chips)

dissipate an estimated 58 W. The remaining processor components must not dissipate

more then 42 W to maintain the proposed power budget of 100W.

The FRISC/F processor introduced a concept referred to as a remote program

counter (RPC). The RPC kept track of the instruction execution stream, requiring the

address bus to communicate with the instruction cache only during branch operations.

Since any given instruction can’ t be both a load/store and a branch instruction at the same

time, the address bus can be shared between the two caches, reducing the amount of

interconnect required in the packaging. The overall speed of the FRISC/F processor was

estimated at 250 MIPS, though the actual processor components were never fabricated.

FRISC/I is a GaAs Heterojunction MESFET (HMESFET) implementation of the

FRISC architecture [21] [22]. This design is a single chip processor, intended to avoid the

performance impact resulting from off-chip wiring delays, as well as delays through the

drivers and receivers necessary in multi -chip implementations. The processor was

fabricated in Rockwell ’s .7 µm HMESFET process, and the design was implemented in

92,340 devices using super-buffered FET logic (SBFL).  The seven stage pipeline is

                                                                                                                                                



similar to the FRISC/F pipeline, and includes two fetch stages to the instruction cache

(not implemented on-chip) and two cycles for load/store operations to the data cache

(also not implemented on-chip).  Test results show the 7 mm × 7 mm die dissipates 6.13

W at 180 MHz, and an analysis of the critical paths indicate that wiring delays account

for 42 % of the critical path delay [23].

1.3  FRISC/G – A 32-BIT BYTE-SLICE ALGAAS/GAAS HBT RISC

PROCESSOR

The byte-slice implementation of the FRISC architecture in an AlGaAs/GaAs

heterojunction bipolar transistor technology is described in [24]. This work includes an

initial implementation of the processor core (instruction decoder and datapath chips) as

well as the design of several test structures to characterize the performance of several

critical structures (the RPI test chip).

The development of the standard cell library for the FRISC/G processor is

described in [25] and [26]. This initial library was developed with 2 layers of gold

interconnect. The height of the standard cells in this library was 165 µm, and 40 µm

power and ground rails were used to prevent voltage drop across the standard cell rows.

To maintain compatibility with standard ECL logic families, and to reduce the overall

power consumed by the processor, the processor was designed with a supply voltage of -

5.2 V.

With the core processor design complete, work began on the level 1 cache [27].

During the development of the cache chips (cache controller and cache ram), the RPI test

chip was fabricated with ring oscillator structures to confirm the modeling methodology

used for the processor development. Results from these fabricated test structures were

found to operate much slower then anticipated requiring the processor to be developed

with a more complex (and accurate) modeling methodology. Furthermore, the devices

were found to operate slower and the interlayer dielectric (ILD) was thinner then

expected. Capacitance measurements also determined that the dielectric constant of the

ILD was much higher then expected, and has anisotropic properties (εκhorizontal=4.0,

εκVerticle=3.2).



The disappointing test results was accompanied by an improvement in the

foundry interconnect process. The interconnect widths and spacing of the metal layers

could be reduced, and an additional layer of Metal (Metal 3) was added. These processing

advantages made it possible to salvage the processor and rework the logic. The process

improvements also included the possibilities of a smaller emitter size with an increased

current density, making it possible to reduce the input capacitance of the logic gates.

A second effect that resulted in slow test results is that the resistance of the metal

interconnect was assumed to be negligible during the original implementation of the

circuits. It was later determined that neglecting resistance of the interconnect added a

significant amount of error to an extracted netlist. The combined effect of these

discoveries so severely impacted the delay and skew in the processor, that it would not

function at any speed. Analysis of the new critical paths given these effects showed that

even if the signal hazards preventing proper operation were remedied, the maximum

frequency of the processor would not exceed 200 MHz.

This thesis describes the development of a modeling process that incorporates all

of the circuit effects that significantly impact propagation delays and switching speeds for

the technology used in the development of the FRISC/G processor. These models were

then used during the implementation phase of the project to develop a 32-bit RISC

processor with a 2 GHz system clock.

1.4  TECHNOLOGY

The FRISC/G is a prototype processor used to explore high clock rate computer

design using heterojunction bipolar transistors. To circumvent limitations in device

integration resulting from low processing yields, the processor is partitioned into 23

chips.  A High Density Overlay Interconnect (HDI) multi-chip module will be used for

the cross-chip interconnections in the package. The 257 W processor uses active cooling

through Peltier heat pumps. This section provides a brief overview of these technologies.

1.4.1. Heterojunction Bipolar Transistors

Heterojunction bipolar transistors are formed using dissimilar materials between

the emitter and base junctions of the device. To provide adequate gain in standard homo-



junction bipolar transistors, the base must have a much smaller dopant concentration then

the emitter. However, a low base doping concentration results in a high base resistance,

which reduces the switching time for the device.

The energy band diagram for an HBT is shown in Figure 1.1. This figure shows

the difference in the energy band at the emitter provides good back injection

characteristics, providing a high gain, without the need for low doping concentrations in

the base. Therefore, the base doping concentration may be increased, which improves the

switching time of the device.

AlGaAs
Emitter

GaAs
Base

GaAs
Collector

Figure 1.1 Energy band diagram for an HBT device

The carbon doped HBT device used to implement the FRISC/G processor is

fabricated using low-pressure organometallic vapor phase epitaxy [16]. A cross section of

the device is shown in Figure 1.2.

n- GaAs Collector

n+ GaAs Subcollector

Semi-Insulating GaAs Substrate

Ti/Pt/Au
Emitter
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Ti/Pt/Au Base Contacts
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Collector Contact
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Base

n+ In.5Ga.5As
n+ GaAs

n Al.25Ga.75As

Figure 1.2 Cross section of HBT device



The since the base thickness is a defined by eptaxial growth, and not lithography, very

thin base regions can be grown uniformly across the wafer. The thin base region

improves the base transit time, and decreases base recombination, resulting in better gain

and switching speeds.

1.4.2. Multi-chip Module

The chips for the processor will be packaged using a High Density Overlay

Interconnect multi -chip module (MCM) [1]. This MCM technology provides 8 µm thick

Au frame metalization and 10 µm thick Cu interconnect for routing signals, power and

ground. Power and ground planes separate the two signal layers, and the characteristic

impedance of the signal traces is 50 Ω.

The chips sit in wells milled into AlN to provide a low path of thermal resistance

through the back of the die to a cooling interface. The wiring layers are then placed on

top of the chips, effectively providing thermal and electrical paths from opposite

directions.

1.4.3. Thermoelectric Coolers

Thermoelectric coolers (TECs) were the chosen method to cool the processor

[17]. These devices are typically used for systems requiring special considerations for

size, weight, reliabili ty, or environmental conditions (such as operating in a vacuum).

Although these considerations don’ t necessarily apply for the FRISC/G processor, these

devices were used as an exploratory prototype for advanced packaging.

In 1834, Jean-Charles-Athanase Peltier discovered heat could be transferred

between the junctions of two dissimilar materials by passing electrical current through

them. Modern semiconductor thermoelectric heat pumps are based on the same principle.

Figure 1.3 shows an example of a thermoelectric heat pump consisting of two

thermoelectric couples connected in series electrically, and in parallel thermally. Each

couple consists of an n-doped and p-doped semiconductor (typically Bismuth Telluride)

electrically connected in series.
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Figure 1.3 Peltier junction thermoelectric heat pump

As current passes through the device, energy is absorbed at the cold surface by

electrons as they pass from a low energy level in the p-type semiconductor element, to a

higher energy level in the n-type semiconductor element. Likewise, at the hot junction,

energy is expelled as electrons move from a high energy level in the n-type element to a

lower energy level in the p-type element [29]. Specifications for the TEC used during the

testing procedure are described in chapter 7, and the TEC devices used to cool the

processor are described in [17].

1.5   CONTRIBUTIONS TO THE FIELD

Contributions to the field of high-speed computer design include an analysis of

whether it is possible to achieve competitive computing performance from a high-speed,

low-integration process. The implementation of a 2 GHz microprocessor was performed

to determine critical limiting factors in very high-speed digital microprocessors. The

circuits used in the implementation of the processor are characterized in chapter 2.

Modeling the performance characteristics of these circuits was important since the

foundry data on this advanced processing line is unreliable. This is the first processor

described in literature to be implemented using heterojunction bipolar transistors with an

emitter coupled logic family. The implementation of FRISC/G will help pave the path for

future processor development in similar high-speed technologies.

Various analyses were performed to identify the factors that significantly impact

propagation delays and switching speeds for the circuits in the FRISC/G processor.



Although interconnect resistance is now widely recognized in industry, this was one of

the first interconnect limited processor to enter the implementation phase. Nearly 70% of

the delay on many criti cal paths are interconnect related. CAD tools such as DistributeRC

and DistributeLRC were developed accurately analyze the effects of interconnect

paracitics on the performance of various test circuits in simulations, and these simulation

results were compared to measurements from previously fabricated test structures.

Modeling for the processor was then developed that incorporates the circuit paracitics

that significantly effect performance. Chapter 3 discusses the interconnect modeling, and

chapter 4 discusses the simulation methods developed for the processor (along with a

discussion of the top-level design). The timing on the chips was designed to tolerate

variations in circuit speed caused by process variation or modeling inaccuracies.

Cross-talk and data dependent switching were analyzed, and a technique for

reducing data dependant switching in routed differential pairs (described in chapter 3)

was used extensively throughout the implementation of the instruction decoder chip

(discussed in chapter 5) and the datapath chip (discussed in chapter 6).

At speed boundary scan testing was used to identify working chips. Problems

with the original testing scheme, and a description on how these problems were overcome

is discussed in chapter 7. Test results with a –5.6V supply for the processor show the

instruction decoder and datapath chips will operate correctly at clock rates over 2 GHz.

In an effort to provide greater computing performance, a discussion on processor

design given a high speed BiCMOS processing technology is discussed in chapter 8. This

work provides insight on high-speed low yield circuit techniques for future processor

designs.



CHAPTER II
CIRCUIT FAMILY

 The standard cell li brary consists of three levels of series gated CML and ECL

differential logic. This “ current steering” logic has a constant current through the logic

gate that is controlled by a current source at the bottom of the trees. This creates a

circuit with very littl e dynamic power dissipation and switching noise. The voltage swing

on the output is controlled by the pull up resistors at the top of the current tree. Resistive

current sources were used to reduce supply voltage and device count. The common mode

noise rejection of the gate’s input circuit provides enough noise immunity to allow the

circuits to switch reliably with a 0.25 V differential signal swing.

2. Circuit Family
The propagation delay through a logic circuit is defined as the time required for a

transition on the input to generate a transition on the output (this is typically the time

required for a 50% voltage transition on the input to create a 50% voltage transition on

the output). This propagation delay is effected by many factors, including the number of

devices that must switch between the input and output nodes, the device switching speed,

device paracitics, circuit paracitics, and the voltage swing on the output. For a bipolar

circuit family, the propagation delay through the circuit is increased if the devices are

allowed to saturate since the additional charge stored in the base increases the time it

takes for the device to turn off  [30]. Current switch logic families such as CML and ECL

provide faster circuits then other logic families such as TTL and I2L because the devices

do not saturate. Furthermore, the circuits can be designed to function reliably with signal

swings as low as 200 mV at room temperature, which further reduces propagation delay

through the circuit [31], [32].

CML and ECL circuits may be single ended or fully differential. In the

differential circuits, a signal and its complement drive a differential input stage in the

receiver circuit. Only a single wire is routed to the receiver in single ended logic, and a

constant reference voltage is used at the receiver. The single ended logic required twice



the voltage swing, but provides gates with a high fan-in and “wired-AND” output as

shown in Figure 2.1.

VREFIN

Z1OR
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Inputs

“ Wired-AND”
Output

VSS

Figure 2.1 Single ended CML logic

The multiple pull -down transistors on the input circuits provide a high fan-in OR/NOR

function. The problem with these high fan-in circuits is that the switching characteristics

become data dependent. If multiple transistors pull the NOR output low, the output

switching speed is faster then if the signal is pulled low through only one transistor [33].

Data dependent switching characteristics are diff icult to model and can result in timing

errors. Furthermore, single ended logic can have problems with dynamic power

dissipation and switching noise getting injected onto the power and ground rails since

there is no signal complement to balance interconnect charging and discharging.

Furthermore, if single ended logic is used in the lower levels of multiple level gates,

differential gain is lost, resulting in smaller noise margins and slower switching

characteristics [33].

Full differential logic further improves propagation delay because the signal

swings can be reduced by half and still maintain good noise immunity at room

temperature [33]. Furthermore, full differential logic eliminates the necessity for

inverting buffers. The drawback to differential logic is the increased wiring resources

required to route each signal from the drivers to the receivers. The functionali ty of the

differential logic gate is also somewhat reduced by the inabili ty to have the high fan-in

OR/NOR input or the wired-AND output function.



2.1  LOGIC GATES

The datapath was designed using a standard cell approach. The standard cell

library was implemented using three-level, differential CML and ECL logic [32]. Figure

2.2 shows an example of a latch with a two-bit multiplexer input.

VSS

I0

S

I1I1I0

S

CLK CLK

Z

Z

High
Voltage

Level (V)

Low
Voltage

Level (V)

Level 1 0 - 0.25

Level 2
(-1 VBE )

-1.4 -1.65

Level 3
(-2 VBE )

- 2.8 - 3.05

Figure 2.2 CML latch with 2-bit multiplexer input

The logic elements are composed of up to 3 levels of series gated CML current

switches to provide a circuit family with high functional complexity. Any function of

three variables, and some functions of five and six variables can be implemented with a

three level deep CML current tree. Logical inversions in differential circuit families can

be accomplished simply by swapping differential wires at the receiver

The input and output of the various logic gates occur on three separate signal

voltage levels, introducing additional design constraints. The input signals for the three

levels of the current tree are offset by one VBE to prevent device saturation. The voltage

levels of the various inputs are shown in Figure 2.2. Level 2 and level 3 signals are

generated with emitter follower output stages. Special level shifting buffers and emitter

follower inputs are used on high fan-out nets when matching levels to all of the inputs

may not be otherwise possible.



Resistive current sources were used in the logic trees to reduce device count,

supply voltage, and area. The drawback of passive current sources is that small current

perturbations created when the gates are switching could impact the switching

characteristics. An analysis comparing the switching characteristics between circuits with

passive and ideal current sources (described in the section 1.1.3 on current sources) show

these current fluctuations do not impact the switching characteristics of the logic gates to

a significant degree so active current sources were not necessary. The relatively large

(1.35 to 1.40 V) forward active base to emitter voltage of the AlGaAs/GaAs HBT

determines the minimum supply voltage. A three-level CML current tree with an active

source would require a -5.4 V minimum supply. To reduce the overall power dissipated

by the circuit, 1 V was allocated for resistive current sources, requiring a minimum

supply voltage of -5.2 V for correct operation.

2.1.1. Noise Margins and Signal Swings

Figure 2.3 shows the DC current and voltage switching characteristics for a level

1 buffer logic cell.  From this figure we see that most of the current between the two pairs

is switched by the time the input voltage difference is 100 mV, and by 200 mV almost all

of the current has been switched.  Circuits designed with a 250 mV differential signal

swing provides adequate noise immunity with a relatively large fan-out, which is shown

by the noise margins of the digital circuits.
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Figure 2.3 DC current and voltage switching characteristics for a level 1 CML
buffer

The minimum input voltage for a logic value is defined as the voltage where the

gain through the circuit is equal to 1.  Below this value, the input is not stable enough to

generate a reliable output voltage. Using the derivative of the voltage characteristics, the

minimum differential input required for a stable level 1 logic value (VID) is 108.4 mV.

VID is an adaptation of the terms used in single ended logic that define the minimum

voltage for a high input (VIH) and the maximum voltage for a low input (VIL). In the case

of differential logic, VID is the minimum differential voltage required for a logic input

and is symmetric for both wires in the differential pair (VIDH therefore equals VIDL). The

differential output voltage with a 250 mV input voltage is found to be about 245 mV.

Therefore the noise margin for the Level 1 CML logic gate is found to be 136.8 Volts.

Similar simulations for level 2 and level 3 buffers are shown in Figure 2.4, and Table 2.1

shows noise margins and transition widths for 1 mA buffer circuits.



Figure 2.4 DC current and voltage characteristics for level 2 and level 3 buffers

 The power dissipation of a particular logic gate is independent of switching activity due

to the constant current sources in the CML tree and emitter follower output stages.

Although the static power dissipation for this logic is high compared to CMOS, the

dynamic power dissipation is low, resulting in very little switching noise.

Table 2.1
Noise margin and transition width for 1 mA buffers

Logic Level Noise Margin
(mV)

Transition
Width (mV)

Level 1 136.8 108.4
Level 2 133.4 91.6
Level 3 132.9 112.1

Measurements of the power and ground pads on the instruction decoder and

datapath show less then 30 mV of noise on the power and ground pads, resulting in a total

dynamic power dissipation for the datapath and instruction decoder chips of less then 100

mW. Drivers were designed with four power levels to permit the optimization of speed

and power throughout the design. It was not necessary to develop additional power levels

for the processor design since almost all of the gates used are either the Ultra (U) or High

power (H) circuits.  The Ultra level circuits approach the maximum current density of the

transistors, and are used on critical paths, or on heavily loaded nets. The high power

circuits are used to drive nets with less loading.  The medium and low power drivers were

seldom used, and typically drive static nets. Appendix A shows the measured power



delay product for the buffer circuits using ring oscillator test circuits. The power

dissipation of the various logic cells is shown in Table 2.2.

Table 2.2
Power dissipation of the standard cell library at -5.2 V

Power
Levels

Logic
Level 1

Logic
Level 2

Logic
Level 3

Low 4.16  mW 7.28  mW 7.28  mW
Medium 5.2   mW 8.84  mW 8.84  mW
High 7.8   mW 11.96 mW 11.96  mW
Ultra 10.4  mW 19.76 mW 19.76  mW
Super
Buffer

NA 15.6  mW 15.6   mW

Clock
Buffer

NA 62.4  mW 62.4   mW

Pad
Receiver

15.6  mW NA NA

Pad Driver
*

41.6 mW

* Pad driver output voltage swing is 0 to -0.4 volts

2.1.2. Fan-Out and Fan-In

The fan-in of differential CML logic is limited by the number of series gated

switching pairs.  For three levels of differential series gated CML circuits, any function of

three variables is possible, and some functions of five, six, or even seven variables are

possible.  Furthermore, explicit inverters are not necessary, making series gated

differential CML a logic family with high functional complexity.

The noise margins of the gate and the forward active current gain of the transistor

limit the fan-out of the CML circuit. Figure 2.5 shows how the fan-out can be calculated

for level 1 and level 2 outputs. The calculations for level 3 circuits are similar to level 2.
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Figure 2.5 Maximum fan-out for level 1 and level 2 circuits

If Vout is the differential output voltage at Z and Z , then for level 1 circuits

bout RNI-RI V = ( 2-1)

where N is the fan-out and Ib is the input base current (Ib = I/(ß+1)). The fan-out limit

occurs when the output load drops Vout down to VID. Solving for N we find

N = (ß+1)(RI-V ID)/RI
R

)V-1)(RI(
 N ID+β

= (2-2)

where V ID is equal to the transition widths listed in Table 2.1 previously discussed.

For the level 2 circuit shown in Figure 2.5(b)

1)(

RNIRI
 V b

out +β
−= (2-3)

Solving for N when Vout is equal to VID it is found that



RI

)V-(RI1)(ß
 N ID

2+= (2-4)

This is expected since the emitter follower simply provides an additional gain of ß+1.

Unfortunately these results are of limited use since the actual ß of the transistors under

the operating conditions have not been determined and using the ideal forward active

current gain in the transistor model (ßF) yields optimistic results. Using SPICE

simulations of the buffer circuits, the load current (Ib of the receiver) can be found.

Solving ( 2-1) for N when Vout equals VID shows the maximum level 1 fan-out is 51.

As shown in equation (2-2), the fan-out for level 2 and level 3 circuits are

expected to be higher by a factor of ß+1. SPICE was again used so the second and third

order effect can be modeled in the final result. Several circuits were used in the analysis

for level 2 and level 3 fan-out, and consisted of a buffer driving a varying numbers of

receivers. The base current into the emitter follower was extracted from the simulations

under the various loading conditions to determine the how the loading effected the

current through the pull -up resistors. For level 2, each additional load generates a 111.9

nA current into the base of the emitter follower. Solving for N with a tree current of 1

mA we find the maximum fan-out for level 2 circuits is 5818. A similar analysis for level

3 shows the current change in the emitter follower for each additional load is 104.1 nA.

For a tree current of 1 mA, the maximum fan-out for level 3 circuits is 5503. The input

current drawn by the buffers and the fan-out for the gates is summarized in Table 2.3.

Table 2.3
Load current and fan-out for 1 mA buffers

Logic Level Input Current Fan Out
Level 1 16.4 uA 51
Level 2 11.8 uA 5818
Level 3  11.2 uA 5503

These results are only useful for extremely low speed circuits since the analysis

does not model how the fan-out impacts switching speed.  The maximum fan-out used for



high-speed signals in the processor is 8 for level 1 outputs, and 16 for level 2 and level 3

outputs.

2.1.3. Current Sources

Resistive current sources were used in the logic trees to reduce the device count

and the supply voltage. Drawbacks of passive current sources include problems with

small current perturbations through the bipolar logic tree and possible problems with

tracking between resistor values and transistor parameters caused by manufacturing

variations or local-heating effects.

(a) Level 1 high power buffer circuit. (b) Level 2 high power buffer circuit.

(c) Level 3 high power buffer circuit.

Figure 2.6 A comparison of the DC switching characteristics for passive and ideal
current sources.



Figure 2.6 shows the switching characteristics for the high power buffers at each

voltage level using both the passive current source (from the previous figures) and an

ideal current source. From this figure we see that the DC switching characteristics for the

passive current source are not significantly different from the switching characteristics

with an ideal current source.

Table 2.4
Comparison of noise margins for 1 mA buffers

 with passive and ideal current sources

Noise Margin of 1mA Buffers
Logic Level Passive Current

Source
(mv)

Ideal Current
Source
(mv)

Level 1 136.8 149.9
Level 2 133.4 154.1
Level 3 132.9 155.8

Though these results demonstrate that the noise margins and fan-out are not significantly

impacted with passive current sources, it does not provide information on how the

passive sources effect switching speeds.

A transient analysis for buffer circuits with passive and ideal current sources was

performed, and the results are listed in Table 2.5.

Table 2.5
Comparison of switching speeds in a transient

analysis for 1mA driver/reciever pairs

Ideal Current
Source Switching

Speed (ps)

Passive Current
Source Switching

Speed (ps)
Level

1
26.81 27.22

Level
2

31.11 31.39

Level
3

35.16 35.43

From this analysis we see that the passive current sources do not impact the switching

characteristics of the logic gates to a significant degree so active current sources were not



necessary. Although passive current sources are sufficient for this prototyping effort,

active sources are necessary in a production model of the chip to decrease sensitivity to

processing variations. Unfortunately, active current sources require 12% more HBT

devices, which would decrease die yields. Other disadvantages to passive current sources

include lower common mode noise rejection, and small current perturbations through the

logic tree during switching.

2.2  BUS COMPONENTS

In computer design, control signals are often used to control buses containing

numerous data bits.  The most common example of bus logic involves comparitors and

multiplexers. Often (as in the case of fowarding and bypass paths) data for a particular

computational element may come from several locations. A full 4 to 1 multiplexer is

comprised of a full current tree in CML, and the level 2 select lines have double the

loading per bit. The select bits must fan-out to a multiplexer controlling each bit in the

bus. Therefore, the level 2 select lines of a multiplexer for an 8-bit bus has load of 16

devices (plus interconnect). However, when the select logic is in the same state for all of

the multiplexers the current in all of the multiplexer trees follow the same path through

their select transistors.  It is therefore possible to share the bottom of the current tree with

several circuits. Figure 2.7 shows an example of how this idea works with a multiplexer.

This circuit shows two 4 to 1 multiplexers sharing the same select logic and indicates

how additional 4 to 1 multiplexers may be connected to the circuit. A full current tree

consists of 14 HBT devices. By sharing the lower 6 devices among current trees, bus

multiplexers can be developed with over 30 % fewer devices (21.4% less for 8 to 2,

32.1% for 16 to 4).

The current that must pass through the select transistors increases linearly with the

number of standard current trees connected to the top of the circuit.  Care must be taken

to insure that the maximum current density for the device in not exceeded. For circuits

where the standard logic gate already uses close to the maximum current density, the

select devices must be scaled to handle the extra current.

Simulations were run to compare the switching characteristics of these bus

circuits. The simulations compare three methods for implementing a 4 to 1 multiplexer



for a 4-bit bus.  The simulation compares implementing the design with four parallel 4 to

1 multiplexers (using standard CML multiplexers), using two parallel 8 to 2 multiplexers

(two current trees per select logic structure), and using one 16 to 4 multiplexer (four

current trees per select logic structure).  The simulations were performed on gates with

1.5 mA through each level 1 “ leaf circuit” , and level 1 outputs.  The select transistors

were scaled linearly with respect to the number of current trees for a fair comparison

though they don’ t approach the maximum current density.  Further speed improvements

are possible if the scaling is improved to approach the maximum current density.
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Figure 2.7 Multiplexer with multiple outputs sharing common select logic



Figure 2.8 shows the voltage on the outputs of the bus components. In the first

half of the simulation, the select signals are changed. From this portion of the simulation

it is found that there is little difference between the different circuit implementations.

However, in the last nanosecond of the simulation, the select lines are set to a specific

level 1 input, and only that input is changed.  The resulting outputs for the different

components differ according to the various circuit implementations.

Figure 2.8 Voltage simulations of bus components

The falling edge of the signal for the 8 to 2 and 16 to 4 circuits are much worse

then the standard 4 to 1 implementation.  A close up of this simulation region is shown in

Figure 2.9.

The poor falling edges of these circuits will cause significant signal degradation

when driving high fan-out nets (though this type of logic tends to be low fan-out in

nature). The degradation in the falling edge is due to current drop through the transistor



pair during switching. This current drop is shown in Figure 2.10, which is a plot of the

simulated current through the top-level emitter during switching.

Figure 2.9 Simulated output voltage for three multiplexer bus circuits with the
selected input variable changing state

The top plot shows the current through the emitters of the switching differential

pair for the standard 4 to 1 multiplexer.  The lower plot shows the current through the

switching differential pair for both the 8 to 2 and the 16 to 4 multiplexer. These results

show that the three gates behave similarly when the select bits are switched. However,

when the selected data input is switched, the current through the differential pair drops a

small degree for the 4 to 1 gate, but for the 8 to 2 and the 16 to 4 multiplexer, the current

drops considerably. This causes the degradation in the signals falling edge shown in

Figure 2.9. Ballasting resistors can be added to the coupled emitters of the differential

pair to reduce the current drop through the switching input as shown in Figure 2.11.



Figure 2.10 Current through switching input transistor pair for bus components.

Although these resistors reduce the current variations in the differential pairs during

switching, these resistors create an additional voltage drop between the logic levels.  If

this voltage skew is too large, the devices can saturate reducing circuit performance. If an

additional voltage skew may be introduced between the logic levels, then it is possible to

further improve circuit performance by biasing the emitters in the differential pairs with

an RC circuit [34].  RC biasing emitter pairs and methods for handling voltage shifts

between logic levels is discussed in chapter 8 in the section on advanced circuit

techniques.

The bus circuits provide better results when they are used with emitter follower

output stages, though this will limit their application to level 2 and level 3 outputs. The

performance lost in slower switching speeds with these bus circuits may be partially

offset though the reduction in routing required for these circuits. Further savings from

these structures result from the fact that a current tree seldom draws the maximum current

density of the transistor.  Therefore, though the select transistors may pass twice the



current in an 8 to 2 multiplexer, the devices only need to be 1.5 times larger, which

reduces the total device loading on the select line inputs.
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Figure 2.11 Bus component with ballasting emitters added to prevent current
variations between differential inputs during switching.

Although the benefits of these circuits are apparent, they were not used in the

design of the microprocessor. Determining their performance reliably is difficult and the

current perturbations may inject noise on the power rails.

2.3  EXPERIMENTAL RESULTS

The AlGaAs/GaAs circuits are fabricated on a wafer that is 5 inches in diameter,

with a reticle that is two centimeters on a side [35], [36]. Figure 2.12 shows the labeling

used to identify each reticle site with respect to the major flat.
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Figure 2.12 Reticle numbering scheme

Each wafer contains 9 complete and 13 partial reticle sites.  As typical with other

fabrication processes, defect densities tend to be higher near the edge of the wafer.

However, there are some chips in partial sites that are actually closer to the center of the

wafer then the corner dies in the complete reticle areas.  In these cases, the die in the

partial reticle site may yield better results then a die from a complete reticle site.

 Ring oscillators were included on the reticle to provide data for determining the

characteristics of lightly loaded circuits and to provide data for determining the accuracy

of the simulation models used for the development of the processor under these

conditions.

The ring oscillators are composed of 31 buffers connected in a loop with a single

inversion, an output buffer, and a pad driver.  Since the input to the pad driver must be a

level one signal, the output buffer is replace with a level shifting buffer for level two and

level three ring oscillator loops.

The naming convention used for the processor development is shown in

Table 2.6.  The following discussion on the performance of the ring oscillator circuits

uses this convention. The logic and power levels describing ring oscillators refer to the

logic and power levels of the buffers being characterized by the ring oscillator circuit.



The descriptions of these circuits are either “Rosc” for “Ring Oscill ator” or are omitted

for simplicity (for example, the legend in Figure 2.14) .

Table 2.6
Naming convention

Function Logic
Level

Power
Level

Transistor emitter
dimensions
(µm x µm)

Buf            Sbuf
Cbuf
Mux4        And2
And3
Ls             Rosc
Xor2
Xor3         Dmux
etc.

1
2
3

L
M
H
U

1.2x1.7
1.4x2
2x2.1

2.3.1. Wafer Characterization

The ring oscill ator structures included in the reticle were made from the buffers

for the High (H) and Ultra (U) power levels at all three logic levels for the three different

transistor sizes studied.  Low and medium power buffers were included at all three logic

levels for the transistors used to fabricate the architecture chips.

The wafer characterization measurements were made at -5.2 volts. The sites tested

were (-1,-1), (0,0), and (1,1) creating a diagonal pattern across each wafer (the ring

oscill ators tested are located in the lower right hand corner of the reticle site). Table 2.7

shows the results from these measurements. Only the ring oscill ators containing the H

and U power levels were used for this study because the lower power structures were not

used in any timing criti cal paths.



Table 2.7
Ring oscillator measurements for wafer characterization

Wafer Number (Frequency in MHz)
Structure site 7 6 8 5 9 10 11 12 13 14 Avg

Rosc1U2x
2.1

-1,-1 529 532 513 524 523 531 518 522 534 533 525.9

Rosc1H2x
2.1

-1,-1 448 452 437 447 444 451 442 443 454 455 447.3

Rosc2N2x
2.1

-1,-1 526 531 524 530 526 536 526 523 530 529 528.1

Rosc2H2x
2.1

-1,-1 438 443 435 442 438 443 438 440 442 445 440.4

Rosc3N2x
2.1

-1,-1 386 393 389 391 389 390 390 394 391 390 390.3

Rosc3H2x
2.1

-1,-1 329 335 331 334 331 333 332 329 333 334 332.1

Rosc1U2x
2.1

0,0 534 541 570 540 560 546 539 544 552 553 547.9

Rosc1H2x
2.1

0,0 452 459 484 457 455 461 455 458 467 469 461.7

Rosc2N2x
2.1

0,0 531 538 565 538 534 539 537 536 540 543 540.1

Rosc2H2x
2.1

0,0 440 449 471 445 443 447 455 444 450 454 449.8

Rosc3N2x
2.1

0,0 391 400 417 398 391 695 395 396 399 399 428.1

Rosc3H2x
2.1

0,0 332 340 354 337 332 334 334 336 339 340 337.8

Rosc1U2x
2.1

1,1 551 564 556 552 556 548 540 546 564 596 557.3

Rosc1H2x
2.1

1,1 467 477 468 466 461 459 454 456 475 502 468.5

Rosc2N2x
2.1

1,1 453 554 545 547 545 542 535 534 550 573 537.8

Rosc2H2x
2.1

1,1 356 462 453 455 453 451 45 443 458 480 405.6

Rosc3N2x
2.1

1,1 398 408 400 401 400 396 395 391 403 418 401

Rosc3H2x
2.1

1,1 338 346 340 343 339 335 328 333 343 357 340.2

Average 438 456 458 452 451 468 425 448 456 465

These measurements were used to determine if any of the wafers were

nonfunctional as a result of a catastrophic processing fault.  Furthermore, the



measurements were used to determine if there was any process variations between the

wafers, or if there was any correlation between the results and the location of the circuits

various reticle sites.

The results from Table 2.7 indicate that there are no particularly fast or slow

regions on the wafer sites and that all ten wafers have functional circuits.  On average,

wafer 10 contained the fastest circuits and wafer 7 contained the slowest circuits.

However, there was only a 6.4% difference in the average circuit speed across the wafer

measurements.

2.3.2. Simulation Results Versus Measured Results

The ring oscillator designs were extracted with the software tools used for the

processor design to determine how close the measured results matched the expected

results. Table 2.8 shows a comparison between the measured results and the simulated

results for various ring oscillator circuits.



Table 2.8
Ring oscillator measurements Vs simulated results.

Structur
e

Transisto
r

Period
(ps)

SPICE

Period (ps)
Measured

(Wafer 7 Site
0,1)

Percent
Difference

Rosc1H 1.2x1.7 2450.9 1845.0 -32.83878

Rosc1U 1.2x1.7 2077.9 1628.7 -27.58306

Rosc2H 1.2x1.7 2118.9 2096.4 -1.07153

Rosc2N 1.2x1.7 1817.6 1694.9 -7.2384

Rosc3H 1.2x1.7 2521.7 2898.6 13.00135

Rosc3N 1.2x1.7 2167.2 2584.0 16.12936

Rosc1H 1.4x2 2509.9 1972.4 -27.25193

Rosc1U 1.4x2 2076.7 1715.3 -21.07161

Rosc2H 1.4x2 2141.1 2066.1 -3.62924

Rosc2N 1.4x2 1817.6 1748.3 -3.96672

Rosc3H 1.4x2 2508.8 2890.2 13.19552

Rosc3N 1.4x2 2124 2457.0 13.5532

Rosc1H 2x2.1 2699.5 2177.9 -23.9520417

Rosc1U 2x2.1 2154.1 1839.2 -17.118417

Rosc2H 2x2.1 2269.5 2315.2 1.97273

Rosc2N 2x2.1 1904.6 1868.0 -1.95958667

Rosc3H 2x2.1 2606.8 2970.0 12.229044

Rosc3N 2x2.1 2161.2 2460.2 12.154424

Rosc1L 2x2.1 5503.7 4166.7 -32.0888

Rosc1M 2x2.1 3540.6 3012.0 -17.54792

Rosc2L 2x2.1 4710.8 4950.5 4.84184

Rosc2M 2x2.1 2893.8 2816.9 -2.7299

Rosc3L 2x2.1 5561.9 6172.8 9.89722

Rosc3M 2x2.1 3397.6 3846.2 11.6624

There is some discrepancy between the simulated values and the measured results.  These

ring oscillators are lightly loaded circuits containing very little interconnect.  Therefore,

discrepancies between simulation results and measured results are caused by inaccuracies

in the device models.  Poor device models provided by the foundry caused problems

throughout this project. The models used for the above comparison were calibrated to

match previously fabricated test circuits and were the models used for the processor

design. The actual foundry models for the devices are not discussed because they were

not a consideration in the design of processor (Simulation results using the Rockwell

model produced results that were considerably slower then the measured results).



The measured results are faster then the SPICE simulation for the level 1 circuit

structures. The level 2 circuits closely match the simulation results, and the level 3

circuits appear to perform slower then expected simulation results. Fortunately, most of

the critical paths in the processor are driven with level 1 and level 2 circuits.

These initial tests are a poor indication of what to expect for moderate to heavily

loaded circuit signals.  The level one circuit response drops off quickly as its output is

loaded due to the relatively high output resistance compared to the level 2 and level 3

circuits. Unfortunately there was not sufficient room on the reticle to include an

abundance of test structures for these measurements.

The device model was recalibrated to match the ring oscillator test structures at

various power levels, and logic levels at a range of supply voltages.  These models were

with used to simulate the carry chain oscillator test structure described in Chapter 6. The

simulated results using this new model match the measured results closely.  The new

device model was then used to simulate the instruction decoder chip and the datapath

chip to determine if the processor would still meet the target 1 ns cycle time.

2.3.3. Circuit Speed and Supply Voltage

The propagation delay through a CML gate is dependent on the power supply.  As

the supply voltage increases, more voltage is dropped across the tail resistor, providing

the gate with more current to charge and discharge device and interconnect capacitance.

However, the improvement in speed provided by additional current is partially offset by

an increase in the signal voltage swing.

Figure 2.13 shows the frequency response of a 31-stage ring oscillator as the

supply voltage is increased from 4 V to 10 V.  This figure shows that for this structure,

the chosen operational point designed for (5.2 V) is about where the frequency starts

rolling off.
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Figure 2.13 Supply voltage Vs frequency for a level 2 high power ring oscillator

It should be mentioned that 6 V is considered an excessive operating voltage for these

circuits.  Most circuits will not operate past 6 V reliably since it violates the maximum

current density tolerated by the device. The data from Figure 2.13 is the result of an

experiment designed to observe catastrophic circuit failure. This circuit’s resili ence to a

high voltage testing occurs primarily due to the fact that there are no multi -emitter

devices in the design.  The multi -emitter devices used in the clock buffers are expected to

undergo current-collapse as the current that exceeds normal operating conditions [37].

2.3.4. Transistor Sizes

The emitter size of a transistor plays a significant role in the performance of the

circuit that it is used to implement. The larger the area, the greater the base to emitter

capacitance (which increases the circuit’s input capacitance).  A larger base area

however, decreases the base resistance, which improves the device performance. For the

GaAs/AlGaAs HBTs fabricated for this project, the base resistance is already quite low,

so the lower input capacitance from a smaller device improves overall circuit

performance [38]. There were three emitter sizes studied in the ring oscill ator test



circuits.  The 1.4 µm × 2 µm emitter is based on a 33% reduction in the size of the

original

1.4 µm × 3 µm emitter [39].  The 1.2 µm × 1.7 µm was the initial target transistor for the

processor, and the smaller emitter area provided a lower input capacitance.  However,

once the designs were submitted to Rockwell for fabrication they informed us the smaller

transistor could not be manufactured reliably, and provided us with a 2 µm × 2.1 µm

device [40].  The emitter area is the same as the original 1.4 µm × 3 µm device, so the

increase in speed from the smaller devices had to be sacrificed for reliabili ty. Figure 2.14

shows a comparison between the transistors in high power and very high power ring

oscill ator test structures at all three logic levels.

(a) Level 1 ring oscillator performance vs. supply voltage
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(b) Level 2 ring oscillator performance vs. supply voltage
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(c) Level 3 ring oscillator performance vs. supply voltage
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Figure 2.14  Comparison of three different transistor sizes
used in ring oscillator circuits

Comparing the ring oscill ator test results for the transistor sizes, it is shown that the

smaller the device, the faster the performance (which was expected).  Furthermore, by



comparing Figure 2.14(a) for the level 1 circuits, Figure 2.14(b) for the level 2 circuits,

and Figure 2.14(c) for the level 3 circuits, it is shown that the level one circuits operate

faster then the level 2 or level 3 circuits.  This is expected since the added driving

capacity of the emitter follower outputs does not compensate for the additional

propagation delay in the lightly loaded ring oscill ator circuits.

Test measurements from these ring oscill ators show the smaller devices do in fact

have a poor yield, and probably would have resulted in zero functional processor

components had they been fabricated with these devices. The ring oscill ators each

contain about 400 devices (depending on logic level) and out of the 14 ring oscill ators

measured with the 1.2 µm × 1.7 µm device, only 11 worked (and three of those only

marginally).  Furthermore, the performance of circuits fabricated with these device varied

considerably. This is shown in the erratic average frequency Vs supply voltage behavior

in Figure 2.14 for the circuits with the 1.2 µm × 1.7 µm devices.



CHAPTER III
INTERCONNECT

As circuit speeds increase, the performance in VLSI systems become increasingly

dominated by the effects of interconnect. Though decreasing feature sizes improve circuit

speed and overall system performance, the unit length resistance, capacitance, and

coupling of the interconnect increase. As signal speeds increase, inductance and

transmission line effects begin to play an important roll in system design.

Accurate modeling of the interconnect in the development of FRISC/G was

important since the interconnect effected the performance to a significant degree. SPICE

was used to determine the effects of distributed RC and LRC on the performance of the

circuits. Once the factors that impact circuit performance were identified, a modeling

methodology was developed to generate accurate, computational efficient system

simulations.

3. Interconnect
Until recently, interconnect in VLSI systems was modeled simply as a capacitive

load since neither the resistance nor the inductance played a significant role in system

performance [41]. However, as feature sizes continued to decrease, and circuit speed

continued to increase, interconnect resistance became increasingly more important to

accurately characterize system performance. At very high speeds, the inductance of the

interconnect starts to have significant effects on the behavior of the signals, requiring on-

chip wires to be modeled as lossy transmission lines.  Numerical solutions for the

characteristics of this model can become extremely complex, and it is computationally

prohibitive to implement such a model for VLSI systems.  Therefore, approximating

effects and ignoring factors that do not impact the system’s characteristics to a significant

degree are necessary to simpli fy its model. The first approximation often made in VLSI

design is that the effects of interconnect inductance is insignificant.

As signal speeds continue to increase, the inductance of the interconnect will

begin to effect signal characteristics on long nets. An analysis of the clock distribution for

a 400 MHz S/390 microprocessor show that ignoring inductive effects in on-chip wiring



can result in a 50% modeling error for wiring delay [42]. Therefore it is important to

determine when inductance is not significant, and when it must be included in the

interconnect model. Sakurii states that transmission line effects occur when the

propagation delay along the wire is greater then the signal rise time [43].

rT
5.2 >

ν
(3-1)

A similar analysis concludes that the maximum signal length that allows transmission

line effects to be ignored is limited to [44]

RC

Zo2
lmax ≤

(3-2)

3.1  INTERCONNECT MODELS

The model for the segment of a single transmission line is shown in Figure 3.1.

VIN VOUT

R
L

C

Figure 3.1 Circuit model for interconnect segment.

The equations for the voltage and current at any point in a transmission line are shown in

equations (3-3) and (3-4) [45].

Ix)LjR(
dx

dVx ω+−=
(3-3)

Vx)CjG(
dx

dIx ω+−=
(3-4)



Solving for the voltage at any point in the transmisison line results in equation (3-5)

VxVx)CjG)(LjR(
dx

Vxd 2
2

γ=ω+ω+=
(3-5)

where γ is the propagation constant [45]. The real part of the propagation constant is

called the attenuation constant (α) and the imaginary part is the phase constant (β). In a

lossless transmission line the propagation constant is zero, and the velocity of

propagation in the transmission line is related to the phase constant.

LC

1=
β
ω=ν

(3-6)

If the inductive effects of the interconnect may be ignored, propagation of a signal

through an IC interconnect may be approximated using a distributed RC network.

Equation (3-7) shows the response of a node in the RC network in differential form (as

the number of segments reaches ∞) [44].

2

2

dx

Vd

dt

dV
RC =

(3-7)

Discrete analysis of the delay of a wire is shown in (3-8) [44]:

2

)1n(RCn
tn

+=
(3-8)

where n is the number of RC segments in the wire.  As the number of segments goes to

∞, this reduces to

2

RCl
t

2

=
(3-9)



where l is the length of the wire, and R and C are the resistance and capacitance per unit

length of the wire. Note that the delay through the wire increases with the square of the

length.

Several empirical analyses have been done to approximate the response of

interconnect given the resistance and capacitance per unit length.  Most of these studies

were developed for CMOS structures, and the goal of most of these studies is to find an

algorithm that will approximate a signal’s behavior for use in digital simulations. Elmore

concluded that the delay of a driver driving an interconnect line with a capacitive load is

approximately

LDDL

2

d CRClRlRC
2

RCl
t +++=

(3-10)

where RD is the effective resistance of the driver and CL is the load capacitance, and R, C,

and l are the same as (3-9) [46]. Sakurii ’s study refined this result [47], determining that

the signal delay is more closely approximated by

)CRClRlRC(92.0RCl43.0t LDDL
2

d +++= (3-11)

3.2  INDUCTANCE

RC delay models yield for good estimates of the line response for overdamped

RLC interconnects [41],[48]. Therefore, the inductance of the interconnect may not be

incorporated into a simpler RC delay model unless the wires are found to be overdamped.

Figure 3.1 shows the model of the RLC circuit used for this analysis.  The transfer

function of this circuit is:
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From Equation (3-12) we see that

n2
L

R ξω=
(3-13)

and the natural frequency for the circuit is

LC

1
n =ω

(3-14)

Solving for the damping constant we find

L

C

2

R=ξ
(3-15)

A circuit is overdamped when

2

1>ξ
(3-16)

Substituting ξ for the overdamped condition and solving for the inductance we find that

the interconnect is overdamped when

2
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L

2

<
(3-17)

From equation (3-6), assuming TEM propagation [49], the velocity of propagation is

LC

1C
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υε
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(3-18)

solving for the inductance
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For completeness, equation (3-19) can be substituted into equation (3-17) to determine

the criteria for overdamped interconnect based on the processing parameters, the

resistance, and the capacitance per unit length.

2

CRC 2
O

22

rr <υε
(3-20)

The resistance of the metal interconnect was obtained from data provided by the

foundry [40] and capacitance per µm was determined using QuickCap™ for each of the

three metal layers [51]. Equation (3-19) was used to determine the inductance assuming a

dielectric constant of 3.8. The capacitance, resistance, inductance, and the damping factor

are shown in Table 3.1.

Table 3.1
Per unit length paracitics and the damping factor for the three metal layers

Capacitance/µm
(fF/µm)

Resistance/µ
m

(mΩ/µm)

Inductance/µm
(fH/µm)

Damping
Constant

Metal
1

.1214 17.50 347.8 163.5

Metal
2

.1051 9.50 401.7 76.8

Metal
3

.0801 6.33 527.1 39.0

These results show that all three metal layers are overdamped indicating that inductive

effects of the interconnect will not create ringing and overshoot. These results use the

latest foundry data on the interconnect sheet resistances, the minimum feature sizes for

the wiring level, assumes the same processing cross-section resulting from previously



fabricated designs, and uses the results from a study of anisotropic polyimide dielectrics

[52].

SPICE simulations on interconnect models containing distributed LRC

components show the inductance tends to result in shorter propagation delays.  This is

primarily because it improves the rising and falling edges on the signals. The results from

this analysis (listed in appendix C) show that the inductance affects signal propagation

delays by less then 3 %. Inductance was ignored in the final modeling because it

significantly increases the simulation time, does not effect the final results to a significant

degree, and because ignoring the inductive effects tends to generate a pessimistic

interconnect model for the circuits used in the processor.

3.3  DIFFERENTIAL INTERCONNECT

Minimizing skew between the two signals in a differential pair is important to

guarantee proper circuit performance [54], [53]. To minimize this skew, software was

developed to route all differential pairs in adjacent routing tracks [55]. The primary

disadvantage to a differential wiring is the increased routing resources required compared

to a single-ended circuit family. However, this is partially offset by the high functional

complexity of the logic gates, and by the elimination of explicit inverters. A second

disadvantage is that each wire is guaranteed to have a neighbor that is switching in the

opposite direction. The odd mode switching of the differential pair requires twice as

much charge to be transferred between the wires. Referred to as dynamic capacitance, the

switching appears as an increase in the capacitance between two wires in the differential

pair [56].

Differential pairs were routed in neighboring routing tracks to minimize the skew

between the pairs. When the differential pairs are routed in adjacent routing tracks, noise

or cross-talk injected into the signals will have a closely matched phase and amplitude.

The high common mode noise rejection of the differential input filters this noise making

the circuits and interconnect resistant to noise, allowing low voltage swings at room

temperature.  The noise immunity and low skew interconnect comes at the cost of

increased capacitance from the odd mode switching of the differential pairs previously

mentioned.  The overall capacitance of the interconnect is increased by approximately



33%. To improve system performance, differential pairs can be routed in separate routing

tracks, adjacent to wires that are not likely to switch at the same time (ie. Driven by

latches clocked on a different phase).  Unfortunately, this requires carefully crafting and

analyzing the signals to insure that the skew between the pairs is kept within tolerance for

proper circuit performance. The tools and resources for such an undertaking were not

available for the development of this project.

3.4  DATA DEPENDENT SIGNAL SWITCHING

Data dependent switching will further limit performance if neighboring

differential pairs are correlated (transitioning simultaneously). The effects of data

dependent switching for differential signals is less than that of single ended logic since

the modeling can take into account the fact that one of a signals two neighbors will

always be switching in the opposite direction. Figure 3.2 illustrates the even and odd

mode coupling between neighboring signals that transition simultaneously. The worse

case situation occurs when differential signals A and C swing in the same direction.

When differential signal B swings in the same as A and C, the odd mode coupling

between the differential wires ( BA − and CB − ) create a slow transition (the fact that B

and B  always swing in opposite direction is already assumed). However, when signal B

swings in the opposite direction of A and C, the even mode coupling of these nets create

a faster transition.

A A B B C C A A B B C C

Odd Coupling Even Coupling

Figure 3.2 Odd and even mode coupling between differential pairs create data
dependant signal switching

Data dependent signal switching is a dangerous situation in system design since

digital timing simulators often do not include fluctuations in local electric fields.



Modeling interconnect assuming all signals undergo the slower odd mode transitions

(designing for the worse possible case) is not always sufficient. If data signals are too

fast, they may violate hold times, and if clock signals are too fast they generate setup time

violations for the latches they clock. This effect is further complicated when signals from

a low power driver neighbor signals from a high power driver (such as clock buffers).

An analysis was performed to determine the extent of data dependent switching

that occurs on the wires.  QuickCap was used to extract the capacitance between six

wires of varying lengths for all three metal layers.  The structures extracted used the

wiring pitches and widths found in the routing channels of the processor.  The

capacitance and resistance of the wires were then distributed into 10 RC segments per

millimeter of wire. The interconnect structures were driven by buffer circuits in Spice at

all three logic levels, for each of the power levels. For completeness, the propagation

delays from the input of the driver circuit to the input of the receiver circuit for both slow

and fast transitions are listed in Appendix B.  The difference between the odd mode and

even mode coupling as well as the percent difference was computed and listed in

Appendix B as well. The simulations were repeated for the condition when the

neighboring signals were held static to provide switching data when there is an absence

of cross talk. This data lists the transition times for all of the power levels at all three

logic levels driving five different lengths of all three interconnect metals.

The concern with data dependent switching involves the differences between the

slow and fast transitions. Figure 3.3 shows a plot of the switching time difference

between even and odd mode coupling for the level 1 circuits.  Wire lengths from 2 mm to

10 mm were studied since they comprise most of the high-speed signals in the processor

where this effect is likely to occur. This plot shows that the M2 metal layer is the one that

is the most sensitive to coupling effects, followed by M1, and finally by M3. This result

was expected since M2 has the least amount of space between wires, which can be seen

from Figure 3.8.
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Figure 3.3 Difference between even and odd mode coupling for level 1 circuits

Difference Between Odd and Even Mode Coupling at Level 2
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Figure 3.4 Difference between even and odd mode coupling for level 2 circuits



Figure 3.4 and Figure 3.5 shows the coupling for the level 2 and level 3 logic circuits

respectively. Plots were separated according to circuit logic levels to maintain visibility

of the data series.

Difference Between Odd and Even Mode Coupling at Level 3
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Figure 3.5 Difference between even and odd mode coupling for level 3 circuits

The data shows that the lower power circuits are much more susceptible to the

coupling effects. Furthermore, it appears that the level 1 circuits are less susceptible to

coupling effects then the level 2 or level 3 circuits. These plots show the difference

between odd and even mode switching, they to not indicate switching speed.

The difference between the even and odd mode coupling for the clock drivers is

shown in Figure 3.6. From this figure, we see that the coupling effects are less

pronounced for the clock drivers then for the logic circuits. Dynamic clock skew will

significantly reduce system performance since setup and hold times become data

dependent. Note that for the clock buffers, the coupling is quadratic in nature. The

difference in coupling on these circuits is small because they overdrive the signal to such



a degree that the small amount of loading provided by the interconnect create only a

small change in the switching time.

Difference Between Odd and Even Mode Coupling for Clock Drivers
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Figure 3.6 Difference between even and odd mode coupling for clock drivers

The layout of the interconnect in the processor was designed so two signals

undergoing state transition at the same time were not routed next to each other. The

separation of these signals was not difficult because signal skew and the fact that there

are four different clock phases upon which signals undergo transition, resulted in a

system where few signals transition at the same time. Data dependent switching in future

designs implementing a single phase clocking scheme may produce a more hazardous

effect in the system increasing the complexity of the design implementation.
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Figure 3.7. Reducing data dependant switching between differential pairs by
balancing the dynamic capacitance between the two signals

Often the data busses require many signals switching at the same time to occupy a

dense routing region. Under these circumstances it may not be possible to separate

simultaneously switching signals. Figure 3.7 shows a method of reducing data dependent

switching that is similar to bit-line twisting used in memory cells. Signal crossovers are

staggered in the routing channels to swap which wires in the differential pairs neighbor

each other, which reduces the worse case switching time.

3.5  INTERCONNECT AND PROCESSOR DESIGN

The resistance and capacitance of every net in the processor was extracted and

modeled in SPICE as distributed RC segments to obtain the delay from each driver to

every receiver in the design. These delays were then annotated into a netlist for use with a

digital dynamic timing simulator. Although the gold interconnect provides a low

resistivity, 70% of the delay in the processor’s criti cal paths are interconnect related, and

is largely due to the resistive nature of the wires.  Other factors include a large average

interconnect length which results from having only three levels of interconnect and large

device sizes.  During the implementation of the processor, design rule changes resulting

from an improvement in the foundry process were incorporated into the design to

increase the system speed.

3.5.1. Reducing Wire Widths

The initial implementation of the instruction decoder and datapath chips was

accomplished with faulty models for both the devices, and the interconnect [57]. When



test circuits returned from the foundry, measurements showed they performed much

slower then designed. Interconnect resistance was found to have a significant impact on

system performance and the devices were found to operate 33% slower then the models

provided by Rockwell [39]. Furthermore, there was significantly more capacitance in the

circuits then expected.  The inter-layer dielectric (ILD) thickness was thinner then

expected, resulting in higher capacitance between metal layers. Furthermore, the

dielectric constant was higher then the expected εκ = 2.9 and measurements determined

that the dielectric constant was anisotropic (εκhorizontal = 4.0, εκverticle = 3.2) [52].

Fortunately, this turn of events was accompanied by an improvement in the

foundry interconnect process [38]. The interconnect widths and spacing of the metal

layers could be reduced and an additional layer of Metal (Metal 3) was added. These

processing advantages made it possible to salvage the processor and rework the logic.

The increase in capacitance within the horizontal plane caused by the anisotropic

dielectric is more problematic in differential logic families (such as differential ECL and

CML used in this processor) because the odd mode switching of the differential pair

requires twice as much charge to move between the wires. This effect is referred to as

dynamic capacitance because the switching appears as an increase in the capacitance

between two differential pairs. To remedy the problems with the dielectric anisotropy, a

tool was developed to automatically shrink the interconnect wires in the processor to the

new minimum widths. This effectively increased the space between the wires as shown in

Figure 3.8, dropping the capacitance back to a more manageable level. This tool could

not simply shrink every wire in the system however. The power and ground rails had to

be preserved, and width had to be maintained on special high power gates to ensure that

there were not any current density design rule violations. Furthermore, this tool had to

parse through the entire hierarchy of the design, shrinking the appropriate interconnects

throughout the underlying subcell levels.
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Figure 3.8.  Decreasing interconnect capacitance by reducing the width of the metal
interconnect layers

Shrinking the wire widths to counteract the capacitance increase compounded

resistance problems. The effects from the increase in resistance in the Metal 2 and Metal

3 interconnect layers were not significant. However, the increase in resistance in the

thinner metal 1 (M1) wires caused significant changes in the resistive aspects of the

signal delay. A considerable amount of the rerouting involved replacing metal 1 routing

with metal 2 (M2) and the newer metal 3 (M3) layers.

An analysis was performed to determine what the optimum wire width is for each

of the driver circuits.  The wire resistance increases linearly as the width of the wire is

reduced. If fringing fields are ignored then the capacitance to ground and the capacitance

to neighboring signals decrease linearly as the wire width is reduced.  If miller

capacitance to correlated neighboring signals switching in the opposite direction is

included in the effective capacitance, then the decrease in capacitance with wire width is

still li near. This is because the odd mode switching is just a multiplier to the capacitance

component to the neighboring signal. If fringing fields are included in the capacitance

extraction then the capacitance of a wire decreases less then linearly as the wire width is

shrunk. Therefore, the RC constant of the interconnect increases as the wire width is

shrunk.
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Figure 3.9 RC time constant Vs wire width for constant wire pitch

Figure 3.9 shows the RC constant for various wire widths at the wiring pitch used

for the design of the processor (6 µm for M1 and M2, 10 µm for M3). As the width of the

wire becomes extremely small , the RC constant increases very rapidly. The output

impedance and non-ideal output characteristics of the driver circuits makes them more

sensitive to changes in capacitance then resistance. Therefore, although the RC constant

of the wires increase as the width decreases, the propagation delay though the circuit

decreases due to the lower capacitance. Furthermore, Figure 3.9 shows that the decrease

in metal widths for the wire shrinks performed on the processor interconnect is not in the

region of the graph where the RC time constant drastically increases (1.4µm to 1.2 µm

and lower).

An analysis was performed to determine the optimum wire width to drive various

wire lengths with each of the drivers. The interconnect widths were varied from 0.2 µm

to 4 µm, and the length of the interconnect was varied from 1 mm to 10 mm.  The

interconnect capacitance for each width was extracted using QuickCap for a control

length. This capacitance, along with the interconnect resistance, was then scaled and

distributed for each of the lengths studied in the analysis. Spice simulations for each type

of driver were run on every interconnect structure to determine the propagation delay



through the circuits. This generated a total of 9600 spice simulations, the results of which

are compiled as plots in Appendix C.

A third shift in the foundry process prior to fabrication resulted in an increase in

the minimum size for the emitter, resulting in devices with a higher gain and lower base

resistance, but with a higher device capacitance [40].  The sheet resistance for metal 1

also decreased, improving the interconnect performance. The designs were reworked a

third time insure the higher device capacitance did not reduce the system performance

below the target 1 ns cycle time.

3.5.2. Optimizing Wire Lengths

The simplest case to study regarding the optimization of interconnect is a single

differential pair connected from a driver to a single load using only a single metal layer.

A spice analysis for the various driver circuits connected using all three metal layers at

various lengths was performed to determine the various RC characteristics for each

system.  The simulation circuit used for the analysis is shown in Figure 3.10.

Vramp

Interconnect

Figure 3.10 Interconnect analysis circuit

The driver receiver pair was excited using a voltage ramp with a 40 ps rise time.

Two buffers are used transform the voltage ramp into an input signal for the driver circuit

that would be similar to the internal signals in a circuit. The from time the voltage on the

differential pairs cross at the input of the driver to the time it take the voltage to switch at

the input of the receiver minus the unloaded driver propagation delay is referred to as the

signal propagation time through the interconnect.

Empirical extractions based on simulation of the distributed interconnect for

single loaded buffers were done to determine the maximum length a wire should reach.

Due to the quadratic nature of delay with respect to interconnect length, there is a point



where the added delay of inserting a buffer at the mid-point of a net is compensated by

the quadratic increase in the signal propagation delay with respect path length. Table 3.2

shows the results from this study for both the smaller device with the higher sheet

resistance and the larger device with the smaller sheet resistance.

Table 3.2 Maximum wire length without buffer insertion

Metal Logic Gate
Optimum length in millimeters
for Old Metal with 1.2 x 1.7 µm

Emitter Device

Optimum length in millimeters
for New Metal with 2 x 2.1 µm

Emitter device
1 Buf1h 5.621 7.539
1 Buf1u 5.326 7.127
1 Buf2h 5.374 7.152
1 Buf2n 5.715 7.682
1 Sbuf2 4.957 6.996
1 Buf3h 5.910 7.575
1 Buf3n 5.835 7.758
1 Sbuf3 5.127 6.755
2 Buf1h 8.652 9.516
2 Buf1u 8.423 9.235
2 Buf2h 8.371 9.330
2 Buf2n 9.024 9.894
2 Sbuf2 8.216 9.337
2 Buf3h 8.888 9.453
2 Buf3n 9.068 9.902
2 Sbuf3 8.089 9.187
3 Buf1h 9.891 9.751
3 Buf1u 9.832 9.543
3 Buf2h 9.649 9.565
3 Buf2n 10.582 10.345
3 Sbuf2 10.033 9.654
3 Buf3h 9.753 9.747
3 Buf3n 10.212 10.232
3 Sbuf3 9.700 9.575

3.5.3. Reducing Interconnect Parasitics

Eliminating unnecessary pairs of crossovers, shown in Figure 3.11, reduces

parasitic capacitance in the interconnect. This was done by hand throughout the design

since most signals contained several sets of crossovers that could be removed.



            

(a) Crossover Before Routing
Optimization

(b) Crossover After Routing
Optimization

Figure 3.11 Eliminating crossovers to reduce interconnect capacitance

The resistance of the interconnect significantly impacted system performance as

well. The point to point resistance can be reduced by reducing the number of vias

required to route the signal. Vias not only increase interconnect resistance, but they may

also be a source of defects in the processing. Figure 3.12 shows how two vias are

removed from each wire by converting a jog from M2 to M1. The resistance of M1 is

higher then that of M2, and the resistance of M2 is higher then that of M3.  Therefore,

when longer signals are moved to lower wiring levels to eliminate vias, there is a break-

even point where the decrease in resistance from the elimination of vias is compensated

for by the increase in resistance from the metalization. The break-even point where the

resistance increase from moving to M1 matches the resistance decrease of a removed via

is 17.125 um. From Figure 3.12 it is shown two vias are removed which makes the actual

break-even point 34.05 um in width.



  
(a) Short Jog Before Optimization (b) Short Jog After Optimization

Figure 3.12 Optimizing short jogs to remove vias

This method of reducing interconnect resistance and possible processing defects

by eliminating vias violates the automated routing methodology that M1 and M2 are

routed orthogonal. Therefore, care must be taken that M2 does not actually overlap where

the M1 jog is.  Although this does not violate and design rules, it does significantly

increase the capacitance between the two routing layers.

Using this same methodology, the vertical wires can be converted from M1 to

M2.  This is often done in the 160 µm feed-throughs that cross standard cell rows.  Even

if two vias must be added (one at the top of the standard cell and one at the bottom) so

there is a return to M1 before crossing the routing channel, it still reduces the resistance

by 1.0 Ω per standard cell row. However, often it is not necessary to add two vias when

converting a feed-through in this way.  Figure 3.13 how vias were effectively moved

from the routing channel to the top of the standard cell area where it then had to move

back to M1 before crossing M2 lines (not shown).



              
(a) Before Conversion from M1 to M2. (b) After Conversion From M1 to M2.

Vertical Interconnect
Converted from M1

to M2 to Reduce
Routing Resistance.

Figure 3.13 Converting vertical wires from M1 to M2

Likewise, the M2 could be used to traverse much of the lower routing channel as

well before finally intersecting a used horizontal routing track, requiring a conversion

back to M1.  In some cases converting a vertical wire to M2 because there are no other

M2 wires between the two routing tracks used by the wire could actually eliminate vias.

To further improve the RC characteristics of the interconnect, M3 could be used.

Vias involved in moving to M3 were not a consideration since the resistance through the

via is less then the resistance of a standard M2 wire that is as long as the via is wide. The

greatest problem with using M3 interconnect is creating room for the large via in a



routing channel. Figure 3.14 shows the difficulty fitting the via into a standard M2

routing channel.

  
(a) Via to Metal 3 Using adjacent empty routing tracks. (b) Via to Metal 3 using non-adjacent routing tracks.

Figure 3.14 Metal 3 vias

The M2 to M3 via is so wide it violates the “minimum spacing between separate M2”

design rule. Therefore, two empty differential routing channels are necessary to move

from M2 to M3. The utili zation of the routing channels is so high that finding

neighboring routing tracks open is diff icult.  Figure 3.14(b) shows a technique used

throughout the design where differential pairs are momentarily separated to make use of

available routing tracks.  This can add enough skew between the differential signals to

cause circuit failures if care is not taken implementing this technique.

3.6  CONCLUSIONS

The interconnect in the processor proved to be a criti cal factor in circuit

performance. The resistance and capacitance for every net in the processor was extracted

and simulated as a distributed RC network in SPICE. Coupling between the wires in a

differential pair was included in the interconnect modeling, but coupling to neighboring

differential pairs was not.  Care was taken in the layout to separate simultaneously

switching differential pairs throughout the design.  In cases where the bits on a bus could

not be separated due to limited routing resources, signal pairs were switched as shown in

Figure 3.7 to reduce the effective coupling between the differential pairs.



The routing throughout the design was optimized to minimize the number of vias

and signal crossovers that occur in the layout, and the amount of M1 used in the design

was minimized to reduce the resistance in the nets.  The gates in the design were placed

to minimize the delay on the critical paths, and signal repeaters were added to the design

to counter-act the quadratic delay on the interconnect resulting from wire resistance.

The automated routing tools are effective for generating a first attempt at the chip

routing. However, every net in the system must be traced, and the inefficient use of

routing resources resulting from this software must be removed, requiring rerouting each

net by hand to optimize performance.

As signal speed continue to increase, performance will continue to be limited by

the effects of the interconnect in computational units. The Power4 processor developed at

IBM overcomes the limitation of interconnect by using transmission line effects to allow

multiple bits to be sent on a wire at a time [60]. Using this design methodology, several

bits are pipelined on a wire between the driver and receiver. As signal speeds continue to

increase, techniques such as pipelining bits on long busses will become more common,

requiring more accurate modeling of the transmission line behavior of interconnect.



CHAPTER IV
TOP LEVEL DESIGN

FRISC/G is a 32-bit integer processor implemented in an AlGaAs/GaAs HBT

technology.  The design is partitioned into 23 chips to circumvent the yield limitations of

the process technology. The instruction set implements an architecture similar to MIPS I.

The pipeline is partitioned into seven stages to reduce logic depth and increase the

system clock speed. Design techniques such as cycle stealing and handcrafted routing

channels were necessary to achieve the target cycle time. The CAD tools used for the

development of the processor had to provide accurate modeling of the circuits and

interconnect to predict data and clock skew on the chips. The focus of this effort is the

processor core, which consists of the instruction decoder chip and the byte-slice datapath

chips.

4. Top Level Design
FRISC/G is a 32-bit integer processor implemented in an AlGaAs/GaAs HBT

technology. To circumvent limitations in device integration, the processor has been

partitioned into 23 chips designed for dense packaging on a high-speed thin film multi-

chip module (MCM)[61]. The processor contains one instruction decoder chip (ID), four

copies of the datapath chip (each implementing an eight-bit slice), two identical cache

controller chips (ICC and DCC), and sixteen identical cache RAM chips. The first level

of cache uses a Harvard architecture, separating the instruction and data caches. The ICC

and 8 instruction cache RAM chips (ICR) make up the instruction cache, and the DCC

and 8 data cache RAM chips (DCR) make up the data cache. A passive clock deskew

structure (DSK) distributes the system clock to the cache controllers, the instruction

decoder, and the datapath chips.

Figure 4.1 shows the floor plan for the multi-chip module highlighting the ID and

four datapath chips (DP0, DP1, DP2, and DP3). To increase packaging yield, the

processor was partitioned into three daughter cards that may be separately tested.  These

daughter cards are then packaged together on a mother card [62].
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Figure 4.1  Multi-chip module floor plan for the processor core and
level 1 cache. Modified from [62].

Partitioning the MCM into three daughter MCMs increases the yield for the

package at the cost of performance. There are several critical paths running from the

instruction decoder to the datapath chips, and from datapath chip 3 (DP3) back to the

instruction decoder (specifically the branch signal). There are also critical paths such as

branch, carry, and zero, which cross between datapath chips. By placing datapath 3 on a

separate daughter board the length of these critical paths increases by about 1 mm, adding

additional delay to those signals. This additional delay had to be accommodated for in the

design of the instruction decoder and datapath chips to maintain the target cycle time.

A disadvantage to the bit-slice architecture used in FRISC/G is that critical paths

such as carry and zero are partitioned across multiple chips. This adds the additional

delay of the drivers, receivers, and MCM chip crossings to these paths, decreasing the

overall system performance. However, in a bit-slice design, the logic for each slice of the

datapath is almost identical.  Any slice specific logic (branch, immediate bit, process

status word, etc) can be controlled with configuration bits that identify the slice number

for a chip. The bit-slice design allows the processor to be implemented using only four

different types of chips (an instruction decoder chip, a datapath chip, a cache controller

chip, and a cache ram chip). A second advantage to a bit-slice design is there is less

interconnect between chips, reducing the device count and routing resources required on

the MCM.

Figure 4.2 shows a photograph of the reticle containing the FRISC/G chips. From

this figure it is clear that there would not be sufficient reticle space if the processor

required more then four unique chips for its implementation. Partitioning the design



along pipeline stages would have increase system performance but would have required

at least five unique dies for the implementation.  This would have also significantly

increased the intra-chip wiring and the number of signal pads required by the chips.
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Figure 4.2 The FRISC/G reticle consists of the four main architecture chips, 3 VCO
test chips, a deskew test chip, an RPI test chip, and 28 ring oscillators for circuit

characterization.

4.1  FRISC/G PIPELINE

The seven stage processor pipeline implements an instruction set similar to the

MIPS I architecture [63]. Partitioning instruction execution across seven pipeline stages

reduces the logic depth, which increases system clock speed. The first two pipeline stages

(I1 and I2) fetch instruction from the level 1 instruction cache. Operands are accessed

from the Register File (RF) during the decode stage (DE), and the destination address

tags are compared for the register file forwarding and bypass paths. Shift operations,

arithmetic and logic unit (ALU) operations, branch decisions, and destination address

calculations are completed during the execute stage (EX). Data cache access begins in the

first result stage (R1), and ALU results are written to the RF at the end of the second



result stage (R2). Finally, store operations complete in the cache and load information

arrives at the processor during the write back stage (WB).

A block diagram of the FRISC/G architecture is shown in Figure 4.3.
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Figure 4.3 Block diagram of the FRISC/G processor. The seven stage pipeline has
branch and load latencies of 4 cycles.

The processor has a branch latency of three cycles since the destination address for

branch and jump operations is not determined until the end of the EX stage. The address



leaves the pipeline for the cache in the R1 stage becoming the instruction address for the

I1 stage in the cache. At this point, the instructions in the EX stage, the DE stage and the

I2 stage may contain instructions that should not be executed by the pipeline.

To reduce the effect of branch penalties on performance, the FRISC/G

architecture uses a novel “selective-annulli ng branch-unlikely” scheme for branch and

jump instructions [64]. A “valid” field associated with each pipeline stage determines if

the associated instruction in this stage of the pipeline should be executed. If the

instruction is flushed from the pipeline (may result from a branch or an exception) the

corresponding valid field is cleared, effectively turning the operation into a NOOP.

If a branch or a jump operation is taken (true condition) flush signals for the I2,

DE, and EX pipeline stages are generated from the R1 pipeline stage based on a three bit

field in the branch and jump instructions. This three-bit field allows the compiler to

selectively flush any combination of the three instructions in this latency region. The

selective annulli ng function of the branch and jump instructions increases the efficiency

of branch scheduling in the compiler, which improves the processor’s cycles per

instruction (CPI) and code density [65].

Conditional branches are determined by the status of previously executed

operations using the condition code fields in the PSW. Compare and branch architectures

include a comparison operation in a field contained directly in the branch instruction.

Condition code branches were used in the FRISC/G architecture because the compare and

branch operations requires an additional read port on the register file for handling access

to both the operands for the comparison logic, and the operand for the destination address

calculation. The disadvantage to the condition code architecture is that the condition

codes are rarely set by a previously executed instruction. Therefore, most branch

operations require two instructions, one to set the condition codes and the other to

calculate the destination address and test the condition codes [65].

The processor uses a “branch unlikely” architecture, which means the instructions

entering the processor pipeline are fetched from the sequential addresses following the

branch instruction. In a “branch likely” architecture instructions following a branch are

fetched from the branch destination address. As mentioned, the branch unlikely design

must flush the pipeline when a branch is taken whereas the branch likely architecture



flushes the pipeline when a branch is not taken. The branch likely architectures perform

better since about 67% of the branches executed are taken [65]. Unfortunately the branch

taken architecture requires additional hardware to compute the destination address in

advance, and to preserve a copy of the program counter where the branch operation

occurred in case the branch is not taken.

4.2  PROCESSOR CACHE

The processor implements a Harvard memory organization at the first level of

cache. In Harvard architectures the instruction and data memory are kept in separate

address spaces and are accessed through separate address and data buses. Table 4.1

shows the characteristics of both the data and instruction caches [66].

Table 4.1
Instruction and data cache characterisitcs.

Characteristic Value

Cache Size 2 kB
Block Size 16

Transfers/Block 1
Word Size 32 bits

Way 1
Lines 32

 The 2 kB of memory (4 kB make up the whole L1 cache) for each cache are held

in 8 identical cache RAM chips (16 total for both the instruction and data cache). Each

RAM chip provides four bits of the 32-bit data word [66].

Each cache is organized into 32 lines, each holding a block of 16 32-bit data

words. Both caches are 1-way (direct mapped), which means any given memory

reference may only be placed at one location in the cache.  Limiting the cache

associatively to one increases the rate of cache conflict misses, but reduces the hardware

requirements for the implementation [65]. Additional comparitor logic and tag ram

memory is required for set associative caches (multi-way) and the transistor resources

were not available to implement a multi-way cache design [66].

For load and store operations the data cache destination addresses are computed in

the EX stage with cache access beginning in the R1 stage. Load information is returned to

the processor and data for store operations are written during the WB stage. Therefore,



the load and store instructions have a four-cycle latency. The logic used to reduce the

pipeline depth given the four-cycle latency of the load operation is described in the load

& store logic section of chapter 6. Register file results may not be written to the register

file as soon as they are computed because the register file contains only one write port.

Write operations from ALU instructions could conflict with write operations from load

instructions further down the pipe. To avoid this structural hazard, register file results are

not written to the register file until the R2 stage and forwarding paths are provided to

route results to the operand latches.

The data cache contains a second structural hazard in the processor.  The address

to the cache rams during a write operation must remain on the cache memory address bus

for two cycles. Therefore, an instruction following a store operation may not use the data

cache.  This limitation does not exist in the load instructions since the load only requires

the cache memory address bus for a single cycle.

Sequential memory addresses are generated in the instruction cache controller by

a remote program counter (RPC). The address is sent to the instruction cache tag ram,

and to the instruction cache memory where the instruction is fetched from memory.  A

comparison between the RPC tag field and the value stored in the tag ram determines if

the value requested is stored in the cache. If the tags do not match, the MISSI signal is

asserted by the cache controller to notify the pipeline that an instruction cache miss has

occurred. If the instruction resulting in the tag miss is valid (it wasn’ t flushed from the

pipeline) the instruction cache acknowledge signal (ACKI) is set and the pipeline is

stalled while the instruction is fetched from the level 2 cache. If a branch instruction

occurs, the RPC is overwritten with the new address. Since branch and memory

operations issue their addresses from the same pipeline stage (R1) the address bus may be

shared between the two caches, reducing the number of MCM traces, and the number of

pads required on the datapath chips.

4.3  EXCEPTION LOGIC & SUPERVISOR MODE

The processor implements the hardware necessary to handle eight different types

of exceptions.  These exceptional situations contain 6 asynchronous interrupt signals, an

arithmetic trap, and a software trap. The processor is restartable from any of the



exception conditions, which means that an interrupted process can continue execution

after an exception has been resolved as though the exception did not occur. To provide

exception restartabili ty, the instruction stream of a process is saved on the datapath chips

in the program counter (PC) history registers (PC-I1 to PC-WB shown in Figure 4.3)

which are frozen on an interrupt. When the PC history registers are frozen, the processor

is placed in protected mode until the state of the processor can be saved to the system

stack. Re-entrant interrupts are handled by vectoring the processor (currently in protected

mode) to a different set of ISRs that indicate normal PC history recovery resources are

not available.

The processor provides the hardware necessary to support supervisor and user

modes of operation. The upper half of the data and instruction memory space is only

accessible to processes executing in supervisor mode, providing protected access to I/O

devices, interrupt vectors, and control programs. The processor enters supervisor mode

on interrupts, traps, or when a user program requests protected resources (software trap).

The supervisor mode bit is stored in the processor status word (PSW) and may only be set

through a transfer of control to a protected interrupt service routine (ISR).

When an exception occurs, the supervisor bit in the PSW is copied to the old

supervisor bit (also a field in the PSW) so the processor returns from the exception in the

appropriate mode of operation (this concept is adopted from [63]). Supervisor processes

may not be mapped to virtual memory since a page overlaying the interrupt vectors may

cause incorrect results if a supervisor program is interrupted. Processes running in

supervisor mode typically do not run in virtual memory on most systems, so this

limitation is not severe. This problem doesn’ t occur in user processes that are interrupted

since they must be mapped to the non-protected area of memory to execute in user mode.

4.4  VIRTUAL MEMORY

An important aspect of processor design is the virtual memory support. The

processor generates virtual addresses when making memory references. Before obtaining

the requested data, this address must first be converted to a real memory address.

Memory address translation is typically accomplished using a translation lookaside buffer

(TLB). The TLB is a fast on-chip lookup table containing part of the page table, which is



used to translate the virtual memory references to a real address space.  The TLB is

essentially a page or segment table cache.  If the TLB is too small, the miss rate will be

high, requiring page or segment table fetches out to main memory. If the TLB is too large

it will consume valuable transistor resources and the access time will be slow.

Since the memory address translation must be done prior to the cache access, it

effectively slows down the hit time. However, if the cache size is an integer multiple of

the page size then the cache access can be made in parallel with the memory address

translation. The cache tag bits are the only part of the address that must be compared in

the TLB.

 The problem with implementing a TLB in the FRISC/G processor is a lack of

transistor resources [66]. Therefore, the first level of cache is accessed using virtual

addresses, increasing the cache access time and reducing the power and the overall

transistor resources required for the processor implementation.

The savings in hardware, and increase in L1 cache speed does not come without a

cost however. Since the addresses accessed by the processor in the L1 cache are virtual,

during a context switch the entire L1 cache must be translated and saved to memory.

Otherwise, virtual addresses for the new process may map to the same virtual addresses

as the old process, and data from the old process will be lost.

The time required to save the L1 cache is dependent upon its size. Small caches

may be swapped out quickly whereas a large L1 cache would require more time to swap

and would therefore prove inefficient. For this yield limited technology, the small size of

the level 1 cache and the large bandwidth to the level two cache (1024 bits) made the

virtual cache an attractive option.

4.5  PROCESSOR INITIALIZATION AND SYSTEM ENVIRONMENT

Simplifications in the processor hardware placed complex constraints on both the

system initialization software and the operating system. Two signals are necessary during

processor initialization. The SYNC signal is used to lock the four phase generators on the

instruction decoder, the datapath chips and the two cache controller chips in phase one

while the system clock is stabilized. When the SYNC signal is released, the synchronized

four phase generators will track the incoming system clock.  The RESET interrupt signal



is then asserted for eight cycles to clear the pipeline of any random operations inserted

into the pipeline during system power initialization. When the RESET signal falls, the

interrupt is activated, and a branch operation is inserted into the pipeline to address

location 0x00000020. This address location contains a branch to the boot up routine for

the processor. An INIT signal generated by the L2 cache is used to force the L1 cache to

miss on the initial accesses. This logic is necessary since there is no bit to invalidate the

cache tags in the L1 instruction cache. If the processor is powered up with zero in the tag

locations, the L1 cache will incorrectly compute a cache hit and send incorrect

instructions to the processor. Therefore, the first 32 instructions the processor must

execute are branch instructions to each of the 32 cache lines, which validates the

instruction cache.

Similarly, forcing a miss on a load instruction for each of the 32 data cache lines

is done to validate the data cache tags. A miss may be sent to the data cache tags using

the I/O control bits issued during memory transactions.

A load and a store instruction is also necessary to properly initialize the processor

pipeline. Hardware was not added to clear the valid bit in the destination tags of the WB

stage. Without the first load, the tags may erroneously indicate that the data input register

contains the latest contents of one of the registers, which will cause the bypass logic to

route the contents of the data input register to the operand latches when that register is

requested. A similar problem with a feedback loop in the store valid logic may prevent

the first store operation from writing to memory. To prevent this from causing errors later

in user programs, the boot routine (listed in Appendix C) includes a store operation to a

read-only section of memory, which clears the unknown value from this feedback loop.

4.6  DESIGN IMPLEMENTATION

The initial implementation of the instruction decoder and datapath chips was

accomplished using assumptions that were later found to be inaccurate [64]. Test

measurements from fabricated circuits demonstrated that the devices operate slower then

the simulation models predict. Furthermore, the interlayer dielectric (ILD) was thinner

then expected between the first two interconnect layers, and dielectric constant of the ILD

was found to have anisotropic properties (εκhorizontal=4.0, εκverticle=3.2) [67]. Finally, the



dynamic timing simulator used for the development of the processor chips (the “Mixed

Mode Simulator” from the Compass design automation tools) did not support a method

for simulating signal skew along a wire with multiple receivers. Timing information was

computed as a propagation delay through a logic gate with signal propagation, rise and

fall times that were sensitive to output capacitance. Although this tool is capable of

simulating signals that are under transition, the model only computes timing information

based on an effective driver resistance and load capacitance. Most of the intra-gate circuit

resistance was assumed to be in the driver output, so the initial implementation ignored

the metal interconnect resistance. It was later determined that the resistive interconnect

effects dominate the operational speed of a circuit to such a degree that the time spent in

signal transition is insignificant. New CAD tools, capable of incorporating interconnect

resistance into the simulations, had to be orientated for the HBT design process and used

to verify the system timing.

4.6.1. Computer Aided Design

A simulation tool called QSIM was available with the next version of the

Compass design automation tools. The QSIM simulator specifies a net as either low or

high, but does not indicate a transition phase like the mixed mode simulator. Although

this effect is small , it had to be taken into account when computing the delay for nets that

have a long signal rise time. Unlike the Mixed-Mode simulator used previously, QSIM

netlists are extracted directly from the final layout, and may be simulated with the

extracted resistances effecting circuit performance.

Similar to the other tools used in this CAD package, the QSIM simulator is

orientated for a CMOS process. Given a process technology file, the extractor extracts the

resistance and capacitance for every net in the system. Upon simulation initialization,

QSIM uses the process technology file to generate a delay database for every net in the

system based on the interconnect information extracted, the driver width (this was

developed for CMOS), and the total capacitance of the interconnect and input gate/s on

the receiver/s.

The first approach to orientating QSIM to our process involved generating a

process technology file for a CMOS process that will behave like the HBT circuits under



the given operating conditions. Do to the inherent differences between the two device

families, it was determined that this modeling strategy would not yield useful results.

Fortunately an undocumented option in the netlist description allows the delay

from a driver to a specific receiver to be directly specified. This option was intended to

occasionally override the extracted delay for a CMOS simulation. However, this delay

statement (as it will be referred to here) proved to be the perfect tool for mapping our

technology to this simulator. The simulator delay calibration unit was disabled, and all of

the delays were inserted directly into the netlist. These delays were calculated by running

SPICE on every individual net2 in the designs. Each SPICE simulation executed

incorporated the driver circuit generating the signal, the extracted resistance and

capacitance of the interconnect, and the capacitance of the receiver gates. A tool was

developed to automate this task, and determined the worse case propagation delay from

every driver to every receiver in the design. This delay was then inserted into the netlist,

and the logic vectors could then be run to determine if the system still worked with the

new extracted RC delays.

The interconnect resistance of each metal layer is determined by measuring the total
length of metal the signal travels through, dividing it by the width of the metal, and
multiplying by the interconnect sheet resistance. Three dimensional capacitance
extraction using QuickCap

[51] was used to tune the extraction tool used in the Compass tools. Extracting the

capacitance of the entire chip using the QuickCap capacitance extraction tool requires a

prohibitive amount of time to compute on our fastest workstation. Since the design

methodology involves several hours of simulation, followed by logic and clock

optimization, and then a re-extraction of the chip, waiting weeks for extremely accurate

capacitance extractions was not feasible. Instead, a faster though less accurate extraction

using the Sakurii theorem [68] permitted reasonably accurate extractions in less then an

hour, which worked well with our design methodology.

The capacitance of each signal was determined within the horizontal plane for

each layer of metal. Figure 4.4 shows the capacitance model used for this analysis.

                                                
2 The term “net” refers to a pair of differential wires driven by a driver and loaded by one or more

receivers



Figure 4.4  Capacitance model used for capacitance extraction in the horizontal
plane.

The capacitance numbers in the horizontal plane were offset (note the virtual ground

plane in Figure 4.4) by a correction factor that assumes that one of the signal’s neighbors

is swinging in the opposite direction (the other wire in the differential pair). This is

necessary because the simulated delays are static, and do not account for the coupling

effects of correlated neighboring signals.

Though the worse case signal delay occurs when a victim signal swings in the

opposite direction as both of its aggressor neighbors, modeling the interconnect delays

with only a single opposing neighbor provides accurate results. This is due to the fact that

correlated signals were not routed in neighboring routing tracks whenever it was possible

to separate them. When it was not possible to separate correlated signals, a technique

similar to bit-line twisting in memory arrays (discussed in Chapter 3) was used to reduce

the dynamic capacitance between the differential pairs.

The capacitance between the interconnect layers was extracted and added to the

horizontal capacitance results for each signal. The total capacitance and resistance for

each net was then distributed between the driver and the receivers according the

geometry of the wires and simulated in SPICE. The accuracy of the distributed RC model

is dependent on the length of the longest wire segment modeled as a lumped RC circuit.

Figure 4.5 shows the simulation results of a 10 mm wire with the resistance and

capacitance distributed over various segment lengths.
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Figure 4.5 Propagation delays Vs RC segment lengths for level 2 high power gates
driving a 10 mm wire.

A 10 mm wire length was chosen since most of the wires in the instruction decoder and

datapath chips are shorter then 10 mm.  This wire was segmented into varying wire RC

lengths and simulated in SPICE using each of the drivers. The longest RC segment

simulated is 10 mm and represents a lumped RC model. The smallest RC segment

analyzed was 2 µm, and required the simulation of 5,000 RC segments. Note Figure 4.5

shows simulation results with 1 µm RC segments, however due to the computational

resources required to generate these results, they were only solved for the driver results

used in this figure. Furthermore, these few simulations that were run for 1 µm RC

segments yielded results that were identical to the 2 µm simulations.

The longest length of wire a single lumped RC segment represents in the

instruction decoder or datapath chip modeling is 1.1 mm. Figure 4.6 shows a similar

analysis on a linear scale.
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Figure 4.6 Propagation delays Vs RC segment length of a 10 mm wire for segment
lengths found in the FRISC/G design modeling.

These results show the modeling error created by larger RC segments for the lengths

found on the instruction decoder and datapath chips. This figure shows there is little

difference in simulation results between the largest of the RC segments modeled on the

instruction decoder and datapath chips, and simulations for the same interconnect with

very fine RC segmentation. Table 4.2 shows the percent difference between a 2 um

segmentation and various other RC segmentations for a 10 mm wire driven by each type

of driver circuit.  For complete set of results from this analysis are listed in Appendix C.



Table 4.2
Percent difference for RC segmentation of a 10 mm wire.

% Difference
10 mm Vs 2 um

% Difference
2 mm Vs 2 um

% Difference
1.11mm Vs 2 umDriver

M1 M2 M3 M1 M2 M3 M1 M2 M3
Buf1l 0.63 .38 .25 0.16 .19 0 0 .19 0

Buf1m 0.92 .58 .39 0.23 .29 0 .23 .29 0
Buf1h 1.25 1.24 0 0.62 .41 0 .62 .41 0
Buf1u 0.73 1 .7 0.36 .5 0 .36 .5 0
Buf2l 2.30 1.44 1.2 0.92 .54 .48 .77 .36 .24

Buf2m 3.49 2.54 1.31 0.75 1.27 .87 0 .63 .44
Buf2h 4.81 3.18 1.9 1.72 .91 .63 1.03 .45 0
Buf2n 3.30 2.6 1.79 1.42 1.3 0 .94 .65 .89
Sbuf2h -0.97 .7 0 0.49 .7 0 .49 0 0
Cbuf3h -5.86 -4.43 -4.72 -1.10 -1.27 -.94 -.73 -.63 -.94
Buf3l 1.09 .64 0 0.14 .64 .42 .41 .48 .21

Buf3m 1.78 1.11 .37 0.22 .28 .37 -.22 0 0
Buf3h 2.46 1.6 .54 0.92 .4 0 .62 .4 0
Buf3n 1.20 1.65 .75 0.40 0 .75 .4 .55 .75
Sbuf3h -2.15 0 0 0.00 0 0 0 0 0
Cbuf3h -5.20 -3.3 -1.99 -0.87 -.94 -.66 -.58 -.47 0

The interconnect was simulated in SPICE to compute the delay from every driver

to every receiver in the circuit. The simulation model used in this analysis is shown in

Figure 4.7.

Vram
p

Interconnect

Specific
Driver

Figure 4.7 Circuit used to calculate net delays from every driver to every receiver.

The first two buffers in the circuit shift the voltage level to the correct input for the

specific driver being analyzed, and they transform the 40 ps voltage ramp from the ideal

source to a signal that more closely resembles the non-ideal internal signals in a circuit.

The propagation delay from the input of the driver to the input of the receiver is measured

in SPICE. Since the Qsim digital simulator will incorporate a non-zero propagation delay

through the driver circuit, this delay must be subtracted from the SPICE simulation result

before it is inserted into the netlist.



Once the tools were calibrated and the interconnect re-extracted to include

resistance, it was found that the delays on many nets increased several hundred percent.

The entire core of the processor had to be re-implemented, and the criti cal logic paths had

to be optimized using new circuit techniques. Verifying the new design iterations initially

began using the single chip test vectors developed to determine correct functionali ty of

the original chips (keeping in mind the errors that these vectors were found to have

missed). Most of the initial placement and routing for the second iteration of the design

was completed for the ID and DP by studying the longest wires in the system and

addressing timing issues on those nets. The design was then moved to a top level

simulation where the ID and four DP chips could be simulated at the gate level with the

MCM delays included. The top level netlist was developed to simulate the ID and four

DP slices in a single system. Figure 4.8 is a flowchart that shows the processes of

generating a hierarchical netlist of the top level system. The top level netlist was

extracted from the schematic generation tool used to describe the MCM interconnect. A

“dummy” chip for the ID and four DP chips are included in this top level schematic, and

provide connector information for the underlying chips. A single level hierarchical netlist

is then extracted, which contains only the top level interconnect and subcell calls to each

chip.

Connector information is added to the netlist of the chips extracted from the

layout. These netlists were not generated with connector information since the tools

treated the layout of each chip as a “top level” design. Each pad must have a connector

added according to the interconnect name used in the top level schematic. The top level

MCM netlist must then have the corresponding subcell calls altered so it calls the

extracted file types from an extracted layout instead of a schematic netlist (it expects

schematic netlists since it itself was generated from a schematic).
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Figure 4.8 Flowchart showing the process used to create a top level netlist

The netlist must then be flattened, generating a single netlist containing all of the

logic from MCM down to the AlGaAs/GaAs current switch circuits. The delay

information for the nets within the core chips must then be re-inserted into the flattened

netlist since the netlist flattening routine discards this information (a bug in the netlist

utility of the CAD software). Finally the top level MCM delays are inserted into the

netlist and top level simulations may be performed.

4.6.2. Top Level Simulation and Pipeline Timing

Unlike previous chip level simulations, the top level simulation provides a simpler

external interface to the circuits being tested. In the top level simulation, the complete



instruction (as it would be assembled) is applied to the instruction bus of the instruction

decoder chip. This effectively inserts the instruction into the pipeline at the beginning of

the decode stage. Using this method, simple test vectors that a user can more easily

understand are used for the verification process instead of a complex network of internal

control signals.

Time (ps) 0 1000 2000 3000 4000 5000 6000 7000 8000

Stage I1 I2 DE EX R1 R2 WB
578 2251 3658 4658 5213 6230 6823

IBUS I5 I6 I7 I8 I9 I10 I11 I12
251 1251 2251 3251 4251 5251 6251 7251 8251

OPA I4 I5 I6 I7 I8 I9 I10 I11 I12
642 1642 2642 3642 4642 5642 6642 7642 8642

OPB I4 I5 I6 I7 I8 I9 I10 I11 I12
658 1658 2658 3658 4658 5658 6658 7658 8658

ALURES I3 I4 I7 I6 I7 I8 I9 I11 I12
558 1558 2558 3558 4558 5558 6558 7558 8558

RESR1 I3 I4 I5 I6 I7 I8 I9 I11 I12
5213 5213 5213 5213 5213 5213 5213 5213 5213

RESR2 I2 I3 I4 I5 I6 I7 I8 I9 I11
230 1230 2230 3230 4230 5230 6230 5213 5213

DIN I1 I2 I3 I4 I5 I6 I7 I8 I9

Figure 4.9 FRISC/G pipeline timing

Figure 4.9 shows a detailed layout of the FRISC/G pipeline as compared to clock

divisions 1000 ps apart.  Although the cycle time of the processor is 1000 ps, this figure

shows that only the EX  pipeline stage is exactly that long.  In fact the DE stage is 1407

ps in length.

The pipeline begins with the I1 stage.  This stage is defined as the point in time

when the address for a branch leaves the datapath chips. The I2 stage begins with the

cache tag comparison, and is internal to the cache design.  The DE stage is defined as the

point when the instruction appears at the instruction decoder on the IBUS.  This pipeline

stage lasts until the operands reach the latches that feed the ALU.  This path requires two

RF accesses, the control signals must be decoded and broadcast to the DP chips, and

feed-forward cache tags must be compared. The timing constraints on the critical paths

made this the longest pipeline stage in the processor.  A technique called cycle stealing is



used to provide this path with addition time for all of the operands and control signals to

become stable.  The next instruction (I6) must enter the DE stage before instruction I7 is

completely through it.  Micro-pipeline latches (latches clocked at different times

throughout the cycle) are used to prevent the next instruction from overrunning the

current instruction. One critical factor made cycle stealing feasible for this pipeline stage:

No result or signal generated in this stage is required by the next instruction.

The EX stage begins when the operands are latched into the operand latches. The

ALU and shifter result must then be calculated and transmitted to the appropriate

locations. A forwarding path is provided from the ALU result latch back to the EX stage

in the event that the next operation requires the ALU result from the current operation.

This forms a critical path through this stage although the result is actually latched in other

locations such as the address latches later then they are fed back to the operand latches.

Therefore, the operand latches from this feed forward stage also mark the end of the EX

stage, which is why it is exactly 1 ns long.

Time lost in the DE stage is made up in the R1 stage.  During this stage, the CPU

is spending time waiting for possible cache accesses (Load or Store operations).  The R1

stage begins at the end of the EX stage, and end when the results are latches into the R1

feed-forward latches. Due to the shorting of the R1 stage, and the distance that must be

traversed to reach the R1 result latches, this path actually became critical as well.  The R2

stage begins at the end of the R1 stage, and ends when the results are latched into the R2

result register.  During this stage, ALU results are written to the RF.  The last stage is the

WB stage, and it begins when the R2 stage ends and ends when the load data is returned

to the processor.  The pipeline diagram shows an interesting result:  For a seven stage

pipeline with a 1 ns cycle time, the worse case instruction latency (a load operation) is

not 7 ns, but only 6.8 ns.  This result however does not indicate potential performance

increases since the critical paths limiting the cycle time can in no way be sped up to take

advantage of this extra time due to the intermediate result loops within the logic.

4.7  PROCESSOR IMPLEMENTATION DETAILS

Automated programs were written to extract various details about the design of

the chips used in the processor implementation. The netlists were parsed to compute how



many gates and what kind of gates were used for the various chips, and the lengths of the

wire from each driver to every receiver in the four architecture chips were extracted. This

information, in addition to the MCM signal lengths listed in [62] can be used to develop a

signal length distribution for the processor.

4.7.1. Rent’ s Rule Coeff icients

Rent’s rule is an empirical relationship between the number of I/O terminals and

the number of circuits in a design [69]. The equation for Rent’s rule is

pKMN = (4-1)

Where N in the number of I/O terminals, M is the number of circuits in the design,

K is the average number of terminals per circuit and p is the Rent’s constant. As the

number of I/O terminals increases for a given number of circuits, the Rent’s coefficient

increases, and the overall system speed tends to increase. Rent’s coeff icient is typically

used as a tool for predicting characteristics of a design (speed, wire length distributions,

power consumption, area, and power density) [70]. In this case, the design has been

complete, and these factors are already known.  An analysis of the Rent’s coefficient is

done to determine how the processor and its individual components compare to other

designs.

From equation (4-1) the Rent’s coeff icient is found to be

)Mln(

)Kln()Nln(
p

−=
(4-2)

The value of p ranges between 0 and 1, and is typically found to vary from .2 for memory

chips to .63 for high-performance computer chips [69].

The input and output terminals for the processor is shown in Table 4.3.



Table 4.3
Input and output signals for MCM processor

Bus Name Bus Width Input/Output
Data Cache Data Bus 512 Bidirectional

Instruction Cache Data Bus 512 Bidirectional
Data Cache Address Bus 23 Output

Instruction Cache Address Bus 23 Output
Instruction Cache Control 4 Output
Instruction Cache Control 2 Input

Data Cache Control 4 Output
Data Cache Control 2 Input

Interrupts 6 Input
Clock 1 Input

Clock Return 1 Output
I/O Control Bits 3 Output

Test Signal Outputs 8 Output
Test Signal Inputs 56 Inputs
Total I/O Signals 1157

Given the number of signal I/O terminals, the Rent’s coeff icient can be determined once

the number of circuits and I/O terminals for each circuit in the system are determined.

Rent’s rule should hold throughout the design hierarchy. Therefore, if the

individual chips are considered to be the circuits in the design, then M is simply 23 (The

total number of chips on the MCM), and K can be determined by counting the number of

signal I/O terminals on the chips. However, if the total gate count for all of the chips in

the system is used for M, and the average I/O for each individual gate as K, the final

result for the Rent’s coeff icient should theoretically be about the same [70]. However,

cache memory and the relatively low I/O count for the chips resulting from bit-slice

partitioning are likely to generate an artificially high coeff icient for the chip level

analysis (Primarily because K will be too low).

The total number of I/O terminals and gate count for the instruction decoder,

datapath, cache controller and cache ram chips are shown in Table 4.4. Differential pads

and circuit terminals are counted as a single I/O or circuit terminal for this analysis since

the multiple of 2 factors out of the analysis. Likewise, differential pairs are counted as

single signals during the generation of the signal length distribution discussed below.



Table 4.4
Number of current trees and I/O terminals for the FRISC/G processor chips

Chip Number of
current trees

Number
of I/O Terminals

Instruction Decoder 821 124
Datapath 1113 103

Cache Controller 1964 121
Cache Ram 2757 100

From this table K for the 23 chip system can be computed

23

))CR(N*16())CC(N*2())DP(N*4()ID(N
K

+++= =103.39
 (4-3)

Solving for the Rent’s coeff icient, p is found to be 0.77, which seems extremely high for

this design. The reason the Rent’s coefficient is so high is that high-density memory

components in the tag ram and cache ram memory block are not accounted for when the

analysis is simply performed at the chip level. This is clear by the high ratio of current

trees to I/O terminals in the cache controller and cache ram chips. To accurately solve the

Rent’s coeff icient for a multi -chip processor with memory components, the analysis must

be done at the gate or current tree level, or a randomized partitioning algorithm for the

analysis must be used3.

If the design is flattened and the analysis is repeated at the current tree level

across the 23 chips, the total number of circuits (M) is then 53,313. The average number

of I/O terminals per gate (K) can be computed from the signal length distribution below.

Since each signal in the system is driven by only one driver, the total number of input

terminals on all of the gates in the system is equal to the sum of all of the point to point

connections in the signal length distribution (S in (4-4)). The total number of output

terminals is equal to the number of gates, so the average number of terminals per gate is

found to be

                                                
3 Partitioning must run through memory arrays to prevent these high-density circuit blocks from

getting hidden in circuit sub-blocks.



M

MS
K

+= =3.174
 (4-4)

The Rent’s coeff icient for the processor solved at the individual current tree level is

found to be 0.54, which is a littl e higher then most other microprocessors. The high

Rent’s coeff icient is primarily due to the wide data bus to the level 2 cache.

4.7.2. Signal Length Distribution

The signal lengths for the processor components were extracted from the netlists

and the layout for each of the designs. The total number of signals and the average fan-

out for the circuits are shown in Table 4.5.

Table 4.5
Fan-out and signal statistics for

components of the FRISC/G processor

Chip Total Number of Signals Average Fan Out
ID 1785 2.17
DP 2589 2.33
CC 4863 2.48
CR 6026 2.19

MCM 1198 1.27
Processor 119801 2.25

The average fan out for the processor was computed by flattening the multi -chip

design to the current tree level. The low average fan out is primarily due to the buffers

necessary to optimize the speed for long interconnect, and the level shifters necessary to

match input voltage levels for inputs on different levels. Unlike CMOS, where the gate

capacitance dominates the loading for most nets, the delay on a net driving HBT circuits

are less impacted by the fan out because the base capacitance of an HBT device is

relatively low compared to the gate capacitance of an MOS device.

The signal length data was quantized to 100 um for this analysis, and the data was

then plotted as the number of connections verses connection length in Figure 4.10.



Signal Length Distribution

0

1

2

3

4

5

2 3 4 5

FRISC/G Signal Lengths

Predicted

100 1000 10000 100000

10

100

1000

10000

0

Signal Length (mm)

N
um

be
r 

O
f 

 S
ig

na
ls

100000

Figure 4.10 Signal length distribution of the FRISC/G processor

The wire length distribution was then computed using the algorithm from Davis in [71].

Using this algorithm, the number of signals of a given length l is determined by
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where l is the length in gate pitches, p is the Rent’s coeff icient, k is the average number of

terminals per gate, N is the total number of gates, α is the fraction of gate terminals are

inputs, and Γ  is
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There is considerable discrepancy between what the model predicts and the actual signal

length distribution for shorter wire lengths. The model determines the length of a signal

in terms of gate pitch. These signal lengths must be multiplied by the effective gate pitch

to convert them to distance in µm. The model assumes the gate pitch in the vertical

direction is about the same as that in the horizontal direction, creating inherent error this

effective gate pitch. For this analysis, the gates are assumed to be evenly distributed

throughout the chips, generating the necessary 1 to 1 aspect ratio for effective gate pitch.

The resulting gate pitch was found to be 201.5 µm, which is longer then some of the short

horizontal nets in the system. Since these signals are shorter then the effective gate pitch,

they can not be accurately modeled with this algorithm, as shown in equation (4-5).

4.8  SUMMARY

The FRISC/G processor is a single stage 32-bit integer processor implemented in

an AlGaAs/GaAs HBT technology.  The design is partitioned into 23 chips to circumvent

the yield limitations of the processing technology, and is designed for packaging in a GE-

HDI multi -chip module. The instruction set implements an architecture similar to MIPS I,

though multiply and divide operations must be resolved in software. The pipeline is

partitioned into seven stages to reduce logic depth and increase the system clock speed.

Design techniques such as cycle stealing were necessary during the decode stage to

achieve the target cycle time of 1 ns. The CAD tools used for the development of the

processor had to provide accurate modeling of the circuits and interconnect to predict

data and clock skew on the chips.



An analysis of the signal length distribution shows the model described by Davis

in [71] accurately predicts the signal lengths used in the processor. Furthermore, a study

of the Rent’s coeff icient shows that although there are some problems performing this

analysis at the top level hierarchy due to the way the chips were partitioned, performing

the analysis at the gate level results in a Rent’s coeff icient of 0.54, which is common in

high performance processor designs.



CHAPTER V
INSTRUCTION DECODER

The function of the instruction decoder is to provide a control interface for the

level 1 cache, decode the instructions and to generate the control signals for the datapath

chips. The control structure and sequence is dependent upon the instruction set defined

for the architecture [73]. The instruction decoder must also implement the pipeline flush

logic, trap encoder logic, interrupt vector logic, and forwarding path control logic.

The implementation of the instruction decoder must address timing issues on high

fan-out nets. These critical paths involve flush and exception signals generated by

interrupts which must be distributed to receivers throughout the instruction decoder chip.

Distribution trees of high power drivers were required to meet the timing requirements on

these critical paths.

5.  Instruction Decoder
The instruction decoder chip provides a hardware interface between the

instruction set and the computation elements in a processor (the datapath). The

instruction decoder must translate the sequence of bits from the instruction format

generated by an assembler to control signals and data, which are processed on the

datapath. Furthermore, the instruction decoder must control the allocation of datapath

resources if multiple instructions are to execute in the processor at the same time

(pipeline control).

Instructions enter the instruction decoder chip at the beginning of the DE pipeline

stage, where the various instruction fields are decoded into control signals for the

datapath chips. These control signals are maintained in the pipeline latches on the

instruction decoder chip until they are required, at which time they are transmitted to the

datapath.

In addition to decoding control signals, the instruction decoder provides the

interface for the instruction and data caches, and implements the interrupt control logic.

The input and output signals for the instruction decoder is shown in Table 5.1 and Table

5.2 respectively.



Table 5.1
Instruction decoder input signals

Signal Name Size From Function
IBUS[31:29] 3 ICR 000:NOOP 001:BRANCH,TRAPI 010:ALUI 011:MPSW

100:LOAD,STORE 101:JUMP,TRAP 110:ALU
111:INTPC,SHIFT

IBUS[28:27] 2 ICR ALUOP:ALU,ALUI,MPSW;  SHFOP:SHIFT;
00:BRANCH,JUMP,LOAD,STORE; 11:INTPC,TRAP,TRAPI

IBUS[26:25] 2 ICR OPA  Select Operand Source
IBUS[24] 1 ICR INV  Invert B Operand

IBUS[23:19] 5 ICR DEST:ALU,ALUI,INTPC,LOAD,SHIFT;  SRCA: ALUI,
MPSW; CC_RTN:BRANCH,JUMP,TRAP,TRAPI; LIT:STORE

IBUS[18] 1 ICR LAT2:BRANCH,JUMP; LDH:ALUI,MPSW;
DC:ALU,SHIFT,TRAP,TRAPI; 0:LOAD; 1:STORE;

IBUS[17] 1 ICR AT:ALU,ALUI,SHIFT; LAT1:BRANCH,JUMP; SPM:MPSW;
CD:LOAD,STORE,TRAP,TRAPI;

IBUS[16] 1 ICR SCC:ALU,ALUI,SHIFT; LAT0:BRANCH,JUMP;
IOCTL2:LOAD,STORE; 1:MPSW; DC:TRAP,TRAPI;

IBUS[15] 1 ICR LIT:ALUI,BRANCH,MPSW; DC:ALU,JUMP,SHIFT,TRAP;
IOCLT1:LOAD,STORE,TRAPI;

IBUS[14] 1 ICR LIT:ALUI,BRANCH,MPSW,TRAPI;  RES:JUMP;
IOCTL0:LOAD,STORE SHEX:SHIFT;  DC:ALU,TRAP;

IBUS[13] 1 ICR OPB:ALU,JUMP,LOAD,SHIFT,STORE, TRAP;
LIT:ALUI,BRANCH,MPSW,TRAPI;

IBUS[12:8] 5 ICR SRCA: ALU, JUMP, LOAD, SHIFT, STORE, TRAP;
 LIT: ALUI,BRANCH,MPSW,TRAPI;

IBUS[7:3] 5 ICR SRCB: ALU,JUMP,LOAD,SHIFT,STORE,TRAP;  LIT:
ALU,ALUI,BRANCH,JUMP,LOAD,MPSW,SHIFT,TRAP,TRA
PI;

IBUS[2:0] 3 ICR 3 Bit Literal
BRA 1 DP3 Branch Is True/False

ATRAP 1 DP Arithmetic Trap
SYNC 1 EXT System Clock Synchronization
CLK 1 EXT System Clock
INTU 1 EXT User Interrupt (masked)
MISSI 1 CC Instruction Cache Miss
MISSD 1 CC Data Cache Miss
TRAPI 1 ICC Instruction Cache Page Fault
TRAPD 1 DCC Data Cache Page Fault
RESET 1 EXT System Reset
ERROR 1 EXT System Error

INT 1 EXT Device Interrupt (Masked)
INTDIS 1 DP0 Disable User Interrupts

Boundary 6 EXT See Test Section



Scan  (TEST, SEL, START, SCAN_IN, SCAN, SCAN_CLK)

Note that the large quantity of input and output signals makes the instruction decoder a

pad-limited chip. To reduce chip size, the pads are placed in two staggered rings allowing

the differential signals to be placed on the periphery of the chip at a 150 µm pitch.



Table 5.2
Instruction decoder output signals

Signal Name Size To Function
RFA_A 5 DP Register File Address for A Operand

RFA_BD 5 DP Register File Address for B Operand and Destination
RFWR 1 DP Register File Write

FFA[L:H] 2 DP Feed Forward Control For A Operand
FFB[L:H] 2 DP Feed Forward Control For B Operand

IMM 16 DP Immediate bits for DP[0:1] or DP[2:3]
IMMSEL 1 DP Select if IMM bits go to DP[0:1] or DP[2:3]
OPA[L:H] 2 DP A Operand Select 00:“0” ; 01:PC; 10:RF; 11:PSW;
OPB[L] 1 DP Select Between IMM and Feed Forward/RF For B Operand

MBY[A:B] 2 DP Select Between RF and LOAD Latch For A and B RF Outputs
WDOUT 1 DP Latch Data Output Bus For Store Operations

VDA 1 DCC Valid Data Address
WDC 1 DCC Write Data Cache

ALUOP[L:H] 2 DP ALU Operation Select
CINLSS 1 DP0 Carry In To Least Significant Datapath Slice
INVB 1 DP Invert B Operand

SPECIAL 1 DP3 C->MSB on SHIFT, Return to Normal mode on Jump
CC[3:0] 4 DP3 Branch Condition Codes
RESSEL 1 DP Select Between ALU and Shifter Output

IOCTRL[2:0] 3 IO Control Bits
WPSW 1 DP Write to PSW (Trap Recovery)
SCC 1 DP Set Condition Codes

PCLOCK 1 DP Stop Program counters
FLUSHDP 1 DP Flush Execute stage

RFSEL 1 DP Register File Input select
PROT 1 DP0 Protected Mode flag for PSW

FLUSH 1 DP Reset PSW
ACKD 1 DCC Acknowledge Data Cache Miss
ACKI 1 ICC Acknowledge Instruction Cache Miss

STALLM 1 ICC,
DCC

Cache Memory Stall Signal

STALL 1 DP Processor Stall
CLKRTN 1 EXT Clock Return
Boundary

Scan
3 EXT See Test Section (SCAN_OUT, VIEW_A, VIEW_B)

Special pads with terminators are included on the chip to provide 50 Ω signal

termination at the end of the MCM transmission lines to prevent reflections.  Where

necessary, MCM traces are used to connect these pads to the outputs to provide a



matched 50 Ω  termination. The input pads are 50 µm on a side to reduce capacitance,

whereas the output and testing pads are 100 µm on a side to allow probing.  In this way

any output signal may be looked at with a needle probe during the testing procedure.

5.1  INSTRUCTION DECODER LOGIC

A block diagram of the instruction decoder is shown in Figure 5.1. Instructions

from the cache enter the chip at the beginning of the Decode (DE) pipeline stage.
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Figure 5.1 Instruction decoder block diagram

The operand register file addresses (RFA and RFB) are compared to the previous register

file destinations further along the pipeline to determine if the requested information is in

one of the partially completed instructions.

The datapath informs the instruction decoder when a branch or jump operation

has been taken (the instruction stream jumps to the target destination).  When this occurs,

the instruction decoder chip selectively flushes the next three instructions in the pipeline

based on the three-bit latency flush instruction field.

5.1.1. Register File, Forwarding Path and Bypass Path Control

Two 5-bit busses (RFA and RFBD) and a write signal provide the control for the

register file. RFA is the A operand register file address decoded in the DE pipeline stage.



RFBD is a time multiplexed bus for the B operand register file address (decoded in the

DE stage) and the destination register file address (generated from the R2 pipeline stage).

The register file write signal (RFWR) determines if the destination address for the

instruction currently in the R2 stage should be written to the register file memory. The

time multiplexed RFBD bus is used to reduce number of pads required on the instruction

decoder and datapath chips, and to reduce the routing requirements of MCM. Figure 5.2

shows the output from the RFBD[3] pad along with the 4-phase generator for an

instruction decoder clocked at 2 GHz during continuous mode testing.

Figure 5.2 Output from the RFBD[3] pad and the 4-phase
generator for an instruction decoder chip clocked at 2 GHz

Since the instruction decoder is a control structure, there is no data stored on it.

Therefore, the five RFBD outputs are the only signals (other then the 4-phase generator

test outputs) that can be tested for specific patterns during continuous mode testing. All

other outputs remain constant for any particular set of input signals. To generate an

oscillating pattern on the RFBD outputs, the bit to be tested must have different values

for the B operand register file address and the destination register file address (set to 0

and 1 respectively for the test shown in Figure 5.2).



In pipelined computer architectures, the results from an instruction may not be

ready by the time the next operation needs them.  This forms a data hazard that requires

the pipeline to stall until the result is ready for operations requiring that data. There is a

latency of three cycles between when an ALU operation is complete and when it is

written to the register file in the FRISC/G processor.  This latency is provided to prevent

the pipeline from having to stall during load operations. To prevent data hazards caused

by this latency, forwarding paths are provided on the datapath chip to route data from the

pipeline result registers to the operand latches.

Figure 5.3 shows the logic used to control the forwarding and bypass paths. The

register file operand addresses (RFA, and RFB) from the DE stage are compared to the

destinations currently in the data input latch (DIN), the EX, the R1, and the R2 result

latches.  A match indicates that the operand is trying to use results that have not been

written to the register file yet.  Without this logic, the compiler would have to deal with a

much more complex behavioral model.
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If forwarding paths were not provided then a data hazard would require a stall

while the unavailable operand is recorded in the register file.  The unencoded match

signals from Figure 5.3 (EX Match A, EX Match B, WB Match B, etc.) would be used to

signal a pipeline stall to prevent data hazard.  However, if these signals are encoded

properly (FFA and FFB in Figure 5.3), they may be used to control forwarding paths that

route the data to the operand latches before they are written to the register file.

Table 5.3 shows which forwarding path is selected given the values of the control

signals (FFA and FFB). The encoding is done such that if the target destination address

occurs in multiple pipeline stages, the destination from the earlier pipeline stage (i.e. the

later instruction in the instruction stream) is the forwarding path that is selected.

Table 5.3
Forwarding path selected by the control signals

FFA[0:1]  FFB[0:1] Forwarding Path
00 00 RF Output
01 01 R2 Path
10 10 R1 Path
11 11 Execute Path

During load operations, the R2 destination address is passed to a tag for the WB

stage.  This keeps track of which register (if any) is mapped to the data input latch on the

datapath. The MBYA and MBYB signals control the bypass used to route data from the

data input latch to the A and/or B operand latches. These busses from the data input latch

are referred to as bypass paths because the data routed around the register file is from a

completed instruction (forwarding paths refer to the results for an instruction still in the

pipeline). The tag logic for the WB stage used to provide data for the bypass logic has

additional complexities that are addressed in the section on memory operations.

The instruction set was not subject to alteration at the commencement of this

project for several reasons. The design of the other processor components was currently

underway including the MCM, cache RAM, and the cache controllers. These factors also

made the chips outputs a variable that could not be altered. Furthermore, an assembler

had been written for the architecture, work was underway to develop a compiler for the



processor, and a functional simulator had been written to define the operation of the

processor. Any alteration in the instruction set at this point would have involved

reworking these other efforts.

Had the instruction set been designed with the current hindsight, however, the

DEST field (used to specify which register an operation is to store it’s results in) would

have been placed where the A operand field is. This alteration would place the A operand

(a criti cal path for the forwarding logic) in a fixed field. Table 5.1 shows that the A

operand field is IBUS[23:19] for the ALUI and MPSW operations, and IBUS[12:8] for

all others. This requires additional multiplexer and decoding logic prior to the tag

comparison for the forwarding paths shown in Figure 5.4.

23-52 ps68-78 ps

IBUS[23:19]

IBUS31

IBUS[12:8]

P4L3R

RFA[4:0]

28-36 ps

41-52 ps

135 ps

Forwarding
Logic Tag
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49-53 ps

85-108 ps

Figure 5.4 Operand A forwarding control logic critical path

The A operand must first be selected from one of two fields based on IBUS31. It

is then sent to the tag comparison for the forwarding logic to determine if the operand is

currently held in one of the result latches. The forwarding path control signals must be

computed and sent to the datapath by the end of the same cycle. The loading IBUS31 is

heavy since this bit is used extensively in the decoding logic (See Table 5.1 describing

the upper most instruction bits). The long delay on this high fan-out signal impacts the

critical path since the A operand can not be selected until it settles. The logic path is 148

ps slower (136 ps difference in the net delay plus 12 ps for the buffer propagation delay)

then the situation where this selection process is not necessary. Since the destination



address is not used until the tag comparison in the next cycle, moving this added

decoding delay to the destination address field would relax the timing constraints on the

forwarding control critical path.

Data from the multiplexer latch for the A operand bits must be sent to five

different circuits distributed through the upper right hand corner of the instruction

decoder (RFA bus to the datapath chips and 4 comparitors in the tag logic). To minimize

the delay through this critical path, high power buffers (Sbufs) were used to drive the

signals.  These drivers are typically used to drive clock signals, and are able to distribute

the A operand address bits to the comparitors with less delay then standard driver

circuits.

5.1.2. ALU and Shifter Control

The ALU and shifter are the computational elements in the processor. These

components (described in Chapter 6) are controlled by seven signals from the instruction

decoder. These seven signals, shown in Table 5.4, are decoded from the instructions

during the DE stage and are sent to the datapath chips for use during the EX stage.

Table 5.4
ALU and shifter control signals

Signal Function
State Shifter ALU
00 Logical Shift ADD
01 Rotate AND
10 Arithmetic Shift XOR

ALUOP[0,1]

11 Forward PCWB  * OR
CINLSS Carry In to the Least significant slice

INVB Invert B operand
RESSEL Select result from shifter or ALU

SCC Set Condition Codes  **
SPECIAL Carry Flag becomes MSB for Shift operations **

* Used For Interrupt Recovery
** Used For 64-bit Shift Operations

The ALUOP signals determine the operation that is performed by both the shifter

and the ALU hardware that cycle. The desired result is then selected by the RESSEL

signal and latched into the result latches on the datapath chips. A data bus from the PC



history register for the WB stage to the EX result pipeline register is provided through the

shifter. This path is selected when the ALUOP bits are in the 11 state and the shifter is

selected. This combination of conditions only occurs during the INTPC instruction,

which is used to save the state of the processor during interrupts. Routing the PCWB

through the shifter eliminated the necessity to add a third bus to the result selection

multiplexer which is already part of the ALU result forwarding critical path.

The NCVZ condition bits are set in the PSW using the set condition codes (SCC)

signal. During shift operations the least significant bit of the A operand (the bit shifted off

the end of the shifter) is fed back to the carry bit in the PSW. If SPECIAL is set during

the shift operations, then the carry bit is shifted into the most significant bit of the result.

These two options allow the processor to efficiently execute shift operations on operands

that are larger then 32-bits.

5.1.3. Jump and Branch Logic

Branch and jump operations are used when a program requires a change in the

flow of operations. Since they are similar in function and implementation, the discussion

on branch operations apply to jump instructions unless otherwise stated. Branch

operations are issued by setting the four condition code output bits during the DE stage.

These bits are read by DP3, and an evaluation is performed to determine if the branch

condition has been met. If the Branch condition is true, DP3 transmits signal to the

instruction cache controller, the instruction decoder, and the other 3 datapath chips. The

sixteen branch conditions are summarized in Table 5.5 [73]. If a branch is taken, the

program counter is changed to the value resulting from an ALU operation.  For branch

instructions the operands are a 16-bit immediate offset and either the PC or zero.  For

jump operations the addressing may be register to register, PC to register, register to 8-bit

offset, or PC to 8-bit offset. The branch signal is returned from DP3 during the EX

pipeline stage, and is used to trigger the branch instruction flush logic. This logic will

selectively flush any of the three instructions in the branch latency field from the

pipeline.



Table 5.5
Branch conditions for the processor (modified from [73])

Condition
Code Bits

Branch Condition Branch Function

0000 0 Never
0001 1 Always
0010 ~V Not Overflow
0011 V Overflow
0100 ~Z Not Equal
0101 Z Equal
0110 ~N Not Negative
0111 N Negative
1000 C Carry
1001 ~C No Carry
1010 ~(~C+Z) Unsigned Greater Than Or

Equal To
1011 (~C+Z) Unsigned Less Then
1100 ~(N^V) Signed Greater Than Or Equal

To
1101 (N^V) Signed Less Than
1110 ~((N^V)+Z) Signed Greater Than
1111 ((N^V)+Z) Signed Less Than Or Equal To

During exceptions, the processor enters supervisor mode and is placed in

protected mode to provide a mechanism for protecting the processor’s state from

additional interrupts. Once the interrupt service routine saves the processor’s state

information, there exists a path to restart the instruction stream with the processor in the

same state, and continue execution as though the exception did not occur. A branch

instruction with the return flag (RTN) asserted is then used to reset the protected mode

bit, allowing future interrupts to be serviced normally. The protected mode bit is cleared

in the PSW three cycles after a branch with the RTN flag is taken. A jump operation

using register indexed addressing is typically used to return from an interrupt service

routine to an interrupted process.  An additional flag in the jump instruction can be set to

return the processor to the mode (supervisor or user) it was operating in when the

previous interrupt occurred.



5.1.4. Memory Operations and Cache Interface

The logic and timing requirements for the memory and branch operations are

tightly coupled to the timing on the cache interface.  Memory operations discussed in this

section refer to both the load/store instructions, and the branch/jump instructions. The

instruction and data cache controllers communicate with the instruction decoder and

datapath chip through a synchronous bus. Using a bus for the memory operations allow

the instruction and data cache access delay to be incorporated into the processor pipeline.

Current off-chip synchronous digital busses often use clock resynchronization

hardware to prevent data from crossing timing boundaries and getting corrupted at the

receivers. A clock signal is transmitted with the data to provide timing information to the

receiver circuits [78]. Unfortunately, the HBT technology used for the design of the

FRISC/G processor did not provide the transistor resources for the additional latches

necessary for this logic. Therefore, the clock distribution network must insure there is

very little skew between the instruction decoder, cache controller, and datapath chips.

The cache interfaces were designed to tolerate a maximum of 100 ps of skew between the

chips.  If the cross-chip clock skew exceeds 100 ps, then the system clock must be

reduced to accommodate the extra skew between chips.

A timing diagram for the memory operations and the cache interface is shown in

Figure 5.5. The timing information provided is with respect to the system clock input,

and refers the clock edge that causes the 4-phase generator to enter phase-1. The times

listed in the following discussion are with respect to 0 ps shown in Figure 5.5.

A discussion on how instructions I6 and I10 move through the pipeline is used as

an example to demonstrate the timing for memory operations. Instruction I6 enters the

pipeline through the IBUS at time 1251 ps.  If the requested instruction is not contained

in the instruction cache, the cache controller must signal an instruction cache miss (assert

the MISSI signal) by 850 ps or the instruction decoder will clock an incorrect instruction

into the pipeline. If the MISSI signal is asserted, a pipeline stall is asserted at 1118 ps

that masks the pipeline clocks on the instruction decoder and datapath chips, preventing

erroneous instructions from entering the processor.  The stall remains asserted by the

cache until the correct instruction is fetched from L2 and sent to the IBUS.  The MISSI



signal is then deactivated, and processing continues when the STALL clears and the

IBUS is latched on the next cycle.

Time (ps) 0 1000 2000 3000 4000 5000 6000 7000 8000

MISSI I6 I7 I8 I9 I10 I11 I12 I13 I14
850 1850 2850 3850 4850 5850 6850 7850

ACKI I5 I6 I7 I8 I9 I10 I11 I12 I13
101 1101 2101 3101 4101 5101 6101 7101 8101

MISSD I2 I3 I4 I5 I6 I7 I8 I9 I10
850 1850 2850 3850 4850 5850 6850 7850

ACKD I2 I3 I4 I5 I6 I7 I8 I9 I10
19 1019 2019 3019 4019 5019 6019 7019 8019

STALL I2/I5 I3/I6 I4/I7 I5/I8 I6/I9 I7/I10 I8/I11 I9/I12 I10/I13
118 1118 2118 3118 4118 5118 6118 7118 8118

IBUS I5 I6 I7 I8 I9 I10 I11 I12 I13
251 1251 2251 3251 4251 5251 6251 7251 8251

OPA I4 I5 I6 I7 I9 I9 I10 I11 I12
642 1642 2642 3642 4642 5642 6642 7642 8642

OPB I4 I5 I6 I7 I8 I9 I10 I11 I12
658 1658 2658 3658 4658 5658 6658 7658 8658

RES-EX I3 I4 I5 I6 I7 I8 I9 I10 I11
558 1558 2558 3558 4558 5558 6558 7558 8558

ADDR I2 I3 I4 I5 I6 I7 I8 I9 I10
578 1578 2578 3578 4578 5578 6578 7578 8578

VDA I2 I3 I4 I5 I6 I7 I8 I9 I10
545 1545 2545 3545 4545 5545 6545 7545 8545

WDC I2 I3 I4 I5 I6 I7 I8 I9 I10
744 1744 2744 3744 4744 5744 6744 7744 8744

BRANCH I2 I3 I4 I5 I6 I7 I8 I9 I10
602 1602 2602 3602 4602 5602 6602 7602 8602

DINCLK I1 I2 I3 I4 I5 I6 I7 I8 I9
665 1665 2665 3665 4665 5665 6665 7665 8665

DIN I1 I2 I3 I4 I5 I6 I7 I8 I9
823 1823 2823 3823 4823 5823 6823 7823

Figure 5.5 Timing diagram for cache interface and memory operations

During branches and interrupts, the instruction address that generates MISSI in

the instruction cache may not need to be fetched. To prevent the pipeline from stalling for

the retrieval of useless instructions, an instruction cache acknowledge signal (ACKI) is



sent to the cache only if a miss occurred on a valid instruction. Likewise, the STALL

signal is only generated for a valid cache miss. Load and store instructions use the same

miss-stall-acknowledge interface using the MISSD, STALL, and ACKD signals shown

in Figure 5.5. However, the MISSD signal, must be asserted before load results are

latched into the DIN latch during the WB pipeline stage. Therefore, the STALL signal is

used to stall the pipeline on instruction cache misses for instructions entering the DE

pipeline stage, but its used to stall the pipeline for load/store misses to the data on

instructions entering the WB pipeline stage.

 Following instruction I6 through the pipeline, Figure 5.5 shows the A and B

operands are latched by 2642 ps and 2658 ps respectively. The destination address is

computed by the ALU for branch and load/store operations, and the result is latched into

the result register (RES-EX) by 3558 ps.  The destination address for both load/store and

branch operations are transmitted to the cache controllers at 3578 ps. During store

operations, the WDOUT signal is sent to latch the data onto the output data bus

(DBUSO). Unfortunately, this logic serves no real purpose since a write signal is

required to perform the write operation to the data cache. The output data bus is

effectively ignored by the cache if the write line is not set, so a simpler design would

have been to latch the output data bus whether a write occurs or not. The original intent

of this logic was to provide a way to keep the data on the data output bus longer then 1-

cycle. Since memory operations are not permitted to follow a store instruction, this would

not be an unreasonable requirement by the cache. The cache at the original

commencement of this design was not yet started, so it could not be determined if this

output latch logic would be necessary.  Now that the cache design is complete, and does

not in fact need stable data for longer then one cycle, this logic is merely redundant.

The valid data address signal (VDA) is set at 3545 ps for load and store

operations, to notify the data cache that it should read the data address bus. The write data

cache (WDC) signal is asserted at 3744 ps during store instructions and signals the data

cache to write the contents of the DBUSO to the cache location on the ABUS. If

instruction I6 is a branch or jump instruction, then the BRANCH signal from datapath

chip 3 is asserted at 3602 to inform the instruction cache that the next instruction should

be fetched from the location on the address bus.



The data from the load instructions are not returned to the datapath until 5823 ps,

so the first instruction that can use the results from a load instruction at I6 is the

instruction at I10, which does not latch its operands until 6642 ps and 6658 ps.  Likewise,

if instruction I6 is a branch operation, the new instruction isn’ t latched into the IBUS

until 5251 ps, which is when instruction I10 is entering the DE pipeline stage.  This

results in a latency region for branch and load operations of three instructions (previously

discussed in chapter 4).

5.1.5. Exception Logic

When an exception occurs, the processor enters protected mode. For the processor

to be restartable, the state of the processor must be saved and the partially executed

instructions in the pipeline must not alter any state information in the processor until the

exception has been serviced. A flush signal, sent to the datapath chips, indicate that the

valid process status word bits are currently in the WB stage (the stage holding

information of the most recently completed instruction) and it flushes the instructions

from the other pipeline stages preventing them from altering any processor state

information.  A separate signal (PCLOCK) locks the program history registers. This

allows the processor to restart the interrupted operations by branching directly to the

location of each instruction that was in the pipeline when the processor was interrupted.

This is necessary if the processor was interrupted during a branch or jump instruction.

The interrupt condition signals are encoded to generate an interrupt vector. A

branch instruction to this vector is inserted into the pipeline at the DE stage by the state

machine after the pipeline flush is complete. Table 5.6 from [73] show the priority level

and interrupt vectors for the processor.

Table 5.6
Interrupt vectors and priority level (modified from [73]).

Interrupt VectorInterrupt Priority
Level Norma

l
Protect

ed
Reset 8 20 20

System Error 7 04 24
Data Page Fault 6 08 28



Arithmetic Trap 5 0C 2C
Software Trap 4 10 30

Instruction Page
Fault

3 14 34

Device Interrupt 2 18 -
User Interrupt 1 1C -

Once the interrupt service routine saves the necessary state information, the

processor can be placed back into normal mode. Re-entrant interrupts (interrupts that

occur while the processor is in protected mode) are directed to a different set of interrupt

service routines that indicate normal interrupt recovery hardware is not available.

The vectors for the RESET interrupt are the same in both normal and protected

mode since this is the system initialization signal that will vector the processor to the boot

up routine. This routine will reset the system stack and result in catastrophic termination

of any processes executing on the system. Device and user interrupts are masked in

protected mode so there is no protected mode vector for these interrupt conditions.

5.2  INSTRUCTION DECODER IMPLEMENTATION

The size of the instruction decoder layout is 7.67 mm by 8.72 mm and dissipates

13.98 W, resulting in a power density of 20.9 W/cm2. A photograph of the instruction

decoder chip is shown in Figure 5.6 with an overlay showing the location of various

processing elements.



Figure 5.6 Photograph of instruction decoder chip with an overlay showing various
circuit elements.

The chip is composed of a large standard cell area with a pad ring surrounding it. There

are 16 standard cell rows running horizontally across the chip separated by routing

channels with a wiring pitch of 6µm.  Vertical power and ground rails run the length of

the chip on either side of the standard cell area, and provide power and ground to the

horizontal rails running through the standard cell rows. There is a limited amount of



vertical routing track available in metal 2 and metal 3 which run along the power rails.

These tracks are used to route criti cal signals that must travel long distances in the

vertical direction. Typically, the resistive (and relatively slow) level 1 metal is used for

routing signals in the vertical direction. Routing long vertical nets in metal 2 and metal 3

significantly reduces the delay as discussed in chapter 3. Eff icient use of this limited

routing resource was important during the design of the instruction decoder chip.

The instruction decoder is a pad-limited chip though the pitch of the pads could be

reduced if the MCM technology permits it [76]. The standard cell area is 6.3 mm high,

and the standard cells are 160 µm high. Since there are only 16 standard cell rows, the

routing channels (where there are no active devices) consume about 60 percent of the

standard cell area. This ill ustrates the problems with a technology that only has 3 metal

layers. If two additional metal layers were available, the circuits could have been packed

about 30 % closer to each other, significantly decreasing the delay along the criti cal

paths.

A floor plan of the instruction decoder chip is shown in Figure 5.7. This figure

was included to clearly ill ustrate the pad locations on the instruction decoder chip.

Although there are only 16 power pads and 18 ground pads, the low switching noise

generated by the CML circuits inject littl e noise into the power and ground rails.

Therefore, it is not necessary to minimize inductance in the power and ground network

with a large number power and ground pads.



Instruction
Decode

Register Control
&

Forwarding Logic
(Register Tag & Comparison)

Clock Distribution & Pipeline Control

NECNR
RFBD3
RFBD2
RFBD1
VSS
VDD
RFA5
RFA4
RFA3
RFA2
VDD
VSS
RFA1
IMM7
IMM6
IMM5
IMM4
IMM3
MBYA
MBYB
VSS
VDD
FFB1
FFB0
FFA1
FFA0
CLKRTN
CLK
SYNC
VSS
VDD
SCANIN
INPSEL
VDD
VSS
SCAN
SCANOUT
SPIRT
RFSEL
RFWR
STALL
SCC
SPECIAL
VSS
VDD
RESSEL
PCLOCK

IB
U

S1
6

V
D

D
V

SS
V

D
D

IB
U

S2
4

T
R

A
PI

M
IS

SI
IN

V
B

C
IN

L
S

S
A

C
K

I
IO

C
T

R
L

2
IO

C
T

R
L

1
V

D
D

IO
C

T
R

L
0

ST
A

L
L

M
W

D
C

V
D

A
T

R
A

PD
A

C
K

D
V

D
D

M
IS

SD
SP

O
R

T
W

P
SW

FL
U

S
H

D
P

IN
T

IN
T

U
V

D
D

PR
O

T
B

R
A

A
T

R
A

P
IN

T
D

IS
R

E
SE

T
V

SS
V

D
D

E
R

R
O

R
FL

U
S

H
SE

C
N

R

IN
T

D
IS

A
T

R
A

P
B

R
A

PR
O

T
V

D
D

IN
T

U
 I

N
T

FL
U

S
H

D
P

W
P

SW
SP

O
R

T
M

IS
SD

V
D

D
A

C
K

D
T

R
A

PD
V

D
A

W
D

C
ST

A
L

L
M

IO
C

T
R

L
0

V
D

D
IO

C
T

R
L

1
IO

C
T

R
L

2
A

C
K

I
C

IN
L

S
S

IN
V

B
M

IS
SI

IB
U

S2
4

V
D

D
V

SS
 V

D
D

IB
U

S1
6

SE
C

N
R

FL
U

S
H

E
R

R
O

R
V

D
D

V
SS

R
E

SE
T

IMM1
IMM0

WDOUT
VIEWA

SEL
VSS

VDD
VIEWB
START

VDD
VSS

TEST
SC

OPB
IBUS18
IBUS15
IBUS14
IBUS13

CC3
VSS

VDD
CC2
CC1
CC0

IBUS2
IBUS1
IBUS0

VDD
VSS

SPORT
IBUS31
IBUS30
IBUS29
IBUS28
IBUS27

ALUOP1
VDD
VSS

ALUOP0
OPA1
OPA0

IBUS26
VDD
VSS

IBUS25
IBUS17

SWCNR

N
W

C
N

R
IM

M
9

IM
M

8
V

SS
IM

M
2

V
D

D
IM

M
12

IM
M

11
IM

M
10

IM
M

15
IM

M
14

V
D

D
IM

M
13

IM
M

SE
L

IB
U

S1
2

IB
U

S1
1

IB
U

S1
0

IB
U

S9
IB

U
S8

V
D

D
IB

U
S2

3
SP

O
R

T
IB

U
S2

2
IB

U
S2

1
IB

U
S2

0
IB

U
S1

9
IB

U
S7

V
D

D
IB

U
S6

IB
U

S5
IB

U
S4

IB
U

S3
R

FB
D

5
V

D
D

V
SS

V
D

D
R

FB
D

4

IMM Constant

Cache
Interface

Interrupt Response
&

State Machine

Boundary Scan
Control

RF A

RF BD

Clock
Core

Branch
Condition

Figure 5.7 Approximate Floor Plan and pad description of the
instruction decoder chip (Modified from [73]).



5.2.1. Clock Distribution

A 2 GHz system clock is distributed to the instruction decoder, datapath chips and

cache controller chips on the MCM. The system clock is sent to a 4-phase generator that

creates the four non-overlapping 250 ps system clock phases [77]. Figure 5.8 show the

outputs of the 4-phase generator from an instruction decoder clocked at 2 GHz.

Figure 5.8  Measured output voltage of the 4-phase generator
running off a 2 GHz system clock

The specifications for the system clock require a 2 GHz square wave with a 0.5 Vp-p

amplitude and a DC offset of 0 V.  Unfortunately, test equipment capable of generating a

2 GHz square wave was not available for the testing phase of this project. The clamping

circuit described in chapter 7 creates an output that is a little better then a sine wave, but

falls short of the specifications for the system clock. This results in the rounded clock

phases on the output of the 4-phase generator shown in Figure 5.2 and Figure 5.8.  This

also results in on-chip clock phases that are less then 250 ps, potentially resulting in setup

or hold time violations on latches. Fortunately, the magnitude of this effect is exaggerated

in Figure 5.8. Other factors such as bandwidth limitations of the test equipment and

contact resistance through the test probes contribute to rounded signals in the test results.

Note the output from the RFBD[3] pad in Figure 5.2 is almost sinusoidal due to the poor

RF characteristics of the needle probe used to contact the pad.



The clock distribution network for the instruction decoder is shown in Figure 5.9.

The clock network consists of seven separate clock trees. This circuit creates a normal

and a stalled version of clock phase-1, phase-2, and phase-3.

4-
Ph

as
e

Phase 1
Clocks

Phase 3 stall
Clocks

Phase 4
Clocks

Phase 3
Clocks

Phase 2 stall
Clocks

Phase 2
Clocks

Phase 1 stall
Clocks

Level shifter
or buffer

Clock driver

High power
driver

Figure 5.9 Instruction decoder clock distribution network



 The stall phases are used for the pipelining logic, and do not generate clock phases

during cache misses. The normal versions of the clock are used for trap and control logic

so the processor can continue to respond to interrupts when a cache miss occurs. A stall

version of phase-4 is not provided since nothing in the pipeline is clocked at that time.

The separate clock trees consist of high power buffers, level shifters, and the

clock drivers discussed in chapter 2. Each output of the 4-phase generator is loaded

identically (with a level 2 Sbuf, a.k.a. Sbuf2h) and the interconnect to this circuit load is

kept very short to prevent a mismatch in loads from creating skew or differences pulse

widths across the four clock phases.

 The buffers in the clock tree were distributed throughout the instruction decoder

chip so the destination latches were not clocked by a signal with a poor rise or fall time.

The instruction decoder and datapath chips are designed with level sensitive latches using

flow-though digital design. Care must be taken to insure that data doesn’ t run through

pipeline latches too fast and overwrite data from previous operations.

The clocks were balanced to maximize the setup and hold time window. Figure 10

shows the safest time to change the data on a falli ng edge triggered flip/flop or positive

level sensitive latch.

CLK

DATA

Ts ThTh

Figure 10 To minimize possible setup or hold time violations, the clock
 must arrive at the pipeline latch the center of the safe transition window.

The data transition must occur after the hold time from the previous falli ng clock

edge or the data could be corrupted. Likewise, it must be stable prior to the latch setup

time before next clock cycle’s falli ng edge. The processor’s logic and clock delays were

analyzed to determine when the data would become stable, and a clock was routed with

the proper skew such that the data would undergo transition at the midpoint between the

setup and the hold time of the latch. Using this technique of optimizing signal and data

transitions, a system can be developed to tolerate the maximum amount of error in timing



analysis. This is an important aspect of the processor since previous experience has

shown that the foundry process varies from the expected simulation models considerably.

5.2.2. Critical Paths

Propagation delays through all of the logic paths in the instruction decoder and

datapath chips were significantly higher then the original implementation once the slower

devices, higher dielectric constants and resistance in the interconnect were included in the

modeling [73].  In many cases propagation delays increased by over 400 %. The signal

distribution for heavily loaded nets had to be redesigned, and the placements of the gates

in the design were changed to accommodate the new critical paths. Buffers were added to

regenerate signals at strategic locations (discussed in chapter 2) to minimize delay. A few

of the critical paths through the instruction decoder are summed up in Figure 5.11.

The immediate select signal (IMMSEL) is used to specify whether the immediate

bits for an instruction should be sent to the most significant or least significant 16 bits of

the datapath. This signal must be decoded from a bit in the instruction (IBUS[18]) and

sent through the MCM to all four datapath chips. IMMSEL must then cross half of the

datapath chip, where it is then distributed to eight latches. The result of these latches must

traverse the forwarding-path/immediate multiplexer and reach the operand B latch (OPB)

by the end of the decode stage.  The fan-out and the distance this signal must travel on

the datapath chip created a critical path that would not meet the target cycle time unless

the signal spent very little time in the instruction decoder.

The tag comparison logic for the forwarding paths previously mentioned form

another critical path in the system. Figure 5.4 and the accompanying discussion describes

this logic path and how it may be avoided in future designs with a small modification to

the instruction set.
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Figure 5.11 Critical paths through the instruction decoder chip

The most difficult critical path to address in the implementation of the instruction

decoder chip is the exception (EXC) signal. This signal must send information to all of

the pipelines throughout the instruction decoder, notifying them that an exception has



occurred.  This signal also generates a pipeline flush signal that is distributed through the

system (the flush signal is treated as a separate critical path for this analysis).

The trap signal generated from the interrupt priority logic is latched and sent to a

signal distribution tree, where it is distributed throughout the instruction decoder to 44

different gates. This critical path is displayed in gray in Figure 5.11 to maintain legibility

of the figure. The final drivers were placed as close to the receiver clusters as possible to

reduce the amount of resistance associated with the capacitive load from the devices. The

fan-out for the drivers distributing the signal over long distances was kept to a minimum

to reduce interconnect delay.

If the clock rate for future processor designs is to increase, system wide control

signals such as flush or exception can quickly become the limiting factor in system speed.

One solution to this problem is to send the trap signal to the pipeline stall logic used for

the cache interface. Using the stall logic, the exception signal may be transmitted

throughout the processor for an extra cycle. This will reduce the power required by the

exception distribution tree and will increase the clock rate if the exception becomes the

limiting critical path.  The disadvantage to such a design is that exceptions will generate a

performance reduction of one additional cycle per occurrence. Since exceptions are rare

and already consume a large number of cycles, this would probably be a beneficial design

trade-off.

Another difficult critical path to address involved the register file destination tag

logic for the R2 stage shown in Figure 5.12. When a load instruction reaches the R2

stage, a load signal decoded from the instruction is asserted. This signal swaps the

register file destination with the tag stored in the WB stage, and sends the R2 tag on to

the WB stage. This allows the data from the previous load instruction to write to the

register file, making the DIN latch available for the load in the R2 stage.
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Figure 5.12 The critical path for the flush signal to the R2 tag is was fixed by
separating the write signal

The most significant bit stored in the WB tag (WB Tag[6]) is the tag valid bit for

the data input latch. This bit is sent to the RFWR output to generate a register file write

operation. If the address in the WB tag is written to before the next load operation, then

this valid tag bit is cleared, and the DIN latch won’ t overwrite the register file with stale

data. If the load instruction is flushed by an interrupt, the load signal is cleared,

preventing the register file write from the WB tags. This flush signal creates the criti cal

path in this logic.

The register file on the datapath chip requires the destination address for write

operations before the write signal (the RF address setup time described in chapter 6). The

logic must wait until a possible flush can be asserted before sending the RFWR signal,

but the logic used in the initial implementation forces the destination address to wait for

the flush signal as well . However, if the register file write signal is flushed, it doesn’ t

matter what the address bits are. The new logic shown in Figure 5.12 allows the

destination address to be sent to the datapath chip before the RFWR signal so the setup

timing on the register file write operation can be met.



5.2.3. Instruction Decoder Gate Usage and Rent’ s Rule Coeff icients

The instruction decoder design consists of 8005 HBT devices that are used to

implement 821 gates. Table 5.7 shows how the gates were used in the instruction decoder

implementation.

Table 5.7
 Gate usage for the instruction decoder chip

Gate
Type

Numbe
r of

gates

Typical
Function

Boundary
Scan Drivers

63 Driver pads with boundary scan and
pattern sample testing logic

Boundary
Scan

Receivers

43 Receiver pads with boundary scan
and pattern present testing logic

Power Pads 16 Power
Ground Pads 18 Ground

Other I/O 34 (18)
*

Test I/O, clock, boundary scan
control, corner pads

Sbuf Drivers 84 Clock and high fan-out signal
distribution

Cbuf Drivers 25 Clock distribution
Standard

Cells
538 Logic and signal distribution

Total 821

The instruction decoder contains 538 standard logic gates, 25 Cbuf clock driver circuits,

84 heavy duty Sbuf driver circuits, 16 power pads, 18 ground pads, and a total of 124 I/O

pads. Note the row listed as “Other I/O” in Table 5.7 include a total of 34 circuits, 18 of

which contain I/O pads. The Cbuf circuits are used to drive heavily loaded signals with

littl e skew. Although there are only 25 of these circuits, they account for about 11 % of

the total power dissipated by the instruction decoder chip. The interconnect driven by

these circuits was widened to prevent violation of the maximum current density design

rules.

The total number of circuits used in the instruction decoder is design (M) is 821.

The total number of I/O terminals on the instruction decoder from Table 5.7 is 124. The

average number of terminals per gate, K is computed from the signal length distribution



discussed in chapter 4, and equals 3.17. The Rent’s coeff icient for the instruction decoder

is computed to be 0.546, which is typical for random logic.

5.2.4. Instruction Decoder Wiring Capacity

The wiring availabili ty of each metal layer can be computed given the area of the chip

and the pitch of the wires [79]

xm
mx P

WL
C =

(5-1)

W and L is the length and width of the chip, and Pmx is the pitch of the metal layer. Table

5.8 shows the pitch and wiring capacity for each metal layer in the instruction decoder.

Table 5.8
Instruction Decoder wiring capacity.

Metal
Layer

Pitch Unblocked
Wiring Capacity

Wiring Capacity including
device blockage

Metal 1 6 µm 11147 mm 10700 mm
Metal 2 6 µm 11147 mm 10740 mm
Metal 3 10 µm 6688 mm 6688 mm
Total NA 28.982 meters 28.135 meters

The routing channels use a wiring pitch of 6 µm for M1 and M2, and a pitch of 10

µm for M3 (discussed in chapter 3). From equation (5-1), the total wiring capacity for the

instruction decoder chip is found to be about 29 meters. Metal layers M1 and M2 can not

be routed over capacitors and the HBT devices, and M1 cannot be routed over resistors,

which reduced the total wiring capacity of the instruction decoder to 28.1 meters.

Routing power and ground rails will further reduce the routing capacity of the chip to

about 25 meters.  Most of the metal 1 wiring capacity was unused since routing signals in

the highly resistive M1 routing tracks was avoided as much as possible to improve circuit

speed.  Likewise, most of the metal 3 wiring capacity was consumed in routing power

and ground to the chip. The final instruction decoder implementation only used about 3.1

meters of wiring. The low utili zation of available wiring is primarily due to the large area



of the pad ring, which significantly increases the chip area, increasing the wiring capacity

in regions where dense routing is not needed.

5.3  SUMMARY

The function of the instruction decoder is to provide a control interface for the

level 1 cache, decode the instructions and to generate the control signals for the datapath

chips. The instruction decoder must also implement the pipeline flush logic, trap encoder

logic, interrupt vector logic, and forwarding path control logic.

The placement of the circuits and the routing of the interconnect had to be done

by hand throughout the design to reduce the propagation delays on the criti cal paths.

Furthermore, changes in the logic that relaxed the timing on some criti cal paths were

identified and implemented.

Test results show an instruction decoder chip clocked at 2 GHz will operate

correctly at –5.6 V and will dissipate about 14 W.  To make the design with tolerant to

processing variations and modeling errors, the clocks routed to the pipeline latches were

centered between the setup time and hold time violation windows. Furthermore, the

critical paths in the processor were designed to run about five percent faster then

necessary.



CHAPTER VI
DATAPATH CHIP

A byte-slice datapath for exploring multi-chip RISC processor development in

AlGaAs/GaAs heterojunction bipolar transistor technology has been designed, fabricated

and tested. Each datapath chip contains an 8-bit by 32 word single-port register file with a

230 ps read access time, and an 8-bit carry-select adder with a 138 ps select path and a

367 ps ripple carry path. Each die was tested using an at-speed boundary scan test

scheme. The register file and adder carry-chain was implemented in a special test chip for

accurate performance characterization of these critical circuits.

6. Datapath

The datapath is responsible for the computational execution in the processor. Both

data computation and the destination addresses for memory and branch instructions are

calculated on the datapath chips. Each datapath chip contains an 8-bit slice of the ALU

and shifter, and 32-word single port register file. The processor status is maintained on

the datapath in the process status word (PSW), and program counter history registers

provide interrupt recovery.  The hardware necessary to support user and supervisor

modes of execution is also maintained on the datapath chips.

The 32-bit processor datapath is partitioned into 4 identical chips, each

implementing an 8-bit slice.  Two configuration bits are used to specify which slice of the

datapath a particular chip is. DP0 refers to the least significant datapath byte, DP1 and

DP2 are the next least significant bytes, and DP3 is the most significant byte. The last

five stages of the seven-stage processor pipeline occurs in the datapath, with control

supplied by the instruction decoder chip. The input signals to the datapath are shown in

Table 6.1.



Table 6.1
Datapath chip input signals

Signal
Name

Size From Function

CONF[L:H] 2 MCM Determines Which Slice of Data Path Chip Is For

WDOUT 1 ID Latches Output Data Bus for Store Operations

IMMSEL 1 ID Controls whether IMM Bits Go To Lower Two or Upper Two Data
Path Slices

PCLOCK 1 ID Lock PC History (During Exceptions)

OPA[H:L] 2 ID OPA select: 00-0, 01-RF/Feed Forward, 10-PC1, 11-PSW

OPB[L] 1 ID Select IMM Bits or RF/Feed Forward for Operand B

CIN 1 DP ALU Carry In From Next Lower Slice

CINI 1 DP PSW Carry In From Next Lower Slice

SHIFTH 1 ID Shift In From Next Higher Slice

FFRA[L:H] 2 ID Feed Forward Control for A Operand

FFRB[L:H] 2 ID Feed Forward Control for B Operand

INVB 1 ID Invert Operand B

IMM 8 ID Immediate Bits

ALUOP[L:H] 2 ID ALU operation Select

FLUSHDP 1 ID Flush EX on Branch

WPSW 1 ID Write to Process Status Word

CC[3:0] 4 ID Branch Condition Code

MBY[A:B] 2 ID Selects RF output or Load Latch for RFA and RFB Outputs

RFSEL 1 ID Select Between ALU or Shifter Output

RFA_A[5:1] 5 ID Register File Address For A Operand

RFA_BD[5:1] 5 ID Register File Address For B Operand and Destination

RFWR 1 ID Register File Write

DBUSI 8 DCR Data Bus Input

SPECIAL 1 ID Use carry on Shifts, Reset S and OS on Jumps

FLUSH 1 ID Flush PSW during exceptions

ZIN[2:0] 3 DP Zero signals from DP0, DP1, and DP2

BRAIN 1 DP3 Branch Input

RESSEL 1 ID Select Result from ALU(0) or Shifter(1)

SCC 1 ID Set condition codes

UI 1 -,ID User input, Prot from ID for DP0

CLK 1 CDIS System clock from clock distribution

SYNC 1 CDIS Clock synchronization

STALL 1 ID Stall signals for cache misses

Boundary
Scan

6 TEST See test section
(START, SCAN_CLK, SEL, SCAN_IN, SCAN, TEST)

There are seventy-two input signals into the datapath chip, 65 of which are high-speed

signals.  The low speed signals consists of five boundary scan inputs discussed in chapter



7 and two configuration bits that are used to define which slice of the datapath each chip

is (00-DP0, 01-DP1, 10-DP2, 11-DP3).

The output signals from the datapath chip are listed in Table 6.2.

Table 6.2
Datapath chip output signals

Signal Name Size To Function
DBUSO[7:0] 8 CR Data Output For Store Operations

ABUS[7:0] 8 CC Address Output For Load, Store, Branch, and Jump Operations

COUTI 1 DP PSW Shift Out To Next Higher Slice

COUT 1 DP ALU Shift Out To Next Higher Slice

SHIFL 1 DP Shifter Shift Out To Next Lower Slice

UO 1 - User Output

ATRAP 1 ID Arithmetic Trap

BRAOUT1 1 DP Branch Signal to Datapath Chips 0-4 (Generated on DP3 only)

BRAOUT2 1 CC, ID Branch Signal to Cache and Instruction Decoder

ZOUT 1 DP3 Zero Bits Indicating Slice’s ALU result is Zero

CLKRTN 1 CDIS Clock Return

Boundary Scan 3 TEST See Test Section
(SCAN_OUT, VIEW_A, VIEW_B)

Of the 28 outputs, only the scan out signal, which is the output of the boundary scan shift

register, is considered a low frequency signal.

A block diagram of the datapath chip outlining the various criti cal logic paths is

shown in Figure 6.1. Instruction execution does not begin on the datapath chips until the

decode pipeline stage. The OPA and OPB pipeline latches signify the end of the decode

stage and the beginning of the execute stage. The execute stage ends when the shifter or

ALU results are latched into the result latches, and the NCVZ bits are latches into the

PSW (if the set condition codes signal is asserted). The ALU output is also latched into

ADDR and the result in RES-EX is forwarded to the OPA and/or OPB if necessary. The

R1 stage begins with the destination address transmission for memory and branch

operations, and the output data bus is set for store operations before the end of the R1

stage. Results are written to the register file during the R2 stage, and load data returns to

the datapath during the WB stage.
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Figure 6.1 Block diagram of datapath chip outlining critical logic paths (from [113]).

6.1  REGISTER FILE

Measurements of the 32 word by 8-bit register file (RF) slice (4 slices are used for

a 32-bit processor RF) show a read access time of 230 ps and a static power dissipation of

1.9 W (7.4 mW per bit) with a 5.6 V supply.  A block diagram of the register file is

shown in Figure 6.2. The RF consists of a 5-bit address decoder, a 256-bit Schottky

clamped memory cell array, 32 word line drivers, 8 bit line drivers, and 8 sense

amplifiers [111],[110]. A single port register file design was used to minimize the

required number of devices. Timing control for the RF access is provided using the four-

phase generator. Operand A is accessed during clock phase3, operand B is accessed

during phase 2, and write operations occur during phase 4 (address select) and phase1

(write phase).
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eight bit-line columns, and 32 word line rows. (From [113]).

 The address decoder selects one of the 32 word lines based on a 5-bit address

input, and the corresponding word line driver increases its high word line by 850 mV,

forward biasing one of the Schottky diodes in the memory cells on that word line. During

read operations, the bit line drivers pass the threshold voltage generator output to the bit

lines allowing the selected memory cells to drive their state onto the bit lines. During



write operations, the data input is sent to the bit li nes, which overdrives the selected

memory cells values, forcing them to the new states.

During consecutive read operations where the values of the data remains

unchanged the bit li ne voltage rises higher than during read operations in which the data

values change. This additional charge must be removed when the bit li nes finally change

value, resulting in a mismatch in speed between this “slow read” and a “fast read”

operation. A bit li ne equalization resistor (Requal) is placed between the lines to reduce the

amount of overcharging that occurs between the pairs and to decrease the switching time

of a “slow read” operation. A clamping circuit could have been used to limit the swing of

the bit li nes; however, this increases bit li ne capacitance as well as device count.

The Schottky clamped memory cell i s composed of two dual emitter HBTs, two

Schottky diodes, and four resistors. The High Word line must swing 850 mV to forward

bias the Schottky diodes. A novel voltage divider circuit at the top of the memory cell i s

used to reduce the internal word line swing for the memory cells in the selected state.

Reducing the memory cell ’s internal word line swing decreases the bit li ne swing,

increasing the bit li ne response to changes in the word line voltage, which reduces access

time. The voltage dropped across Rmcell determines the internal word line swing. For

unselected memory cells, the current through Rmcell is small , providing sufficient voltage

(> 200 mV) between the base nodes to preserve the data state and prevent the corruption

of data from bit li ne transients. In the selected state, the word line voltage increases by

850 mV, while the internal word line voltage is only increased by 830 mV.

The initial timing for the register file allowed 250 ps for each read operation, and

500 ps for the write operation. As the processor was tuned to optimize the various criti cal

paths through the decode stage, the time allocated for the write operation was reduced to

account for the shifts in the timing boundaries on the various pipeline stages. The timing

specifications for the register file are shown in Table 6.3. The behavioral model for the

register file used during the development of the datapath chip used timing information

based on measured results from a previous register file design [111].



Table 6.3
Register file timing specifications

Specification Simulated

from [111]

*

Datapath Register

File Model

Measured

At 5.6 V

Read Astable 100.1  ps 200 ps -

Read Access 189.4 ps 200 ps 244 ps

Write Asetup 30.2 ps 200 ps -

Write Ahold -30 ps 0 ps -

Write Wpulse 147.2 ps 150 ps -

Write Dsetup 0 ps 100 ps -

Write Dhold 0 ps 100 ps -

Write Access 217.2 ps 300 ps 420 ps *

The difference between the model and the simulated results were used to provide a

margin of error for modeling inaccuracies. Furthermore, the simulation results assumed a

transistor with a 1.2x1.4 µm emitter, instead of the larger, more capacitive 2x2.1 µm

transistor used to fabricate the chip.

Although the register file model used in the design of the processor was already

conservative, the timing on the datapath chip was designed to provide an additional

margin of error. The final time allocated for the operand read operations were 306 ps for

operand A, 261 ps for operand B, and 433 ps was allocated to the register file write

operation. There is actually an additional 30 ps of time allowed for the read operation and

an additional 47 ps of time available for write operations since the addresses for the next

register file access may overlap a read operation by 30 ps or overlap a write operation by

47 ps.

Although the simulated delays were much shorter then the actual measurements

on the test chip, the measured results indicate the register file operates fast enough for a

processor with a 1 ns cycle time. Furthermore, the test chip does not take advantage of

overlapping addresses during register file accesses. A design error on the test chip

introduced prior to fabrication nearly left the register file untestable.  The inversion in the



voltage controlled oscillator was removed preventing the oscillator from oscillating. To

provide register file with an external clock, two additional pads must be probed, one to

provide the external clock and the other to select the external clock. The small size of the

chip and the location of these two additional pads made the testing of this circuit

extremely difficult. Furthermore, the test chip must be clocked with the source described

in chapter 7. The poor rising and falling edges of this clock source reduces the

performance of the register file write operation, as shown in the test results in Figure 6.5

and Table 6.3.

Figure 6.3 shows a photograph of a test chip with an overlay outlining the

placement of various test structures.
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Figure 6.3 Photograph of test chip with overlay showing circuit locations (from
[113])



The test chip includes an 8-bit carry chain oscillator and a register file test structure to

characterize the performance of these critical structures. There are two separate power

grids on the test chip, each accessed through a separate set of power and ground pads.

The first power grid supplies power and ground to the carry chain and register file

support logic, and the other power grid supplies power the to register file. This allows

accurate measurements of the register file power dissipation and prevents noise from the

oscillators (VCO and carry chain) from getting injected into the memory circuits through

the power and ground rails. As expected, test measurements on the power and ground

rails show the circuits generate very little switching noise making this precaution

unnecessary.
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Figure 6.4 Register file test structure block diagram (from [113])



The RF test structure, shown in Figure 6.4, uses Linear Feedback Shift Registers

(LFSRs) to provide address and data test patterns. A write pulse generator creates the

write signal for the RF core during write operations. A comparison between the data

generated during previous write operations and the contents of the RF is latched during

the falling edge of the clock. The write time and read access can then be measured as half

the clock period at the point of failure.

Figure 6.5 shows the write time and read access time for the register file at

various supply voltages.
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Figure 6.5 Register file performance Vs. supply voltage (from [113])

The data from this test was taken from test chip measurements on wafer #6.  Results

show the register file does not meet the minimum 250 ps access time or 500 ps write time

with a supply voltage below 5.4 V. Furthermore, the access time does not improve much

past 5.6 V.

Figure 6.6 shows the measured voltage on bit seven of the RF during a series of

read operations to a sequence of memory locations previously written to with the data

LFSR.



Figure 6.6. Register file output waveform of data bit-7 during sequential read
operations to various memory locations demonstrating a 230 ps access time at room

temperature with a 5.6 V supply (From [113]).

The test pattern indicates a 230 ps register file access time at room temperature with a 5.6

V supply voltage.

6.2  ALU

Each datapath chip contains 8 of the 32 bits in the ALU. The disadvantage to a

bit-slice design is the carry bit must propagate across four datapath slices and must make

three crossings between the chips in a single cycle.

A carry select adder was used offset the delay caused by chip crossing on this

critical path. For a 32-bit processor to meet a target 1 ns cycle time, the adder must

complete its operation in 900 ps since 100 ps were allocated to the forwarding path

previously discussed and clock skew discussed below. Figure 6.7 shows a breakdown of

the carry propagation timing.
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Figure 6.7 Carry chain with projected propagation timing from oscillator test
circuits measured at 5.6 V (From [113]).

The three MCM delays are estimated at total of 150 ps, leaving only 750 ps for on-chip

delays. Of the remaining delay, the least significant slice must determine its carry-out

computation through the ripple-carry logic and pass the result to the next significant slice.

At -5.6 V SPICE simulations show this delay is 367 ps, leaving only 383 ps for the

remaining three chips. From the carry in pad to the carry out pad, simulations show the

delay is 138 ps since the carry bit is only selecting the appropriate value, resulting in a

total delay of 931 ps. However, the time required for the most significant slice to drive

the carry out to the pad is not part of the critical path reducing the total delay to only 885

ps.

These results indicate the adder chain requires 426 ps for the pad drivers, the pad

receivers, and the MCM delays necessary for the bit-slice design, resulting in a projected

add time of 459 ps for a single-chip solution using this adder design. Of course with a

single chip solution, better adder designs that provide higher performance would be

possible.



A carry chain oscill ator (shown in Figure 6.8) was included in a separate test chip

to characterize the ALU critical path [18].
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Figure 6.8 Carry chain oscillator test circuit (From [113])

The layout used for the test chip is an identical copy of that used in the datapath.

Furthermore, the oscill ator loop includes both an output pad and an input pad in the

feedback to match the circuits used on the datapath. Differences between the test chip and

datapath implementations of the carry chain circuits involve control circuitry.  Using 3D-

capacitance extraction and modeling interconnect as distributed RC segments, the

differences between the two circuits can be approximated using SPICE.  Once the

differences between the test chip and datapath are accounted for, the carry chain

oscill ators can be used to predict the speed of the datapath’s carry chain circuit [16].

Setting the Carry-In bit to zero in the test setup forces the carry chain to oscill ate

through the ripple carry logic (Ripple Path) which is the delay on the least significant

datapath slice. Likewise, by setting the Carry-In bit to one, and the A operand to one, the

carry-chain oscill ates through the select path logic (Select Path) as it would on the other

three-datapath slices. Figure 6.9 shows the output of the carry chain oscill ator on a test

chip with a 5.5 V supply. Measurements show the propagation delay through the select

path (half the period) is 195 ps. Likewise, the propagation delay through the ripple path

of this chip (Wafer 6, site 0,0) is 430 ps.



(a) Oscillation through Select Path (b) Oscillation through Ripple Path

Figure 6.9 Measured carry chain oscillator output from a test chip
with a 5.5 V supply.

 Spice simulations of the carry chain oscillator match the average measured results on the

test chip to three percent, as shown in Figure 6.10, validating the simulation

methodology.
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Figure 6.10 Carry chain oscillation frequency Vs supply voltage (From [113]).



The simulation results at various supply voltages were used to predict the time

required for a 32-bit addition. This analysis used the oscillation frequencies of the ripple

path, the oscillation frequencies of the carry path, the differences between the test chip

and the datapath circuitry, and the time of flight through the MCM traces to determine the

final addition time. Figure 6.11 shows the results from this analysis.
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Figure 6.11 Predicted time necessary to complete 32 bit addition.

As previously discussed, the ALU will not meet the target 900 ps addition time with a

supply voltage below 5.4 V.  Measurements indicate that the ALU may be able to

complete a 32-bit addition as fast as 860 ps with a 6 V supply, however datapath test

results at these voltages typically result in circuit failures.

Figure 6.12 shows the carry-out pad of a datapath chip clocked at 2.19 GHz

executing a series of addition operations.



Figure 6.12 Carry out signal for a datapath chip during a sequence of addition
operations. The datapath chip is clocked at 2.2 GHz with a supply voltage of 5.6 V.

Correct execution of this test is indicated by the repeating pattern
1101010101101010 (From [113]).

Although this does not test the carry chain critical path on the datapath chip, it does test

the forwarding path logic from the EX stage to determine if a result can be fed back to the

operand latches in time for the next instruction. As previously mentioned, this was one of

the critical paths in the processor.

6.3  BRANCH LOGIC

The datapath chip effectively treats every instruction as a branch operation,

sending the results of every ALU operation out onto the address bus. The condition codes

sent to the datapath from the instruction decoder are compared to the NCVZ bits in the

PSW of the most significant slice of the datapath (DP3) to determine if the branch signal

should be asserted. If the instruction is not a branch operation, the instruction decoder

must set the branch condition to the branch never state.



(a) Carry-Out (top) and Branch (bottom) for a datapath chip with a 5.6 V
supply, clocked at 1.9 GHz. The branch condition is set to branch on

zero.

(b) Carry-Out (bottom) and Branch (top) for a datapath chip with a 5.6 V
supply clocked at 2 GHz. The branch condition is C^!Z.

Figure 6.13 Measurement of the carry out and branch pads for a datapath chip with
a 5.6 V supply (from [113])

Figure 6.13 shows the carry out and the branch pad during the execution of

branch instructions on a datapath with a supply voltage of 5.6 V.  The first plot shows the

execution ALU operations utili zing the R1 forwarding path for the A operand and the

immediate bits for the B operand. The test executed will generate a 64 bit repeating

pattern in the ALU, and the branch condition is set to ‘1000b which will cause the branch

signal to be asserted when the ALU result is zero. A similar test is shown in Figure

6.13(b). The forwarding paths are not utili zed for this test, requiring the data to be written

to the register file before it may be used for the next operation. The branch condition for

this test is 1010, which will cause the branch signal to be asserted when the ALU result

generates a carry and is not zero (C Z∧ ).

6.4  LOAD STORE LOGIC

Load latch bypass circuitry was necessary to offset the problems with the late load

operations.  The address for a LOAD or STORE operation is not ready until the end of

the EX stage.  The latency on the data cache is two cycles, so the data is not returned

from the cache until the end of the D2 stage.  One option could have been to wait until

the end of the WB stage to perform register file write operations, However, this would

have increased the complexity of the forwarding logic, and would have decreased

performance in the case of interrupt operations.  Instead, the data is written to an input



latch and its address is written to a tag on the instruction decoder as discussed in chapters

4 and 5.

During store operations, the A operand is used to compute the destination address,

and the register file location to be stored is indicated by the B operand field of the

instruction.  However, the B operand used for the destination address calculation may use

the immediate field provided by the instruction instead of the contents of the register

indicated by the B operand field.

(a) ABUS[6] output pad from a datapath clocked at 2 GHz with a
supply voltage of 5.6 V, during store operation

(b) DBUSO[6] output pad from a datapath clocked at 2 GHz with a
supply voltage of 5.6 V, during store operation

Figure 6.14 Address and data bus outputs during a store operation on a datapath
chip clocked at 2 GHz with a 5.6 V supply.

Figure 6.14 shows the output on address bus bit 7 (ABUS[6]) and data bus bit 7

(DBUSO[6]) during a store operation. The datapath chip running this test was clocked at

2 GHz, and the supply voltage was set to 5.6 V.

6.5  IMPLEMENTATION

The final layout of the datapath chip is 8.46 mm by 9.34 mm. Test measurements

show the datapath chip dissipates about 13.4 W with a 5.6 V supply, resulting in a 17.0

W/cm2 power density. Figure 6.15 shows a photograph of the datapath chip with an

overlay outlining the location of various processing elements.
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Figure 6.15 Photograph of datapath chip with an overlay showing various elements
of the design (from [113]).

The internal logic is partitioned into 3 standard cell areas and a register file memory

block. A pad ring surrounds the datapath and provides signal I/O, power and ground for

the chip.

Figure 6.15 shows a set of terminating pads next to each input pad. MCM traces

are used to connect the input pad to the terminating pad if the MCM trace ends at this

receiver. This pad provides a 50 Ω signal termination for the MCM signal, preventing

line reflections. Unfortunately, proper signal termination was an after-thought in the

design of the MCM, requiring these addition pads to be placed on the periphery of every



chip, and add an addition 336.5 µm to each side of the chip. A better solution would have

been to work the terminating pads into the pad ring of the chip (possible due to the

smaller size of the input pads), however this would have required a change in pad rings,

requiring the MCM to be reworked.

The datapath is not a pad limited chip, as shown in Figure 6.15, in fact, changes in

the power distribution rails using the additional M3 metal layer allowed the pad ring to be

shrunk. After additional ground and power pads were added near the register file for

testing purposes, the datapath pad ring is still 500 µm wider than necessary. The total

datapath width (including the external termination pads) could have been reduced by a

total of 1.173 mm, increasing the power density to 19.4 W/cm2. At 6 ps per mm, a total of

21 ps could have been removed from the carry chain criti cal path, and as much as 28 ps

could have been removed from the criti cal paths between the instruction decoder chip and

the DP3 datapath chip. In retrospect, the additional work necessary to redesign the MCM

layout would have significantly relaxed the timing constraints on most of the criti cal

paths in the processor core.

6.5.1. Critical Paths

The criti cal paths through the datapath chip are outlined in the block diagram

shown in Figure 6.1. The criti cal path limiti ng the processor cycle time is the loop that

starts at the operand latches, traverses the ALU and EX result latches, crosses the

forwarding path select multiplexers and returns to the operand latches. To minimize the

delay through this loop, each of the elements are contained in a small section of the chip

as shown in Figure 6.15.

Figure 6.16 shows an outline of the datapath chip listing the I/O connections for

the die as well as some of the criti cal paths.  Most of the criti cal paths in the design

involve distributing control signals issued from the instruction decoder for use during the

decode pipeline stage. Specifically, most of these control signals involve preparing data

from the operand latches. Distribution of the IMMSEL signal, previously discussed in

chapter 5 is one such criti cal path.  This signal and the low order datapath configuration

bit determine if the immediate data should be forwarded to the operand B latch.
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Figure 6.16 Datapath Critical paths.

The low order operand A forwarding path control bit is another critical path previously

discussed on the instruction decoder, and this illustrates how these critical paths were

balanced across both chips. Other critical paths include the B operand address to the

register file, and the ALU carry-in to carry-out on datapath chips DP1, DP2, and DP3.

The ALU forwarding path to the operand latches are shown in gray to maintain the

readability of the figure. Only the path for the low order bit has been drawn since



displaying all eight bits would quickly make this figure unreadable. However, the gates

composing this path are shown to demonstrate how the gates on this critical path were

contained in a small region on the chip to minimize delay.

Chapter 3 discussed the effects of resistance on the propagation delay of the

signals. The width of the lower standard cell area in the datapath chip makes it inefficient

to first route signals out the sides of the standard cell areas before running the M3 routing

tracks vertically up the side of the chip. Instead, Metal 3 routing channels were created

through the standard cell area with special cells that have the power rails shifted to metal

2. Figure 6.17 shows part of the M3 routing track through the lower standard cell area on

the datapath chip.

Figure 6.17 Metal 3 routing channel through a standard cell block on the datapath
chip. Power and ground rails are moved to metal 2 for specific cells the routing

track runs through.

The vertical metal 3 routing tracks on the datapath chip are visible under close inspection

of Figure 6.15. The light band of wires running through the left hand side of the Branch

control and clock distribution logic is the widest metal 3 routing track on the datapath

chip. A second, smaller track runs from the program history logic, across the ALU to the

shifter. Other metal 3 routing tracks are visible outside the standard cell areas on the

datapath chip.



6.5.2. Datapath Gate usage, Rent’s Coeff icient, and Wir ing Capacity

The datapath chip design consists of 9269 HBT devices organized in 1113

circuits. Table 6.4 shows a break down of the gates that were used in the chip. 795 basic

logic circuits are used to implement the core logic for the datapath chip, and 66 Sbuf

drivers and 23 Cbuf drivers were used to distribute clock signals and high fan-out critical

nets. As previously mentioned, the register file consists of 256 memory cells, 8 sense

amplifiers, 8 bit line drivers, 32 word line drivers, 8 bit line multiplexer-latches, 5 address

decoders, and a threshold voltage generator for the write logic [111].

Table 6.4
Gate usage for the datapath chip.

Gate Type Number of
Gates

Typical Function

Boundary Scan
Drivers

23 Driver pads with boundary scan and pattern sample
testing logic

Boundary Scan
Receivers

63 Receiver pads with boundary scan pattern present
testing logic

Power Pads 29 Power
Ground Pads 30 Ground

Other I/O Pads 33 (17) * Test I/O, clock, boundary scan control, corner pads
Sbuf Drivers 66 Clock and high fan-out signal distribution
Cbuf drivers 23 Clock distribution

Standard Cells 795 Logic implementation and signal distribution
Memory Cells 256 Register file memory elements
Sense Amps 8 Register file bit line output amplifiers

Word line drivers 32 Register file word line select drivers
RF support 22 Register file multiplexers, output latches, and write

generation logic
Total 1113

The supply voltage and ground is provided to the chip through 29 power pads and

30 ground pads. An extra Ground-Power-Ground pad site was added to the datapath chip

near the register file. Fortunately the original implementation of the datapath chip

provided enough room for this test site without having to change the location of the

existing pads. Since the register file consumes over 14 % of the datapath power and is the

furthermost logic block from the power and ground pads at the test site, voltage drop

along the power rails could have prevented the register file from operating at speed

during testing. This test site, and additional power rails were added to insure the register

file has sufficient power during the testing process.



The Rent’s coeff icient for the datapath chip can be determined from the total

number of I/O pads, the total number of gates (li sted in Table 6.4), and the average

number of signal terminals on each gate (from the wire length distribution in chapter 4).

The datapath contains 2589 point to point connections and 1113 circuits (M), resulting in

an average number of terminals per circuit (K) of 3.33.  The total number of signal I/O

pads on the datapath (N) is 103, resulting in a Rent’s coeff icient of 0.49. The Rent’s

coeff icient is somewhat lower then the instruction decoder. In addition to register file

memory, the low Rents coefficient on the datapath chip is due to the fact that the address

bus is shared between the instruction and data level 1 caches. Other factors resulting in a

lower Rent’s coeff icient include the efforts made to reduce the number of I/O terminals

required by the datapath chip, such as bit-slice partitioning and the time multiplexed bus

for the operand B and destination register file addresses.

The wiring capacity for the datapath chip is shown in Table 6.5. Similar to the

instruction decoder, these numbers are misleading since they are based on the total area

Table 6.5
Wiring capacity for the datapath chip

Metal
Layer

Pitch Unblocked Wiring
Capacity

Wiring Capacity with
device blockage

Metal 1 6 µm 13169 mm 12643 mm
Metal 2 6 µm 13169 mm 12697 mm
Metal 3 10 µm 7901 mm 7902 mm
Total NA 34.2 meters 25.4 meters

chip area, and most of the available routing resources are not where the routing resources

are required.  Similar to the instruction decoder, the size of the datapath chip as well as

the speed of the overall design is limited by a lack of routing resources. The vertical

distance inside the datapath pad ring is 7.5 mm high. There are only 17 standard cell rows

across the datapath chip (each 163 µm high), so routing channels consume 4.8 mm or 64

% of the datapath chip. If two additional routing layers were available, the overall size of

the chip could have reduced by at least 32 %.

The predicted signal length distribution using the algorithm in [114] was

computed and the results were plotted in Figure 6.18 along with the wiring distribution



for the datapath chip. The actual signal length distribution for the datapath chip does not

match the predicted results as well as the distributions in chapters 4 and 5.
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Figure 6.18 Signal length distribution and predicted signal length distribution for
the datapath chip

The difference between predicted and actual data is related to the Rents coeff icient

previously discussed. The low Rents coeff icient resulting from the memory structures and

time multiplexed buses used to reduce the number of necessary pads on the datapath chip,

decreases the slope of the predicted signal length distribution. Other factors contributing

to the poor signal length characteristics of the datapath chip involve the poor routing

resources available for the process (6 µm pitch and only 3 metal layers).

6.6  SUMMARY

A byte-slice datapath for exploring multi -chip RISC processor development in

AlGaAs/GaAs heterojunction bipolar transistor technology has been designed, fabricated



and tested. Each datapath chip contains an 8-bit by 32 word single-port register file with a

230 ps read access time, and an 8-bit carry-select adder with a 138 ps select path and a

367 ps ripple carry path.

The 8.46 mm by 9.34 mm datapath chip draws 2.4 A. with a 5.6 V supply,

resulting in a 17.0 W/cm2 power density. The datapath design contains a total of 9269

HBT devices and is implemented in 1113 circuits. 103 differential pads provide I/O

signals to the circuits, 29 pads provide power and 30 pads provide ground to the circuits.

Each die was tested using an at-speed boundary scan test scheme. The register file

and adder carry-chain was implemented in a special test chip for accurate performance

characterization of these critical circuits. An analysis was performed on the carry chain

oscillator to determine the accuracy of the simulation models to the measured results. The

average measurements values between 5.2 V. and 6 V. matched the simulated values with

less then 3 % error, validating the simulation methodology.



CHAPTER VII
TESTING

Several factors made the testing requirements for the processor complex. High

frequency probe cards are costly, and for the frequencies that must be provided, were

simply are not available at the inception of this design. Therefore, the chips must be

tested with only a limited number of control signals, to minimize the number of pads that

must be probed to test a die. Due to the relatively high power consumption of the chips,

many of the pads probed must be used to supply power and ground. Furthermore, the

transistor resources for built in self-test (BIST) or level sensitive scan design (LSSD)

latches could not be provided by the yield-limited nature of the technology. Therefore, to

test the various aspects of the processor components, a boundary scan test method must

be used. To test the circuitry at full speed, the system clock generator must be tightly

coupled to the test circuitry to coordinate the activation and deactivation of the high

frequency clock with precision. The equipment and procedures for testing the chips are

described, and problems with the design of the boundary scan test scheme are discussed.

7. TESTING
Testability of a digital system is an important aspect to consider during the design

process. If issues involving testability are not sufficiently addressed, it may be difficult or

impossible to determine if a chip has a catastrophic flaw until it has been fully

implemented in a package. Therefore, an insufficient testing methodology can prove to be

both time consuming and expensive. Various testing strategies were investigated in [115]

and results from this study determined that the FRISC/G processor is limited to boundary

scan testing due to the high transistor resources required for the other testing strategies

investigated (Built in self test and level sensitive scan design [116]).

Industry has adopted the ANSI/IEEE standard 1149.1-1990 as the generally

accepted vehicle for boundary scan testing [117][118][119]. Modifications to this

standard show how it may be implemented using fewer devices [120] (an important

consideration for yield limited design). The problems with JTAG or ANSI/IEEE scan

chain testing is that a low speed external clock is used to excite the on-chip circuitry once

the test pattern has been scanned into the chip [121]. This method of testing provides a



means for checking the functionali ty of the chip, but does littl e to determine how fast the

chip will operate.

The instruction decoder and datapath chips were designed with a novel, at-speed

boundary scan test scheme [115]. The term “at-speed” refers to testing with a system

clock running at the normal operational frequency of the component. This testing scheme

contains a shift register that provides a means to place a bit into the input pads of every

receiver on the chip. The test vector may then be run for one complete clock cycle, and

the results on the output pads may be sampled. The sampled output pad values are latched

into the pad ring shift register, and resultant vector may then be scanned out.

The boundary scan testing circuitry can also be used to test circuitry at-speed in

continuous mode. By scanning test patters into the pad ring and engaging the system

clock in continuous mode, driver outputs may be checked for specific signature patterns

that indicate proper circuit performance.

7.1  BOUNDARY SCAN TEST

The driver and receiver pads used for the boundary scan testing are shown in

Figure 7.1.
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Figure 7.1 Boundary scan test pads. This shows how two drivers and a reciever are
connected to create a scan chain for providing input to and latching output from the

internal circuits (Modified from [115]).

The INPSEL signal controls whether the internal circuits use the data from the pads

(during normal mode) or to use the data from the boundary scan chain (during test mode).

The PRESENT signal is asserted that the beginning of a test, and the latch clocked by

this signal prevents the boundary scan data from effecting the internal circuits until the

beginning of a test. The 4-phase generator is activated with this PRESENT signal as

well , activating system clock at the same time the test vector is presented to the circuitry.

The SCAN signal is used to select between scan mode (which allows test vectors and

results to the scanned in and out of the scan chain) and test mode (which is used to

present data to the chips and sample data from the chips). SCANCLK provides the clock

for the scan chain during scan mode, and provides the SAMPLE pulse to the drivers at

the end of a test during test mode. Sharing the scan chain clock with the SAMPLE signal

reduces the number of devices and the routing resources required for the testing circuitry.

Control bits for the boundary scan are part of the shift register and are scanned

into the chip along with the test vector. The control bits are used to determine which

clock phase will begin a test, and which clock phase will end a test. The test begins when

PRESENT is asserted, which sends the test vector into the chip’s internal circuits, and



starts the 4-phase clock running at the specified phase. The test ends when the SAMPLE

pulse on the SCANCLK signal latches the values of the output pads into the shift register

and disengages the 4-phase clock. Using this scheme, a sequence of instructions may be

executed, and the results may be checked. A delay chain for each clock phase is also

provided, so the test may begin and end a certain amount of time after a particular phase.

This degree of resolution is necessary to determine whether the output signals will reach

the destination chips in time. If, for example, a signal must leave a chip 100 ps after

phase 1, checking the value at phase 2 is not suff icient. This could allow a slow chip to

pass the testing phase as though it worked at speed, and the error won’ t be noticed until

the chip is packaged.

This testing scheme may also be used to test criti cal paths in the chips across

multiple cycles by running the system clock in continuous mode. Continuous mode

testing is accomplished by running a test vector in the chip using the boundary scan

method previously described. Once the test is run, the TEST signal is de-asserted,

placing the chip in normal mode. With the system clock running in normal mode, driver

outputs (CARRY OUT for example) can be checked for signature patterns that indicate

certain criti cal paths are functioning properly at the current system clock rate.

7.2  CORNER PADS

The boundary scan testing scheme contains a significant flaw in the design. Since

the scan chain is a shift register, skew between the latches can result in lost data as

ill ustrated in Figure 7.2.

5 ps
delay

55 ps
delay

A B C

Figure 7.2 Forward skew creating data loss in a shift register



In this circuit, data bit A could overwrite data bit B before it is written into the next latch.

If the sum of the latch’s clock to output propagation delay and setup time is less then 50

ps, then the forward skew will result in the loss of data bit B.

System clocks are often driven in the opposite direction of the data flow to

prevent data loss from forward skew. When the latches under investigation are pipeline

latches in a processor, this solution results in lower performance, but will prevent system

failures resulting from the data moving through a pipeline faster then the clock. Another

solution used by the designers of the Alpha microprocessor requires a minimum number

of gates between pipeline latches [122].

The scan chain however, cannot be solved with traditional clocking strategies

such as running clocks in the opposite direction of data flow, because the scan clock

signal is also used to sample test vector results into the drivers in the scan chain when a

test is run. If the sample signal is not symmetric throughout the scan chain, testing the

circuits to determine if the output is correct becomes diff icult. Therefore, care must be

taken in the design to provide a low skew scan clock signal that will not create data loss

in the scan chain.

To minimize skew, the scan clock signal is sent to four high power clock buffers

(CBUFs), each driving the scan clock for one of the four pad sides. The scan clock signal

is routed to the center of each pad side to reduce skew between the pads on that side. The

test vector data is clocked through the scan chain clockwise around the pad ring. The

problem with the scan chain occurs at the corners, where two pad sides come together. If

there is more then 40 ps of skew between two pad sides in the clockwise direction, one of

the latches will be transparent, and the data for that bit position in the scan chain will be

lost as shown in Figure 7.2. An initial solution to this problem was to insert a pair of

buffers into the data signal path to slow down the data propagation around the corner.

This solution increased the skew that is tolerated between pad sides to about 60 ps.

However, 60 ps is still not a very wide window considering the loading on the scan clock

lines and their physical distance from each other. Modeling inaccuracies, processing

fluctuations or local heating effects can result in unexpected skew, resulting in data loss.

A more robust solution shown in Figure 7.3 uses an extra latch in the scan chain

at each corner. Note Figure 7.3 applies for both the ID and DP chips since the scan clock



signal pad, the scan data input pad, and the scan data output pad are all located in the

west pads for both chips.
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Figure 7.3 Scan chain and latching corner pads used to prevent data loss

The data in each corner latch comes from the previous pad side in the scan chain,

but the next pad side in the scan chain provides the clock. Therefore, if there were a

problem with forward skew, the only data lost would be the unused bits in the corner

latch. Each corner latch drives a pad that can be measured to determine if the corner latch

is transparent by counting the number of clocks necessary for data to reach it. Once it has

been determined which corners are transparent, an automated program is used to modify

the test vectors so the shifted bits will scan to the correct locations in the scan chain.

7.3  TEST EQUIPMENT

Using the boundary scan-testing scheme described above requires the following

equipment: 8 DC power supplies, two custom 10-pin probes, 1 needle probe, and 1

Ground-Power-Ground probe. Also required is a system clock generation circuit, a test

board for boundary scan signal generation, a PC, a test box for control signal generation

and power distribution, a probe station with a water cooled chuck, thermal electric

coolers, and a Tektronix 11801 oscilloscope to view output signals. Furthermore, the PC

must have at least two serial ports, and must contain the Xilinx development software and

the boundary scan test board software. Care must be taken during the testing process to



avoid damaging the wafers or the equipment. A complete description of the testing

procedure and a discussion on avoiding equipment damage is included in Appendix J.

Eight power supplies are required to power the equipment. A supply of –15 V and

+15 V is necessary to provide power to the pin drivers and serial li ne drivers on the test

board. The +15 V supply is also required for the voltage-controlled oscill ator (VCO) in

the clock generation circuitry. A +5 V supply is required for the field programmable gate

array (FPGA) and other logic components contained on the boundary scan controller

board (BSCB). A 0 V to 20 V supply is required to provide a control voltage for the

VCO, and 2 V supply is needed to provide power to a thermal electric cooler (TEC). A –

0.5 V supply necessary for the low voltage input level on the boundary scan pads when

they are pulled to a low state. Finally, supply ranging from 0 V to –6.5 V is necessary to

power to the die being tested. This supply must provide accurate current information both

for measurement purposes, and to prevent damage to the equipment.

Figure 7.4 shows a block diagram of the test system. The PC programs the

boundary scan controller board (discussed below) with the XILINX Xchecker cable

connect to one of the PCs serial ports. The other serial port is connected to the I/O port on

the BSCB, and is used to send test vectors to and receive result vector from the BSCB.

PC
BSCB

Xchecker

Test Vectors
and Results

Probe Station
Results

BS Ctrl and
Test Vector

Figure 7.4 The test setup uses a PC to provide test vectors and store test results for
the die on the probe station. The boundary scan controller board is used as an

interface between the PC and the die being tested.

The BSCB sets the control signals for the boundary scan test circuitry on the chip to be

tested, and sends the test vectors into the scan chain. Once a test is complete the BSCB

receives the results from the chip, and relays the resultant vector back to the PC.

The probe station consists of four positioners with mounted probe arms. The TEC

is placed between the wafer and the water-cooled chuck to provide additional cooling to



the chip. Power distribution and additional control signals are provided to the die by an

additional test box (not shown in Figure 7.4).

7.3.1. Probes

There are two primary test sites on each wafer that is used to provide power,

ground, and control signals to the chip. Each of these test sites consists of 10 pads with a

150 µm pitch. Ten pin multi -contact probes, developed specifically for use with these test

sites, were purchased from GGB (MCW-8-2880) and Cascade Microtech (WPH-763-

150). The orientation of the pins on the probe is S-S-P-G-HF-HF-G-P-S-S, where S refers

to low frequency signal probes (~7 GHz), P and G refer to power and ground

respectively, and HF refers to high frequency probes (~12 GHz).

To provide additional power and ground to the instruction decoder and datapath

test chips, an additional GGB G-P-G probe (P-5-671) may be used to contact the test die

from another angle. The datapath chip has one such power site added near the register file

to prevent voltage drop to this criti cal circuit (discussed in chapter 6). Needle probes may

be used to view the output of any pad on a chip, however these probes lack proper

grounding and so they do not produce very clean outputs at higher frequencies.

The current rating for the power and ground pins on the probes are shown in

Table 7.1. Exceeding the limitations in current will cause damage to the probes.

Table 7.1
Maximum current ratings for the power and ground probes.

Probe Maximum current per power pin Power pins per probe
WPH-763-150 1.0 A 2
MCW-8-2880 1.5 A 2

P-5-671 1.5 A 1
Total 6.5 A 5

The power probes are capable of delivering almost twice what the current handling

capabiliti es of the chips are. However, imbalance in the power distribution, or a poor

touch down of one of the probes could result in damage to the other probe power pins. To

prevent damage to the power and ground pins, fuses should be place in series between the

probe tip and the test box’s power distribution circuit.



7.3.2. System Clock

The system clock for the processor requires a 2 GHz square wave with a 0.5 V

peak-to-peak amplitude and a DC offset of 0 V.  The circuit shown in Figure 7.5 uses a

voltage controlled oscill ator (VCO) and a clipping circuit to generate the system clock for

the processor.

TOM 8130 VCO
1.3 – 2.3 GHz,
4 Vpeak-to-peak

Vsweep= 0-20 V

Schokley
Diodes

Vfb=.5 Volts

Figure 7.5 System clock generation circuit

The TOM 8130 voltage controlled oscill ator will output a frequency between 1.3

GHz and 2.3 GHz based on a 0 V to 20 V control voltage. For a 50 Ω load, the output of

the voltage-controlled oscill ator is a 4 Vpeak-to-peak sine wave. The clipping circuit is

composed of two MACOM MA4CS102B-287 high performance Schottky diodes. This

circuit clips the output of the VCO, generating a square-like wave for the system clock.

This circuit requires a supply voltage of 15 V, and a variable control voltage that

is swept from 0 to 20 V. Unfortunately, the output waveform had poor rise and fall time

characteristics, and resulted in a signal that was only marginally better the output from an

RF signal generator. This was partially due to signal amplitude loss between the VCO

and the clipping circuit, and the paracitics of the circuit components. The use of on-chip

clock generation for testing purposes is discussed in chapter 8.

7.3.3. Test Box

The test box described in [115] was used to provide the SYNC, TEST, and

SELECT control signals. This box is also used to distribute power and ground the chips

being tested.

Some modifications were necessary to the test box before it could be used for the

architecture chips. The test box uses two potentiometers in a voltage divider circuit to

adjust the low and high voltage levels for the signals. The signals are sent to the chip pads



through four BNC connectors on the box, and the logic values are set using the four

switches that are connected to the BNC connectors. The problem with this design is that

the pads draw enough current to offset the voltage of the low input level. The

potentiometers must be adjusted ever time more then one input changes state. To make

the test setup less prone to human error/carelessness, a connector was added to the box to

provide an additional power supply directly to the low voltage rail.

Power is distributed to the chips through the test box. Although efforts were made

to minimize resistance, the voltage drop through the power distribution network on the

test box is about 90 mV to 140 mV (depending on the current). Additional 10 gauge lines

were connected directly to the internal power and ground rails bypassing the power

switch. These lines were installed to reduce the voltage drop from the supply to the test

circuit, and to remove any temptation the test engineer may have to flipping the power to

the chips on and off between tests.

7.3.4. Thermal Electric Cooler

The thermal electric cooler is used to keep the wafer at the proper operating

temperature during the testing procedure. Four of these thermal electric coolers will be

used in the final package of the processor [124]. The TEC is placed on the water-cooled

chuck, and thermal grease is used at the interface between the chuck and the hot surface

of the TEC.  Additional thermal paste is used between the wafer and the cold surface of

the TEC to help spread the heat from the die being tested to the rest of the TEC surface.

A Melcore CP5-31-06L thermoelectric (Peltier) heat pump module was the TEC

used [124] [125]. This device is capable of generating up to a 67 °C difference between

the hot and cold surfaces. This particular module is powered by 3.75 V, and can dissipate

up to 60 Amps of current resulting in a Q > 400 BTU/HR for each module.

During testing, the TEC is set only set to 2 V and dissipates only 1.87 Amps. If

the power to the TEC is increased beyond this point, condensation quickly forms on the

wafer. To reduce the condensation that does form on the wafer, the room humidity setting

and temperature was turned down, and dry air is blown across the surface of the wafer. In

addition to reducing the amount of condensation, the airflow helps dissipate the localized

heat at the die site.



7.3.5. Boundary Scan Controller Board

Once initial test debugging is complete, the boundary scan controller board is

used to provide the remaining test signals. These signals are SCANCLK, SCANIN,

SCAN, and START (INPSEL is always set high). Eight Talon pin drivers provide

signals to the SMA connectors, and interface to an FPGA which is used as a control

module for the BSCB. The SCANOUT signal is received through a separate SMA

connector, and the received signal is fed back to the FPGA through an amplifier and

Schmitt trigger circuit.

A functional diagram of the BSCB is shown in Figure 7.6. The schematics used to

control the boundary scan signals, the UART control signals, and to transfer the data

between the PC and the test die can be found in Appendix H.
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Figure 7.6 Boundary Scan Controller Board Block Diagram

The FPGA is configured to accept eight bits transfers to and from a UART

connected to the serial port of a PC. Data received from the PC is sent to the FPGA

where it is serialized and sent into the test die using the SCANIN and SCANCLK

outputs. Characters from the SCANOUT input are loaded through a shift register and are

sent back to the PC through the UART circuit. The control signals for the UART are

maintained on the FPGA.

Once a test vector is scanned into the test circuit, control circuitry is used to drop

the SCAN and SCANCLK signals. The control circuitry then asserts START signal,

which initiates a test on the chip. The START signal is then lowered, SCAN is asserted,



and the next test vector is scanned into the die as previous results are scanned out. Figure

7.7 shows a timing diagram for a single test.
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START
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Figure 7.7 Boundary Scan Test Timing

Counters and comparitors in the FPGA keep track of when a complete test vector

has been scanned in. The length is defined by the first two bytes in the test file. The

BSCB must be reset when the next file is downloaded so the board knows to use the first

16 bits as the vector length, and not as vector data.

The pin drivers generate enough heat to burn out if a cooling system is not

provided. Unfortunately this thermal issue were not discovered until after damage to one

of the pin drivers on the board resulted. Homemade heat sinks were attached to the pin

drivers, and a power supply fan was used to cool the surface.

7.3.6. Software

The software used to control the test board is listed in Appendix I. The input file,

specified as the first line argument, is a standard ASCII file containing the test vectors.

The first line on the input file contains four digits, represented in hexadecimal format,

which describes the number of bits in each test vector. The remainder of the file contains

the test vectors (in hexadecimal format). Each test vector appears separately on each line.

The front of each test vector must be padded with zeros so its length in bits is divisible by

eight. This limitation is imposed by the fact that bits must be transferred via the serial

port in bytes. Although this function could have been automated in the FPGA hardware,

it was not necessary since test vectors are automatically generated by software that send

output to the vector file in eight bit blocks.



As the bytes are transferred back to the board, they are stored in a file indicated

by the second argument in the command line. Before closing the file, the software

transfers a padding vector of all zeros to the test board that effectively scans out the

results for the last test run on the board. Likewise, the first vector received from the board

is not recorded in the input file since it contains the contents of the scan chain prior to any

tests being run and therefore does not contain useful information.

The software prints to the screen each eight-bit block sent to the board and

received from the board for debugging purposes. A keystroke is necessary to send each

new test vector to the board. This was added to provide manual control of the testing

processes, and allows the user to test any given vector in with the clock in continuous

mode.

7.4  TEST VECTORS

Automatic generation of the test vectors for the instruction decoder and datapath

chips are necessary to save time and reduce possible errors. The scan chain for the

datapath contains 120 bits, and the instruction decoder scan chain contains 139 bits. Hand

assembling vectors of this size and then converting them to HEX format for use with the

software is not possible to due reliably. Furthermore, the test vectors must be adjusted to

account for any transparent corner pads on the chip (previously discussed).

Software (listed in Appendix F) was developed generate the test vectors and their

appropriate result vectors. A file for each chip must be created to associate signal names

with the position in the scan chain. Assigning the same name to multiple scan chain

latches will create a signal bus.

Once the scan chain latches are associated to a name, program files using those

names may be created. These program files define what the state of the inputs should be

for each of the test vectors in the program. The software is then run with the scan chain

file and the program file as inputs, and a file of test vectors is generated as an output.

Likewise, vectors containing the expected results may be created using this software, and

compared to test results to determining if a chip is functioning properly.

The test vectors and expected results must be shifted to account for transparent

corner pads. A separate routine is run on the generated test and result vectors to shift the



values in the scan chain to account for the positions of transparent latches. The final test

vectors and expected results used to test the instruction decoder and datapath chips are

listed in Appendix G.

7.5  PROBLEMS

The testing process began on the instruction decoder chip. Identifying a working

chip was difficult since finding a working scan chain was not easy. Adding a ground

power ground probe increased the current supplied to the chip, and modifications to the

power distribution circuit in the test box also improved results.

7.5.1. Driver Reflections

Once a working scan chain was found additional problems were evident. Patterns

scanned through the chip correctly, however, when the number of clock ticks were

actually counted it was found that the patterns emerged from the chips in less then half

the number of clocks they should have.

The first assumption what that poor rise time on the clock distribution to the scan

chain was causing clocks to go transparent. Such a flaw would make testing the chips

impossible since it would not be possible to scan a complete test into the chips. Though

SPICE circuit simulation was run on this critical circuitry to insure it functioned properly,

complications such as poor power distribution to the clock buffers, and inaccurate

assumptions about the metal resistance and input capacitance of the transistors could be

contributing factors to such a failure.



Scan Clock Input

Scan Clock on Chip (View A)

Figure 7.8 Falling edge of the SCANCLK input. Pin driver oscillations generate
multiple on-chip scan clocks

Closer analysis of the problem found that the number of clocks necessary to scan

a pattern through the chips did not change with supply voltage. If poor rise time to the

latches on the scan chain were in fact the problem, then as more power is supplied to the

clock buffer, fewer latches should remain transparent as the rising edge of the clock

sharpens.

Though the test board appeared to produce clean signals when initially checked,

close inspection of the falling edge of the signal shows that the Talon drivers used to

generate the signals on the test board rings when it drives a 50 Ω load.

The Talon driver output is the shown as the lower signal in Figure 7.8. This

measurement was taken on a Talon driver connected to a 50 Ω cable, connected to the

probe, that is touched down on an active instruction decoder Scan Clock input pad. The

waveform was almost identical when the connection to the chip was replaced with a 50 Ω

load proving that the problem was not the result of a faulty receiver pad design. The

upper signal shows the View A pad on the instruction decoder with the on-chip Scan



Clock signal selected. This on-chip Scan Clock signal is sent to the final scan clock

buffers, and quite clearly shows that multiple clock pulses are sent to the scan chain on

the falli ng edge of the pulse. The Schmitt trigger inputs do a terrific job of capturing the

driver’s oscill ations and generates multiple clock signals on the chip.

The oscill ation frequency was measured and a simple RC filter was designed to

reduce this ringing. A small damping resistor (less then 20 Ωs) is placed in series

between the Talon driver (50 Ω output) and the 50 Ω cable. If the 3 dB cut-off f or the

filter is placed at the ringing frequency of 210 MHz, then a shunt capacitance of 50 pF to

100 pF is necessary. Measurements of the capacitors available were 87 pf, so an 8.2 Ω

resistor results in a 3 dB cutoff fr equency of 197 MHz as shown in Figure 7.9.

 SMA Filter
Talon Driver

50 Ω 50 Ω Cable

87 pf

8.2 Ω

Figure 7.9 Circuit showing driver-filter-cable Assembly

The filter was implemented in two back-to-back SMA connectors and was kept as

small as possible to eliminate circuit paracitics (experimentation shows component leads

significantly reduce the performance of the RC filter). Figure 7.10 shows the falli ng edge

of the Scan Clock signal with the RC filter in place. The lower signal shows the voltage

as it enters the 50 Ω cable, and the upper signal shows the voltage on the View A test pad

with the on-chip Scan Clock selected as the output.



Scan Clock On Chip (View A)

Scan Clock Input

Figure 7.10 SCANCLK Signal with an RC filter used to reduce driver oscillations

Although the fall time of the signal doubled (4 ns instead of 2 ns), the pad

receiver does not oscillate, which can be seen by the single falling edge on the View A

pad. The ringing on the input signal however, has been almost entirely removed, and the

View A pad shows the additional clock pulses sent to the scan chain have been

completely removed. The RC filters were used for the Scan Clock signal and the

START signal, since multiple START pulses would cause the test logic on chip to

erroneously activate multiple tests creating incorrect results.
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Figure 7.11 Signal Rise Time (a) Signal without filter (b) Signal with filter

Figure 7.11 shows the impact of the RC filters on the signal rise time. Although

the rise time was increased, the on-chip Scan Clock signal shows that oscillations in the

pad receiver do not occur.

7.5.2. System Power Initialization

Thorough testing of the chips revealed a reliability issue when die sites were

revisited. Previously working parts were found to have dead scan chains when they were

tested a second time. The problem was traced to the boundary scan test board.

Figure 7.12 Voltage on the test board outputs during power up



The voltage measured on the output pins of the boundary scan test board during

power up is shown in Figure 7.12. This figure shows that the test board generates spikes

as large as 2 V, and prolonged voltages (lasting longer then 1.2 ms) over 1.5 V.  The

input pads on the AlGaAs/GaAs chips are designed to swing from 0 to -0.5 V.  Although

diodes were included to help protect the inputs from possible damage caused by signals

that may exceed these voltages, they cannot protect the input pads from these kind of

voltages applied to the inputs. Similar waveforms can be seen during power down as

well . To prevent damage to the die during testing, the cables must be disconnected from

the test board during power up and power down.

7.5.3. Flaws in the Test Logic

The implementation of the boundary scan test circuitry contains some timing

problems.  Figure 7.13 shows the circuitry used to implement the SAMPLE signal. When

the START signal is low, the latch is cleared, which “arms” SAMPLE. The PRESENT

signal (from Figure 7.1) indicates the start of a test, and is activated by a separate circuit

that waits until proper clock phase to initiate a test. When PRESENT is asserted, the test

begins and runs until the selected stop phase. When the stop phase occurs, the SAMPLE

signal is sent, and the START signal is clocked into the master latch. At the falli ng edge

of the selected clock phase, the START signal is clocked into the slave latch.  The output

of this slave latch is used to set the SAMPLE signal low again, and it masks any

additional clock pulses from activating the SAMPLE signal.

Sample
Present

Start

Selected
Clk Phase

Figure 7.13 The SAMPLE signal generation circuit containing a race condition



The problem with this circuit is that if the rising edge of START reaches the data

input to the master latch before it reaches the clock input, the master latch would be

prematurely set. Since the PRESENT hasn’ t occurred yet, the slave will also be set, and

the SAMPLE will never occur. To prevent this from happening, two low power buffers

are placed between the START input pad and the latch.  In theory, these buffers add

more propagation delay in the signal path then the OR gate connected to the clock input.

In fact simulation shows this delay is about 48 ps, indicating the circuit should work.

Unfortunately, simulation is not reali ty, and 48 ps is not a very good margin to count on

when designing something as crucial as the testing logic. Processing variations or local

heating effects can impact the performance of the circuits, resulting in a poorly functional

circuit.

Since the testing logic worked in simulation, this error was not detected until after

the chips were released for fabrication. The masks for the chips were already cut, but the

chips had not yet been fabricated, so an effort was made to increase the skew between the

data and clock inputs of the master latch by changing a single mask plate. By reusing the

same via holes, only the metal 1 plate was changed, and additional delay was added to the

START signal between the buffers and the master latch by creating a serpentine out of

the metal. According to simulation, this increased the delay to about 78 ps, making the

circuit somewhat more resistant to processing variations or modeling inaccuracies.

Despite this effort, there were still problems with the SAMPLE signal. On many of the

die tested, the SAMPLE only worked intermittently, significantly complicated the testing

procedure.

The problem with this design is that it is not synchronous. This is the only logic

on either of the chips that is not either clock or state dependent. A simple solution to fix

this error is shown in Figure 7.14. This solution was not available in the one mask

correction previously described due to a level difference between the AND gate and the
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Figure 7.14 SAMPLE signal generation with the race condition removed

OR gate in the original implementation. Using this design, the slave latch holding the

mask bit is used to hold the master latch open until the START signal falls. Since a

similar circuit is used on the PRESENT signal, the slave latch will also clear, closing the

master latch. The START signal will now be clocked into the latches properly, without

the danger of the race condition in the current logic implementation (the logic is now

state dependent).

Another problem with the testing procedure could have been avoided with

additional forethought. Test equipment that is capable of providing a high quality 2 GHz

square wave with good rise and fall time characteristics is extremely expensive. Although

the clock generation circuit used for the testing was sufficient to find working die, many

of the chips that were found not to function at speed may have, had a better clock source

been available.

A small voltage-controlled oscillator placed on the chip could have prevented the

problems with clock generation. The voltage-controlled oscillator could have been

worked into the current testing setup without the need for additional control signals, as

shown in Figure 7.15. However, this would have reduced the number of internal signals

visible on the view pads.
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Figure 7.15 Adding a voltage-controlled oscillator the test circuitry would eliminate
problems with poor clock sources during testing

The SELECT input used to view different internal nodes would have to be used as a

clock source select line. Likewise, one of the view output pads would have to be

dedicated to the output of the voltage-controlled oscill ator so the frequency of the system

clock can be monitored continuously. The unused Clock input would be used as a control

voltage for the VCO. Finally, one of the power and ground pin pairs should be used to

power the VCO separately from the rest of the circuit to prevent circuit switching activity

from injecting noise into the clock source circuitry.

7.6  SUMMARY

An at-speed boundary scan test scheme was used to test the instruction decoder

and datapath chips. Using this test scheme, chips can be tested with a minimum number

of probes, and measured to determine if they operate correctly at a given speed.

Furthermore, the boundary scan test scheme implemented a testing solution with fewer

devices then BIST or LSSD testing schemes, which is important considering the yield-

limited nature of the technology.

Instruction decoder and datapath chip clocked at 2 GHz were found to operate

correctly at –5.6 V. To prevent overheating during testing, a TEC and water cooled chuck

was used to carry the heat away from the test die. Though the testing scheme was

adequate to identify working parts, design errors in the implementation of the logic made

the testing process more difficult. Better testing schemes for future designs were

addressed, and additional suggestions for yield limited processor test schemes are

discussed in chapter 8.



CHAPTER VIII
CONSIDERATIONS FOR FUTURE DESIGNS

Perhaps the most important information gained though a research project is
figuring out what you did wrong, and how to avoid repeating those errors in the future.
The next generation FRISC processor (FRISC/H) is still i n its conceptual phase. As the
HBT device technologies continue to mature, more complex designs implemented with
smaller dimensions are possible. The issues faced (and the errors made) during the
development of the FRISC/G processor will aid in the development of faster HBT
processor designs in the future. These designs will be targeted for technologies with
higher device integration, smaller feature sizes, may employ 3-D chip stacking
technologies to reduce the length of the required interconnect. There are many
possibiliti es facing the designers of FRISC/H, some of which are identified and discussed
here. But the designers of FRISC/H will have to adhere to the FRISC mantra: “speed any
cost.”

8. Considerations For Future Designs

The design for the FRISC/H processor is still i n its conceptual phase. The target

clock rate currently under discussion for this processor is 8 GHz, and initial work in

developing faster adders and register files is currently underway. The following

discussion will i dentify problems with the FRISC/G processor that should be avoided in

the development of FRISC/H, and will discuss circuit and logic options available to the

developers of FRISC/H.

The limitations in device integration that forced the partitioning of the FRISC/G

processor can not be tolerated if the target clock rate is to be realized. Therefore,

FRISC/H must be developed in an HBT technology that is capable of a single chip

implementation. Fortunately the IBM SiGe BiCMOS process provides the transistor

yields necessary for a single chip implementation of FRISC/G, and is therefore a likely

candidate, for the process used to implement FRISC/H [80].  In addition to greater device

integration, this process provides smaller devices and better interconnect pitch, which is

necessary to reduce the size of the design so it will fit on a single chip. Furthermore, the

SiGe BiCMOS process provides CMOS devices for cache memory arrays, allowing the

power of the processor to be cut in half.



8.1  CIRCUIT FAMILIES

To further decrease the propagation delay through logic limited critical paths,

alternative circuit designs should be investigated. The bus logic described in chapter 2

demonstrated how dense circuit families can reduce routing and load capacitance on one

voltage level at the cost of increased switching delays at another. Other methods of

improving the density of logic circuits involve using single ended logic for level 1 and

level 2, and differential logic for level 3.  The single ended signals require twice the

voltage swing, and results in more switching noise then the differential logic, but it

allows much more complexity to be added to the gate [9]. Therefore, it is recommended

that FRISC/H make use of single ended logic at level 1 where wired-OR outputs and

wide AND fan-in could be used to reduce gate count. The increase in propagation delay

resulting from this increase in voltage swing will probably be recovered by the reduced

interconnect load and device fan-out. Furthermore, this type of circuit lends itself to hand

crafting extremely dense circuit blocks.  Of course use of this design technique must be

analyzed on a circuit by circuit basis.

Figure 8.1 shows another circuit technique discussed in [82] used to reduce the

total power dissipated by a logic circuit. This logic can be implemented with a low supply

voltage since this voltage is not limited by cascading base to emitter voltage drops in

normal CML and ECL logic implementations (the supply used to implement the circuits

in [82] was only 1.5 V).
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Figure 8.1 D-Latch implemented in a low voltage logic family

There are 2 fundamental problems with the circuit shown in Figure 8.1. The

voltage swings on signals must be twice the swing normally allowable in differential

logic since the voltage levels for the two input signals must be interleaved. To maintain

reliable circuit performance, the low level for CLK must be lower then the low level for

D, and the high level of D must be higher the high level of CLK. The additional voltage

swing necessary will result in increased propagation delays. The second problem with

this circuit is that it draws twice as much current as a normal ECL/CML gate. The current

source on the side of the logic tree that is “off” just sinks current without driving the logic

value onto a load.

For the most part this sort of logic should be avoided. It wastes power and will

usually result in slow circuits. This circuit was only mentioned because it can be used in

conjunction with CML logic to generate very wide multiplexers. Three-levels of series

gates CML circuits can only generate a 4 to 1 multiplexer. Using this logic, a special

high-voltage swing select signal can enter the circuit in parallel to the normal level 3

circuit, effectively creating an 8 to 1 multiplexer. This signal selects between two normal

multiplexers and decides which one will drive its value to the output.

Figure 8.2 shows another type of logic family, which can be used to reduce the

propagation delay through logic gates. This emitter RC coupled logic (ERCCL) uses a

resistor and capacitor pair to generate a voltage bias between the two emitters at the



lowest logic level.   When CLK is high and CLK is low, a small voltage is dropped

across Rc and Cc as the current through the gate runs through both tail resistors in the

current source (Rt). When the level 3 input switches, the bias across Rc helps to turn on

the CLK  transistor and turn off the CLK transistor. The capacitor is used to maintain the

bias while the inputs switch, and charges in the opposite direction before the next

transition. The benefit received from this circuit is dependent upon the rise time on the

inputs, and the RC time constant of the circuit. If the inputs switch too slowly, and the

RC time constant is not large enough, then the capacitor will discharge too early, and the

circuit will be of little benefit. However, if the RC time constant is too large, then the

capacitor will not store enough charge before the next transition resulting in asymmetric

switching behavior.
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Figure 8.2 Current tree with emitter RC coupling at level 3

To optimize this circuit for a general library, a trade-off between propagation

delay and switching consistency must be made. Similar to SOI, the switching

characteristics are dependent on the switching history of the circuit [88].  This is not a



problem for clock inputs since they almost always switch every cycle.  However, if the

input does not change state, and the RC constant is too high, then when the circuit final

does switch, the first switch will be faster then normal. Likewise, when the second switch

(back again) occurs, it will be slower then normal (This is referred to as “ first-switch

second-switch” in the SOI design community). The maximum RC time constant is

limited to 50% of the cycle time for data inputs and 25% for clock inputs (since they

switch twice each cycle). However, if the inputs are known to have a faster rise time,

better circuit performance will be achieved with lower RC time constants. Although

inductance on the interconnect may slow down signal propagation, it helps maintain fast

signal transitions which will actually generate faster switching characteristics in this logic

family.

The voltage dropped across Rc reduces the effective noise margin on the gate. If

the full l ogic swing is dropped across the gate, then a very small amount of noise will

cause the gate to start to switch. Therefore, to maintain reasonable noise margins

(discussed in chapter 2) the voltage drop across Rc is limited to .1 V for a .25 V logic

swing. The components for this new current source may now be computed using

Kirchhoff’s current equations.

I

V2
R cs

t =
(8-1)

Where Vcs is the voltage across the current source (across the RC tree), and I is the

current through the gate.
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R

−
=
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VRc is the voltage that that will be sacrificed on the noise margin for the improvement in

switching speed.
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TRC is the RC time constant chosen for the circuit.

Input

150 mV Buffer

ERCCL Buffer

Regular Buffer

Figure 8.3 SPICE simulations comparing chains of 6 buffers in standard CML,
ERCCL, and low-voltage swing buffers.

Spice simulations comparing the propagation delay through a chain of 6 buffers is

shown in Figure 8.3. Since these circuits effectively reduce the noise margin of the gate,

buffers were design with a reduced signal swing to provide a fair comparison between the

two circuits. The results of this simulation show the buffer chain with the new ERCCL

circuits switch considerably faster then the standard CML/ECL buffers (which is

expected). However, these circuits were also found to switch faster then the circuit with

the reduced voltage swing.



Table 8.1
Comparison of ERCCL logic and standard buffers with equilivent noise margins

Logic
Level

Standard
Buffer

ERCCL
Buffer

150 mV
Buffer

ERCCL  %
Improvement

150 mV   %
Improvement

Level 1 23.8 19.3 20.1 18.9 15.5
Level 2 29.4 24.6 24.8 16.3 15.6
Level 3 33.0 27.7 29.4 16.1 11.1

Similar simulations were run at various logic levels, and the results were

compiled in Table 8.1. The ERCCL buffers show a better performance improvement over

the standard buffers then the 150 mV buffers for the buffer chains studied with this

analysis. However, this logic family does not have the additional complications regarding

history effects previously discussed.

I0

S

I0

Z

Z

VSS

I1

S

I1

Figure 8.4 An ERCCL 2-to-1 multiplexer. RC coupling is used to improve the
switching speed on all of the inputs.

If a gate only requires inputs on 2 logic levels (any function of 2 variables or a 2

to 1 multiplexer), then it is possible to use this circuit technique to improve the speed of



all the inputs. Figure 8.4 shows a 2 to 1 multiplexer with all of the emitters coupled

through an RC circuit, effectively improving the propagation delay through the gate for

all of the inputs. In this circuit, the level 2 voltage region is used to generate the biasing

necessary for RC coupling the level 1 emitters.

Multiple emitter follower output stages is another circuit technique available to

the designers of the FRISC/H processor. This type of circuit was not used in FRISC/G

primarily due to the diff iculties modeling it in the dynamic timing simulator. Instead of

using multiple buffers to drive a high fan-out signal, a CML level 1 output drives

multiple emitter followers, allowing signals to be driven in opposite directions efficiently

at both level 2 and level 3.

8.2  INTERCONNECT

The design on FRISC/G clearly ill ustrates the problems in attempting to

implement a processor with only 3 wiring layers.  Current CMOS wiring technologies use

as many as 6 layers of copper interconnect.  Assuming the development of FRISC/H will

occur with a similar process, Figure 8.5 shows the recommended wiring orientation for

the processor.

With 6 metal layers, the routing channels used in the current processor will no

longer be necessary, providing a means to significantly improve the circuit packing

density. Figure 8.5 shows how the standard cell rows can “ flip-flopped” eliminating the

routing channels in the current design.  Metal 6 is routed horizontally providing power

and ground to each of the cells in the standard cell row. The system clock is distributed

on this layer down the center of the standard cell row.  This preserved routing resource

allows the clock to be evenly distributed throughout the design with very littl e skew.

Note that the differential pairs on the clock are separated to reduce capacitance induced

by odd mode switching.
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Figure 8.5 Proposed wiring format for FRISC/H

The Vref signal (routed on metal 2) provides the voltage bias for active current

sources. Active current sources are necessary to offset parameter fluctuations and local

heating effects that adversely effect reliable circuit performance. As the speed of the

processor is increased, tolerances for these variations in circuit speed are significantly

reduced.

Metal layer 5 should be used for vertical power, ground and clock distribution, as

well signals that must be routed long distances in the vertical direction. Metal layers 4

and 3 provide a complete interconnect grid for signal distribution. Metal layer 2 adds

additional routing resources in the horizontal direction, though this is only a partial

routing layer. Some blocking on the metal 2 routing tracks will occur since Vref requires

one routing track for each standard cell row, and because metal 2 is used within the

standard cell circuit itself. Metal 1 (not shown) should be used primarily for interconnect

within the standard cell. In some cases, metal 1 interconnect may also be used to connect

to adjacent cells (effectively creating a macro cell).



8.3  TIMING ORGANIZATION AND CLOCK DISTRIBUTION

The FRISC/G processor uses a 4-phase system clock to control when various

events should occur in the processor.  A 4-phase clock was crucial for the address control

of the single port register file. The problem with a 4-phase clocking system is the routing

resources necessary to distribute the clock phases throughout the chip with the skew

between phases accurately controlled. Furthermore, the clock generation hardware must

create clean clock signals with fast rise and fall times at twice the frequency of the rest of

the processor.

A standard 2-phase clocking system will be necessary in the FRISC/H processor

to reduce clock skew, and the amount of routing resources required. Similar to FRISC/G,

FRISC/H should make use of level sensitive clocking (as opposed to edge triggered

logic). Level sensitive clocking is faster then edge triggered logic since the data does not

have to wait until a clock edge before moving on to the next set of logic. However, it can

result in transparent latching, and setup or hold time violations if too much clock or data

skew gets into the system. To reduce these possibilities, the logic depth between pipeline

stages should be kept fairly uniform throughout the processor.
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Figure 8.6 Interleaving differential routing channels

In level sensitive clocking, signals transition on one of two phases. Either they

change state while the clock is high (φ1), or when the clock is low (φ2). To avoid cross-



talk between wires, φ1 and φ2 signals should be interleaved in the routing channels

whenever possible (as shown in Figure 8.6). Note that the differential pairs are no longer

kept in adjacent tracks. By separating the differential pairs, the effective capacitance can

be reduced by as much as 23 %, significantly improving the propagation delay through

the interconnect. However, too much skew between differential pairs reduces common

mode noise rejection, and can possibly result in circuit failures [89][90]. Therefore, the

paracitics of the wire pairs must be kept as close as possible.  Note that in Figure 8.6 the

differential pairs run in parallel, but are simply separated from each other by a consistent

number of wires. The paracitics can be closely matched if these wires always run parallel

to each other.  They should contain the same wire lengths, the same number of vias, ect.

Furthermore, they both share the same neighbors (albeit the compliment signal) so they

should have approximately the same routing capacitance using this routing technique.

Local
Clock
Buffers

Figure 8.7  H-tree clock distribution. Local clock buffers are driven by a system
clock buffer through a balanced H-tree of interconnect.

On-chip clock skew may also result in setup or hold-time violations. The clock

should be distributed in an H-tree shown in Figure 8.7 to reduce possible clock skew. The

H-tree depends largely on symmetry of the system. In this technique, the clock comes in

off-chip and is buffered, balanced, and sent to the ends of the chip. Active clock deskew

circuits may also be necessary correct phase skew between two ends of the clock

distribution tree. This will reduce the amount of cross-chip clock skew, which can result

from process variations or local heating effects.



8.4  PROPOSED LOGIC DESIGN FOR FRISC/H

The FRISC/G processor consists of a total of 221,089 HBT devices and dissipates

257.8 W. The SiGe BiCMOS process allows the use of MOS devices for the cache

memory cells, which will significantly reduce the power dissipation of the processor.

Other design changes are necessary since there will be an increase in the performance gap

between the first level of cache and the cycle time of the processor

8.4.1. Cache

FRISC/H should use a Harvard architecture for the first level of cache. Separating

the instruction from the data memory provides increased bandwidth to the first level of

cache, allows simpler logic implementations for the cache controllers, and allows the data

and instruction memory to be placed in conveniently separate locations (shown in Figure

8.11 discussed later).

The cache memory for the FRISC/G processor currently dissipates 169.2 W. To

reduce the power consumed by the processor to a manageable level, the cache memory

cells will have to be implemented in CMOS. Bipolar devices can be used for the sense

amplifiers, bit-line drivers, and word line drivers to improve the access time of the cache

without increasing the power dissipation by much. It is likely that the first level of cache

will have an access time of about 6 processor cycles (750 ps for an 8 GHz processor)

though exact numbers are difficult to estimate without actually implementing the circuit.

Cache simulations of the FRISC/G architecture show that increasing the size and

associativity of the cache will significantly improve the hit rate[83]. Limitations in device

integration restricted FRISC/G to a directed mapped (associativity of one) four kilobyte

cache with a 16-word block size.  It is likely that the sizes of the FRISC/H cache can be

doubled with the CMOS memory structures, but a direct mapped cache will probably be

necessary to minimize the access time.

8.4.2. Instruction Buffer

Since the access time for the cache is at least a factor of 6 slower then the cycle

time for the processor, an instruction buffer must be implemented in FRISC/H.  The other

alternative would involve extending the processor pipeline 6 cycles into the cache



resulting in a branch latency of 9 cycles, and would probably involve more hardware then

the an instruction buffer. Another benefit to an instruction buffer is that it is not necessary

to know what the actual speed difference between the processor and cache actually is.

This kind of knowledge is necessary of the cache is to be incorporated into the processor

pipeline.

Current Cache Line
Word 14Word 15 Word 0Word 1

32-bit 16-to-1
multiplexer

32-bit instruction

512
512

Previous Cache Line
Word 14Word 15 Word 0Word 1

Next Line Prefetch

Figure 8.8 Block diagram of instruction buffer

A block diagram for the proposed instruction buffer is shown in Figure 8.8. A

very wide bus is used to read an entire cache line (in this case 16 words) into a set of

latches. Each cache line consists of 512 bits, so CMOS should be used to implement

these latches to reduce the power and area required for the circuit. Furthermore, CMOS

logic can easily implement a latch with a 125 ps propagation delay (there is no other logic

on the path). However, thirty-two 16 to 1 multiplexers must be implemented in HBT

devices since the selection of the appropriate word will be on a critical path. Fortunately,

this particular application is ideal for the bus multiplexer discussed in chapter 2. The

select inputs are on the critical path but the level 1 inputs seldom change value.

While the processor executes instructions out of the current cache line, the

prefetch logic fetches the next line from the cache.  This is necessary to avoid waiting 6

cycles for the next line to be fetched from the cache when instruction execution reaches

the end of the current cache line.  When a new cache line is read into the input buffer, the

current line is temporarily stored in a second set of CMOS latches. This because a branch

operation in the current cache line will probably have a destination address in either the



current cache line, previous cache line, or the next cache line (currently being

prefetched).  For more details refer to the discussion on the branch in section 8.4.8. The

number of devices required to implement this instruction buffer is 4146 MOS transistors

and 1344 HBT devices.

8.4.3. Process Identification Tags

An important aspect of processor design is virtual memory support. The processor

generates virtual addresses when making memory references. Before obtaining the

requested data, this address must first be converted to a real memory address if

segmentation has been implemented. One method of improving the performance of cache

accesses is to index the cache using the virtual addresses generated by the program

stream [84]. Virtual address translation prior to cache access using this scheme is no

longer necessary, so valuable transistor resources in a yield-limited technology may be

saved (a translation look aside table for virtual memory address translation is no longer

necessary).

The savings in hardware, and increase in L1 cache speed does not come without a

cost however. Since the addresses accessed by the processor in the L1 cache are virtual,

during a context switch the entire L1 cache must be translated and saved to memory.

Otherwise, virtual addresses for the new process may map to the same virtual addresses

as the old process, and data from the old process will be lost.

The time required to save the L1 cache is dependent upon its size. Small caches

may be swapped out quickly whereas a large L1 cache would require more time to swap

and would therefore prove inefficient. For yield limited technologies, the size of the on-

chip cache is li kely to be small making the virtual cache an attractive option.

Process identification tags are used to keep track of which cache line belongs to

which process in a virtual cache.  When process identification tags are used a virtual

address cache does not require flushing since each process is effectively mapped to a

separate “virtual address” space. If an n-bit process identification number is appended to

address requests made to the cache, then up to 2n processes may be executed

simultaneously in the processor.



To implement process identification tags an n-bit register must be mapped to the

process status word on the processor. The contents of this register set the most significant

bits for address requests made by the processor. The context switch interrupt service

routine sets this register in the PSW each time a context switch occurs.

The n-bit PID can never be set to “0” since this address space is reserved to

supervisor mode programs. During interrupts, the processor enters supervisor mode, and

the PID is bypassed allowing the interrupt vectors to be accessed from the protected

memory space. The required number of devices necessary to implement an n-bit PID is

approximately 12*n. For a processor to provide a unique virtual address space for 32

processes only requires about 60 HBT devices for the multiplexer logic necessary during

context switches. The actual value of the PID is simply stored in the most significant bits

of the address bus latches. Therefore it is strongly recommended that this feature be

added to FRISC/H.  For very littl e additional logic, the entire L1 cache will not need to

be flushed during context switches.  Of course the use of a PID will add complexity to the

off-chip memory management unit and operating system. However, the memory

management unit does not have to run at the same rate as the CPU when a virtual L1

cache is used, so it would probably be implemented in CMOS anyway.

Process identification tags may cause problems when different virtual addresses

are used to reference the same data.  This practice in programming is referred to as

aliasing and since the processor does not have the device resource to provide anti-aliasing

hardware, the additional complexity must be added to the compiler to prevent this

problem.

8.4.4. Pipeline

A block diagram of the FRISC/H processor is shown in Figure 8.9. The processor

only contains 6 pipeline stages whereas FRISC/G contained 7.  The first two pipeline

stages in the FRISC/G processor used for instruction fetch were replaced with an

instruction buffer. Since the instruction buffer access is extremely fast (2 gates delays)

instruction fetch no longer a separate pipeline stage. An additional pipeline stage was

added to the decode stage to provide the register file with the additional time required to

access it (memory arrays are not able to maintain the same performance advantages as the



other logic). The execute pipeline stage is still only one cycle in length, but two result

stages are required for results to be written to the resister file.

Similar to the FRISC/G processor, FRISC/H should provide 6 interrupt signals for

Reset, System Errors, Instruction memory page fault, data memory page fault, a device

interrupt, and a maskable interrupt for a system timer used in context switching.
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The additional pipelines stages necessary for a store operation to complete or a

load operation to return with results is no longer necessary.  Instead, the load/store

destination address and two status bits are stored as part of the system state.  If an

exception interrupts the load, the destination address and status bits are stored with the

other state information for the processor.  When the process restarts, the destination

address and status bits are restored, effectively reissuing the load/store operation without

recalculation the destination address. This logic is described in more detail in section

8.4.6.

The tag comparison logic has been simplified from four comparisons to only two

comparisons for the operand addresses. The only comparisons necessary for forwarding

and bypass paths are for the EX stage (If the previous instruction generates the results for

one of the operands), and the input data latch (from a load which has completed).

Reducing the number of comparitors and forwarding paths, and pipeline stages helps

offset the additional logic necessary for the instruction buffer. There are still forwarding

paths for the RES-R1 and RES-R2 pipeline stages, by they are handled internally by the

register file since this is effectively a read/write collision for that register file location.

Some complexity was added back into the forwarding logic. A direct path from

the output of the ALU back to the operand latches must be provided with as few gates as

possible.  This loop will probably define the maximum operating frequency of the

processor (assuming two pipeline stages will address the RF latency problems). This

requires an extra bus to be routed to the feedback logic (note this creates redundancy

since a slower path back to the operand latches already exists from the result multiplexer.

The pipeline diagram and instruction flow chart for this processor is shown in

Figure 8.10.  Note that the pre-fetch stage actually a pipeline stage since it is executed

entirely in parallel with the execution of the other instructions.

During the first decode stage (DE1), the operand addresses are immediately

issued to the register file. It will take a few extra gate delays to determine if the fetched

instruction was the correct instruction. It is possible that during prefetch an L1 cache miss

occurred (and possibly even L2, etc.) and the processor only now requires the instructions

that have not been fetched from the cache yet. If the instruction fetched was not the in

instruction buffer, then the MISSI signal is asserted, and the DE stage is flushed. When



the correct cache line is finally in the instruction buffer, MISSI drops, and the DE stage is

restarted.

If the instruction is not a branch operation, then the program counter is

incremented and the next instruction will be fetched from the next address in the

instruction buffer.  During branch operations, the destination address must be computed

and the target cache line must be latched into the instruction buffer. This will t ake an

extra cycle to complete, so the FRISC/H processor has one latency slot that may be

flushed, resulting in a “not-taken annulli ng delayed branch” . However, since the

processor does not know if the branch condition is true or false until the end of the EX

stage, there is also one instruction along the “taken” path that must be flushed if the

branch turns out to be false.  Therefore, the processor has 2 latency instructions for

branches, the first is “annulli ng-not-taken” , and the second in “annulli ng-taken” . The

branch unit is described in more detail i n section 8.4.8.
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Figure 8.10 Pipeline diagram and instruction execution flowchart for FRISC/H.

A block diagram of the processor is shown in Figure 8.11.
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8.4.5. ALU and Shifter

Faster adder designs are necessary to meet the target cycle time for the processor.

The adder is the critical path in the ALU and is typically the circuit component that

defines the cycle time for most processors.
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A minimal 32-bit rotator has been designed for current mode logic with three

levels of series gates current trees (shown in Figure 8.12). This 32-bit bi-directional

rotator can effectively shift the bits around the register in either direction, which is

logically a waste of functionality. However, this permutation is also capable of

implementing a 64-bit rotator, which is of interest in the implementation of wider

processors. Converting the rotator to a rotator/shifter is done by using AND gates to

conditionally mask the bits that wrap around. The implementation of this rotator requires

a total of 1344 HBT devices.

8.4.6. Load/Store Operations

Out-of order load and store operations.

Stall logic



When a load operation completes, the data in stored in an input latch until the next

load is issued, allowing the results of the current load to write to the register file.

Instructions accessing the data input latch  stored in the load latch is

8.4.7. Multiply and Division Unit

The sections of the computer discussed to this point primarily involved the control

mechanisms for single cycle operations (an integer pipeline). More computationally

intensive operations require dedicated hardware, and multiple processor cycles to

complete. When an instruction is permitted to remain in the same execution pipeline

stage for multiple cycles both hardware dependencies and data dependencies become a

significant problem. These operations include multiplication, division, and floating point

calculations.

Multipli

er/divider design

8.4.8. Branch Unit

If the likelihood of branching is 70 % and there is a 45 % chance that the

destination is in the branch buffer window, and if a window miss has a delay of 5 cycles,

then the average cycles for a branch taken scheme is:

.3*3+.7(.45*1+.65*6)=3.945

for branch not taken:



.3*1+.7(.45*3+.65*6)=3.975

The branch unit assumes a branch is taken. Depending on whether or not loop

unrolling is used will depend how often branches occur.  53 % of the branch destination

address are within 12 instructions of the branch operation.  Therefore, if the prefetch

buffer can fetch the next cache line, and keep the previous cache line, most of the

branches will have a latency of only 1 cycle.  However, when the branch is not in these

three lines, the destination address must be fetched from the cache, and the branch

effectively has a latency of 6 cycles.

Therefore, if the branch misses the line it continues feed instructions and it hopes

they will not need to be flushed (branch not taken). Otherwise, it feeds instructions from

the destination region.  If the branch is not taken, the PC must be restarted from where it

left off and the stuff from the destination address must be flushed.

8.5  HEAT DISSIPATION AND COOLING ISSUES

The current processor consumes a total of 257.8 W, which results in a power

density of 257.8 W/cm2 if the existing processor was simply shrunk to a 1 cm2 die. The

cache memory for FRISC/G consumes 169.2 W, which is 65% of the total system power

dissipation. Therefore, simply reducing the power dissipation of the cache memory will

provide significant improvements in the power dissipation. If a BiCMOS core is used for

the cache memory, then the effective cache power dissipation could be reduced to about

20 W, resulting in a system power dissipation of about 100 W.  Since most fabrication

processes use a 2 cm reticle, a further reduction in the power density is possible if the die

is centered on the reticle and the unused reticle space simply left as a heat spreader.  The

empty space may be populated with metal and via layers to help spread the heat away



from the die.  If a BiCMOS cache is used, and the wafer diced along reticle boundaries,

then the overall power density will be about 25 W/cm2.

8.6  C4 PACKAGING AND RENTS COEFFICIENT

The C4 solder bump packaging provided by IBM foundries allows signal I/O to

be placed in a matrix across the surface of a chip.  If a 225 µm pad pitch is assumed, and

the FRISC/H chip is 1 cm on a side, then the total number of pads available to the

processor is 1936. If we assume the same number of I/O requirements as FRISC/G, then

1157 I/O signals are necessary, leaving 779 pads available for power and ground.

If dual ported memory is available for the L2 data cache, then the miss penali ty

for the data cache can be cut in half since the new cache line can be read as the old cache

line is written. This cuts the miss penalty on the data cache in half, making it the same as

the instruction cache (instruction cache lines don’ t need to be swapped out, only read in).

This requires 535 additional pads (a 512-bit data bus, and a 23-bit address), leaving a

total of 244 pads for power and ground.  If there are 122 power and 122 ground pads, and

the processor dissipates 100W with a 5.2 V supply, then each power and ground pad must

supply about 158 mA to the processor.

Assume the number of circuits in the processor core, and the number of terminals

per circuit is the same as FRISC/G (impossible to verify without designing the entire

processor) then the Rent’s coeff icient for FRISC/H can be computed. If the cache size is

doubled, then the total circuits count increases to 97425. If the I/O count is 1692, then the

Rents coeff icient for the new processor is about 0.55.

A prediction for the wire length distribution for the processor is shown below in

Figure 8.13. This distribution will li kely resemble the actual FRISC/H wire length

distribution if FRISC/H is developed with interconnect 6 layers.
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Figure 8.13 Predicted wire length distribution for FRISC/H Processor

If fewer then 6 interconnect layers are available, then the processor design will be more

wiring limited, and chip size as well as the signal lengths will increase.

8.7  OTHER DESIGN CONSIDERATIONS

It is possible that the designers of FRISC/H may find themselves with more

transistors then expected. This section is added to address some features that may be

added to the architecture. However, each of these features either requires a lot of

transistor resources, or requires memory components (which tend to run slower then the

other hardware in the system).

8.7.1. Branch Prediction

Determining the direction of a branch (taken or not taken) can eliminate the

performance degradation of the processor caused by branches. Branch prediction may be

done at compile time (such as loop unrolling), and optimizing compilers tend to do an

excellent job at such tasks. However, an optimizing compiler may make an instruction

stream only so efficient. Even in optimized code, 8% to 10% of the instructions executed



are branches [84]. When the destination address of a branch instruction may be calculated

prior to knowing whether or not the branch is taken, branch prediction hardware may

prove a valuable hardware investment.

The simplest form of branch prediction hardware is called the branch prediction

buffer or branch history table (BHT). This is a table that is accessed using the lower n bits

in the branch destination as an address (for a table with 2n locations). The table entries

contain a 1-bit field which states whether or not a branch to this address was last taken. If

the table predicts the branch was taken the instruction from the destination address enters

the Fetch stage of the processor; otherwise, the next sequential address is loaded. In the

event of a misprediction, the correct address is loaded into the Fetch stage, and the

incorrect instructions are flushed from the pipeline. The bit corresponding to the branch

misprediction is then flipped in the branch prediction table. Unlike a cache, this table

contains no tag. Therefore, two branch destinations with the same last n bits will both use

the same location in the branch history table. Though this decreases the accuracy of the

branch history table, this method of branch prediction will still correctly predict most

branches.

The accuracy of a branch history table may be significantly improved with the use

of two bits for the history table. The 2-bit BHT implements an up-down counter in each

location of the BHT. For smaller loops, this method becomes increasingly more accurate

then the 1-bit case.

Code containing structures such as IF statements and Case statements introduce a

level of branch interdependency or correlation. Branch prediction algorithms may further

increase prediction accuracy by using previous branch information to help determine the

likelihood of a branch being taken.

A branch history table with 1-bit of correlation contains two locations in the

history table for each destination address entry. The entry is chosen based on whether the

last branch executed was taken or not. The entry may still contain an n-bit counter to

determine whether to branch or not based on the current condition. Branch history

schemes used in the Power PC use a (2,2)-branch history table. This notation indicates

that the BHT entry chosen is based on the last two branches (the first digit), and each

entry contains a two-bit field to determine if a branch is taken (the second digit).



Analysis has shown that reducing the number of destination address locations by a

factor of 4 to allow for two-bit branch correlation significantly increases branch

prediction accuracy.  The degenerate case selects the location of a 2n bit BHT based on

the last n branches and the destination address is not included in the calculation. This

degenerate case more accurately predicts branches then the previous degenerate case

involving no branch correlation [84].

Predicting branch behavior is useful in hardware only when the target destination

is known prior to determining if a branch is taken or not. For the FRISC/G architecture,

the destination address is not generated until the EX stage, but the direction of the branch

in known during the DE stage. In general, single pipeline processors using condition code

based branches typically know the direction of the branch before the target address has

been calculated. Branch prediction is not useful in this case, and additional hardware

must be implemented to provide the destination addresses earlier.

A method of early destination address calculation involves using adder logic and a

copy of the program counter to calculate the destination address for PC relative branches.

This scheme is used on the SPARC V9 architecture [86] [87]. The feasibility of technique

for yield limited technologies will be included in this analysis. Though this method is not

as useful as a branch target buffer (described below), the few devices necessary for this

implementation makes this an attractive option for future FRISC processor generations.

Branch target buffers (also known as branch target caches) are accessed using the

address of the current instruction being fetched from the cache. This buffer is accessed in

parallel to the instruction cache and contains destination addresses for previous branches.

If an instruction is a branch, its destination is saved in the cache for future reference. A

cache hit on this buffer indicates that the instruction being fetched is a branch and

provides the target address for that branch. A separate branch history table may be

accessed for prediction information on the likelihood of the branch being taken or this

information may be stored in the branch target buffer. Unlike a branch history table, the

branch target buffer must tag the entire instruction address. Using incorrect branch

information for predicting the likelihood of a branch taking place does not impede

performance too badly. If the destination address for the wrong branch is used however,

performance will be significantly impacted. Even if the branch was accurately predicted



as taken, using the wrong target address requires the instructions in the branch latency

region to be flushed. This makes it necessary to keep track of the entire address tag for

the branch target buffer.

Branch target buffers provide the means for further improving processor

performance by a technique known as branch folding. In addition to the target address the

branch target buffer may contain the instruction at the target address location. If the

branch is predicted as taken, this instruction is inserted into the instruction stream over

the top of the branch instruction being fetched, and the PC is changed to the target

address. This effectively allows two instructions to execute at once and may be

implemented easily on condition code based processors.

Target addresses may be calculated for immediate or PC relative branches.

Indirect branches however require register information to calculate target addresses, and

the target for a particular branch may change during execution. Procedure returns account

for 85% of indirect branches on most processors executing benchmark programs [84].

Procedures are often accessed from several different locations so the accuracy in

predicting return addresses using a branch target buffer will be poor. A procedural call

buffer is an accurate method for providing return addresses for most indirect branch

operations [86].

A procedural call buffer is composed of a stack (First-In Last-Out memory) of

target address locations. Procedural calls must save a return address to the system stack.

When the procedural call ends it pops the return address off the stack and puts it in the

program counter. The procedural return pop is assembled as a load operation followed by

a register indirect branch. If return addresses are also stored in an on chip procedural call

buffer, the destination address may be provided to the branch prediction logic during this

pop operation.

Unfortunately, all of these methods for reducing the penalties of branch

operations require memory components (which tend to be quite slow). Furthermore, it is

likely that the resources required to implement this hardware would be better served with

either a larger instruction buffer.



8.7.2. Multiple Execution Pipelines

One of the more significant limitations with the FRISC/G processor involves its

Co-Processor support. The architecture is an integer only machine which does not

support multiply or divide hardware. These operations must be implemented in software,

which is a costly disadvantage in performance. The architecture does support three

unused instruction bits that are intended for floating point coprocessor support.  This

three-bit instruction field may be used to issue a memory-mapped floating point

coprocessor up to eight different instructions.  Operand data is fed to the floating point

unit (FPU) by store instructions targeted for its memory mapped registers.  The processor

may then give the FPU one of eight instructions by using the three bit field in the

instruction set. A memory mapped status register must then be used to determine if a

particular operation is complete.

Multiple cycle instructions such as integer multiply, divide, and floating point

instructions may be executed in a separate on-chip pipeline. This technique is used in the

SPARC and MIPS architecture, where a separate pipeline is used for integer multiply and

divide instructions, while execution of single cycle instructions continue in parallel.

Special hardware is necessary to insure results from multi -cycle pipelines are not used

until the operation is completed.

Two methods for multiple execution pipeline support will be investigated in this

study, and design decisions will be recommended for the processor’s later development.

A study must be done to decide how tightly to couple the pipelines to the integer engine.

Memory mapped coprocessors are loosely coupled to the processor’s integer pipeline. In

such a design, the operands must be saved to the memory locations the coprocessor’s

registers are mapped to. The processor must force the cache to ignore these locations so

the coprocessor is always written to, or read from, directly. The integer unit must then

save an instruction to a processor’s execution register to start an operation. The

coprocessor may interrupt the processor when an operation completes, or the processor

may poll the status register of the coprocessor periodically. Polli ng is a costly solution

since this involves a series of loads and compares with values not in the L1 cache.

A more tightly coupled execution pipeline scheme involves interfacing off-chip

execution units through a hardware interface with the processor. This interface provides



the operands from the processor’s registers, as well as the control signals necessary for

the pipeline’s execution. Various execution units share the register file, providing a

simpler behavioral model for programming. The control signals must also be dispatched

to the execution units from the pipeline controlli ng the branch logic to maintain proper

program flow during branch operations.

8.7.3. Dynamic Scheduling

If instructions are issued to a pipeline in parallel with a co-processor unit, the

pipeline must be stalled when the instruction issued is dependent upon the data being

executed in the coprocessor. About 27% of the processor’s time will be spent waiting for

these data dependencies to be resolved when executing benchmark routines [84].

Scoreboarding is a form of dynamic scheduling where the instruction stream may

be reordered in the retirement of the instructions. Instructions are issued to the processor

in order and as soon as an instruction’s operands are available, the instruction is issued to

an execution unit. If however, an instruction’s operands are not ready the instruction is

queued with a copy of the “ready” operands until the “unready” operand is available.

Instructions beyond the queued instruction may continue to execute past the queued

instruction until the waiting instruction’s operands are ready. In the case of a trap, the

processor’s state must be restored to the point prior to issuing the earliest instruction in

the queue. To maintain the various processor state histories, the scoreboard keeps track of

the processor’s history and operand dependencies from instruction to instruction.

Unfortunately, dynamic scheduling requires a lot of hardware, and is not very feasible for

a yield limited technology.

8.7.4. Multiple Instruction Issue

Multiple issue processors take further advantage of instruction level parallelism

by issuing several instructions to the processing elements available. There are two types

of multiple issue processors, superscalar and very long instruction word (VLIW).

To take advantage of instruction level parallelism, very long instruction word

(VLIW) processors dispatch data to several computational elements at once every

instruction. The control and data information for several computation elements are all



issued with the one instruction, so instructions issued from the instruction cache must

contain the information for all computational units. These fields are reserved in the cache

memory whether an instruction contains data for all of the processing elements or not.

Valuable cache space may be wasted holding No-Op information for unused processing

elements.

In a super scalar processor, multiple instructions are read from the instruction

stream in a single clock cycle and are issued to the appropriate hardware if it is available.

The diff iculty implementing a superscalar processor in a high-speed multi -chip processor

arises from the necessity for the separate pipelines to communicate in a single clock cycle

(since several cycles are necessary for cross-chip transactions). This communication lag

imposes the architectural limit ation that only one “master” pipeline may alter the order of

instructions (branch) and must therefore issue instructions to the other pipelines.

Hardware is necessary in a superscalar architecture to read multiple instructions,

determine which processing elements are required, detect potential data dependencies,

and queue instructions prior to issuing them to the available execution units.

Given the yield limitation of the hardware, neither VLIW nor superscalar

architectures are recommended for the design of FRISC/H. If FRISC/H is to issue

multiple instructions in a single cycle, then the architecture should used a “folded-VLIW”

approach. Using this architecture, one instruction is issued to the execution units each

cycle, and a bit in the instruction field indicates if the next instruction may be issued as

well .  The compiler must check to make sure no data dependencies exist between the two

instructions before setting this bit. Using this scheme, the processor gain the advantages

of VLIW, where the complexity of checking for instruction level parallelism is moved

into the compiler, without the cost of VLIW (cache space is not wasted).

8.8  TESTING
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APPENDIX  A 
Circuit Performance

Add gate delay and power delay product to these tables.
Add note that power delay product includes pad driver.

2x2.1 um transistor
 Level=1, Power=H

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 431 0.043 416.7 0.04
5 438.6 0.047 423.7 0.044

5.2 446.4 0.052 431 0.048
5.4 452.5 0.056 438.6 0.052
5.6 458.7 0.06 446.4 0.057
5.8 465.1 0.065 450.5 0.06
6 471.7 0.069 454.5 0.064

2x2.1 um transistor
 Level=1, Power=U

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 510.2 0.053 495 0.05
5 518.1 0.058 505.1 0.054

5.2 529.1 0.063 515.5 0.059
5.4 534.8 0.069 520.8 0.064
5.6 543.5 0.074 526.3 0.069
5.8 552.5 0.079 537.6 0.074
6 555.6 0.085 543.5 0.079



2x2.1 um transistor
 Level=2, Power=H

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 413.2 0.058 409.8 0.055
5 427.4 0.063 420.2 0.061

5.2 436.2 0.069 427.4 0.066
5.4 444.4 0.075 438.6 0.072
5.6 452.5 0.08 446.4 0.077
5.8 460.8 0.086 454.5 0.082
6 467.3 0.091 463 0.088

2x2.1 um transistor
 Level=2, Power=N

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 507.6 0.091 496.7 0.087
5 515.5 0.097 506.7 0.093

5.2 523.6 0.104 517.2 0.099
5.4 529.1 0.111 524.5 0.105
5.6 537.6 0.117 528.2 0.112
5.8 546.4 0.124 535.7 0.118
6 549.4 0.13 543.5 0.124

2x2.1 um transistor
 Level=3, Power=H

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 302.1 0.052 304.9 0.052
5 319.5 0.06 318.5 0.06

5.2 330 0.068 328.9 0.068
5.4 340 0.076 340.1 0.076
5.6 348.44 0.084 347.2 0.084
5.8 354.6 0.092 352.1 0.091
6 359.72 0.1 359.7 0.099



2x2.1 um transistor
 Level=3, Power=N

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 355.9 0.079 359.7 0.078
5 374.5 0.089 375.9 0.088

5.2 389.1 0.099 390.6 0.098
5.4 400 0.11 400 0.109
5.6 411.3 0.12 409.8 0.119
5.8 420 0.131 420.2 0.129
6 425.5 0.141 423.7 0.14

1.4x2 um transistor
 Level=1, Power=H

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 483.1 0.046 510.2 0.047
5 492.6 0.05 520.8 0.052

5.2 500 0.055 529.1 0.057
5.4 510.2 0.06 540.6 0.062
5.6 518.1 0.064 546.4 0.067
5.8 523.6 0.069 555.6 0.072
6 529.1 0.074 561.8 0.076

1.4x2  um transistor
 Level=1, Power=U

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 565 0.055 584.4 0.057
5 574.7 0.061 598.8 0.063

5.2 581.4 0.066 609.8 0.069
5.4 591.7 0.072 617.3 0.074
5.6 602.4 0.078 628.9 0.08
5.8 609.8 0.084 632.9 0.086
6 617.3 0.089 641 0.092



1.4x2 um transistor
 Level=2, Power=H

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 454.6 0.063 471.7 0.065
5 467.3 0.069 485.4 0.072

5.2 478.5 0.076 497.5 0.078
5.4 487.8 0.082 507.6 0.085
5.6 497.5 0.088 518.1 0.091
5.8 505 0.094 526.3 0.098
6 512.8 0.1 534.8 0.104

1.4x2 um transistor
 Level=2, Power=N

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 552.5 0.101 571.4 0.105
5 561.8 0.108 581.4 0.113

5.2 571.4 0.116 588.2 0.12
5.4 581.4 0.123 598.8 0.128
5.6 588.2 0.13 606.1 0.136
5.8 595.2 0.138 613.5 0.143
6 602.4 0.145 621.1 0.157

1.4x2  um transistor
 Level=3, Power=H

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 322.6 0.057 330 0.058
5 340.1 0.065 346 0.067

5.2 354.6 0.074 361 0.076
5.4 365 0.083 371.8 0.085
5.6 375.9 0.092 381.7 0.094
5.8 384.6 0.101 390.6 0.103
6 392.2 0.11 398.4 0.113



1.4x2 um transistor
 Level=3, Power=N

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 377.4 0.085 380.7 0.086
5 398.4 0.097 403.2 0.098

5.2 413.2 0.108 416.7 0.11
5.4 427.4 0.12 428.6 0.122
5.6 438.6 0.131 441.2 0.134
5.8 448.4 0.143 451.8 0.146
6 456.6 0.155 460.1 0.158

1.2x1.7 um transistor
 Level=1, Power=H

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 469.5 0.044 529.1 0.046
5 485.4 0.049 540.6 0.051

5.2 497.5 0.053 549.4 0.056
5.4 507.6 0.058 558.6 0.06
5.6 515.5 0.063 568.2 0.065
5.8 526.3 0.067 574.7 0.07
6 534.8 0.072 581.4 0.075

1.2x1.7 um transistor
 Level=1, Power=U

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 598.8 0.055 625 0.057
5 613.5 0.06 641 0.063

5.2 625 0.066 653.6 0.068
5.4 632.9 0.072 662.2 0.047
5.6 645.2 0.077 675.9 0.08
5.8 653.6 0.083 680.3 0.068
6 662.2 0.089 689.6 0.092



1.2x1.7 um transistor
 Level=2, Power=H

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 - 0.062 495 0.065
5 - 0.068 510.2 0.071

5.2 - 0.075 532.6 0.078
5.4 473.9 0.081 534.8 0.084
5.6 487.8 0.087 546.4 0.09
5.8 502.5 0.094 552.5 0.097
6 510.2 0.1 561.8 0.104

1.2x1.7 um transistor
 Level=2, Power=N

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 - - 598.8 0.104
5 - - 609.8 0.111

5.2 - - 621.1 0.119
5.4 - - 628.9 0.126
5.6 - - 637 0.134
5.8 - - 641 0.142
6 - - 649.4 0.149

1.2x1.7 um transistor
 Level=3, Power=H

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 - - 314.5 0.05
5 - - 328.9 0.058

5.2 - - 342.5 0.065
5.4 - 0.072 354.6 0.073
5.6 350.88 0.08 362.3 0.081
5.8 363.64 0.088 370.4 0.089
6 371.7 0.096 375.9 0.096



1.2x1.7 um transistor
 Level=3, Power=N

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 - - 393.7 0.084
5 - - 416.7 0.096

5.2 396.8 0.113 432.9 0.108
5.4 411.5 0.116 448.4 0.12
5.6 429.2 0.127 460.8 0.132
5.8 442.5 0.139 471.7 0.144
6 452.5 0.151 480.8 0.156

2x2.1 um transistor
 Level=1, Power=L

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 231.2 0.023 242.7 0.024
5 235.3 0.026 247.5 0.026

5.2 239.5 0.028 250 0.029
5.4 243.9 0.03 255.1 0.031
5.6 245.4 0.033 257.7 0.033
5.8 248.4 0.035 261.8 0.036
6 253.2 0.037 264.6 0.038

2x2.1 um transistor
 Level=1, Power=M

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 308.6 0.03 298.5 0.029
5 315.5 0.034 303 0.032

5.2 319.5 0.037 307.7 0.035
5.4 324.7 0.04 312.5 0.037
5.6 3289 0.043 317.5 0.04
5.8 332.2 0.046 320 0.043
6 336.7 0.049 322.6 0.046



2x2.1 um transistor
 Level=2, Power=L

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 192.3 0.029 198.4 0.029
5 197 0.032 204.1 0.032

5.2 202 0.035 208.3 0.035
5.4 206.2 0.037 212.8 0.038
5.6 210.5 0.04 216.5 0.041
5.8 213.9 0.043 220.3 0.044
6 216.2 0.046 223.2 0.047

2x2.1 um transistor
 Level=2, Power=M

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 325.7 0.042 318.48 0.041
5 335.6 0.046 328.9 0.045

5.2 342.5 0.05 337.8 0.049
5.4 350.9 0.054 344.8 0.053
5.6 358.4 0.059 352.1 0.057
5.8 361 0.063 357.1 0.06
6 369 0.067 362.3 0.064

2x2.1 um transistor
 Level=3, Power=L

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 153.3 0.027 - -
5 161.6 0.031 164.5 0.031

5.2 166 0.035 169.5 0.035
5.4 168.8 0.039 173.6 0.039
5.6 171.7 0.043 176.1 0.043
5.8 173.9 0.047 178.6 0.047
6 174.4 0.051 180.5 0.051



2x2.1 um transistor
 Level=3, Power=M

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 232.6 0.038 229 0.037
5 243.9 0.044 238.1 0.043

5.2 251.9 0.05 247.9 0.049
5.4 258.4 0.056 252.1 0.055
5.6 263.2 0.062 258.6 0.06
5.8 266.7 0.068 260.9 0.066
6 269.54 0.074 265.5 0.072

1.4x2 um transistor
 Level=2, Power=H, B Cell

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 454.5 0.063 463 0.063
5 467.3 0.069 476.2 0.069

5.2 478.4 0.075 490.2 0.075
5.4 490.2 0.081 495 0.081
5.6 497.5 0.088 505.06 0.088
5.8 507.6 0.094 515.5 0.094
6 515.5 0.1 520.8 0.1

1.2x1.7 um transistor
 Level=2, Power=N, B Cell

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 - - - 0.1
5 - - - 0.107

5.2 - - - 0.114
5.4 - - - 0.121
5.6 - - - 0.128
5.8 - - - 0.136
6 - - 3.125G 0.143



2x2.1 um transistor
 Level=1, Power=L, B Cell

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 229.9 0.023 241.5 0.024
5 233.9 0.026 246.3 0.026

5.2 239.5 0.028 250 0.028
5.4 243.9 0.03 253.8 0.031
5.6 246.9 0.033 257.7 0.033
5.8 248.5 0.035 260.4 0.036
6 251.6 0.037 263.2 0.038

1.4x2  um transistor
 Level=2, Power=N, B Cell

Wafer (site) 6(-1,0) 6(-1,0) 6(1,-1) 6(1,-1)
Supply
Voltage

Frequency
(MHz)

Current
(ma)

Frequency
(MHz)

Current
(ma)

4.8 558.7 0.102 559.7 0.099
5 565 0.109 572.5 0.106

5.2 578 0.117 581.4 0.113
5.4 584.8 0.124 588.2 0.12
5.6 591.7 0.131 595.2 0.128
5.8 598.8 0.139 602.4 0.135
6 602.42 0.146 609.8 0.142



APPENDIX  B 
Cross Talk Analysis

Table 8.2
Interconnect delays for metal-1 with even and odd mode transiting signal neighbors.

Interconnect Metal Layer 1
2 mm 4 mm 6 mm 8 mm 10 mmLevel

&
Power

Odd
(ps)

Even
(ps)

Odd
(ps)

Even
(ps)

Odd
(ps)

Even
(ps)

Odd
(ps)

Even
(ps)

Odd
(ps)

Even
(ps)

1L 170 150 295 245 425 355 570 470 725 595
1M 115 100 195 165 285 240 390 320 500 410
1H 75 70 135 115 205 170 285 235 370 305
1U 60 55 110 95 170 140 240 200 320 260
2L 235 195 445 360 660 535 885 720 112 900
2M 125 105 235 195 355 290 475 385 605 490
2H 80 70 150 125 225 185 305 250 395 320
2N 55 50 90 80 140 15 190 160 250 205
S2 55 50 90 75 130 115 185 155 245 205
C2 70 70 115 110 170 160 240 220 315 285
3L 240 200 440 360 650 525 865 700 1090 880
3M 130 110 235 195 350 290 470 385 600 490
3H 90 80 155 130 230 190 310 255 400 330
3N 65 60 110 95 160 135 220 185 290 240
S3 50 45 85 75 130 110 180 150 240 200
C3 70 65 110 105 170 155 235 215 310 280



Table 8.3
Interconnect delays for metal-2 with even and odd mode transiting signal neighbors.

Interconnect Metal Layer 2
2 mm 4 mm 6 mm 8 mm 10 mmLevel

&
Power

Slow
(ps)

Fast
(ps)

Slow
(ps)

Fast
(ps)

Slow
(ps)

Fast
(ps)

Slow
(ps)

Fast
(ps)

Slow
(ps)

Fast
(ps)

1L 160 130 260 205 370 285 480 370 600 455
1M 105 85 170 135 240 185 315 240 395 300
1H 70 60 115 90 165 130 215 170 275 210
1U 55 45 95 75 135 105 180 135 225 180
2L 215 165 400 300 590 440 785 585 980 730
2M 115 90 210 160 310 235 410 310 515 385
2H 75 60 130 100 190 145 255 195 320 240
2N 50 45 80 65 110 90 150 115 185 145
S2 45 45 70 60 100 80 130 105 165 135
C2 55 55 75 70 100 95 135 120 175 150
3L 220 175 395 305 580 435 765 575 950 710
3M 120 100 210 165 305 235 405 305 510 380
3H 80 70 135 105 190 150 255 195 320 245
3N 60 55 90 75 125 105 165 135 210 165
S3 45 40 65 55 95 80 125 105 165 130
C3 50 50 75 70 100 90 135 120 170 150

Table 8.4
Interconnect delays for metal-3 with even and odd mode transiting signal neighbors.

Interconnect Metal Layer 3
2 mm 4 mm 6 mm 8 mm 10 mmLevel

&
Power

Slow
(ps)

Fast
(ps)

Slow
(ps)

Fast
(ps)

Slow
(ps)

Fast
(ps)

Slow
(ps)

Fast
(ps)

Slow
(ps)

Fast
(ps)

1L 135 115 210 165 290 225 370 280 455 345
1M 90 75 135 110 185 145 240 185 295 225
1H 60 50 90 75 125 100 165 125 200 155
1U 45 40 75 60 105 80 135 105 165 125
2L 170 130 305 230 450 325 590 425 740 530
2M 90 75 160 120 235 170 310 225 385 275
2H 60 50 100 80 145 110 190 140 235 175
2N 45 40 65 50 85 70 110 85 135 105
S2 40 40 60 50 75 65 100 80 120 95
C2 50 50 60 60 80 75 95 90 115 105
3L 180 145 310 235 445 325 580 425 720 520
3M 100 80 165 125 235 175 305 225 380 275
3H 70 60 105 85 150 115 190 145 240 175
3N 55 45 75 65 100 80 125 100 155 120
S3 40 35 55 45 75 60 95 75 115 90
C3 45 45 60 60 75 70 95 85 115 105



Table 8.5

Difference and % difference in propagation delays between even and odd mode
transiting signals neighbors in metal 1.

Interconnect Metal Layer 1
2 mm 4 mm 6 mm 8 mm 10 mmLevel

&
Power

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

1L 20 13.3 50 20.4 70 19.7 100 21.3 130 21.8
1M 15 15.0 30 18.2 45 18.8 70 21.9 90 22.0
1H 5 7.1 20 17.4 35 20.6 50 21.3 65 21.3
1U 5 9.1 15 15.8 30 21.4 40 20.0 60 23.1
2L 40 20.5 85 23.6 125 23.4 165 22.9 215 23.9
2M 20 19.0 40 20.5 65 22.4 90 23.4 115 23.5
2H 10 14.3 25 20.0 40 21.6 55 22.0 75 23.4
2N 5 10.0 10 12.5 25 21.7 30 18.8 45 22.0
S2 5 10.0 15 20.0 15 13.0 30 19.4 40 19.5
C2 0 0.0 5 4.5 10 6.3 20 9.1 30 10.5
3L 40 20.0 80 22.2 125 23.8 165 23.6 205 23.3
3M 20 18.2 40 20.5 60 20.7 85 22.1 110 22.4
3H 10 12.5 25 19.2 40 21.1 55 21.6 70 21.2
3N 5 8.3 15 15.8 25 18.5 35 18.9 50 20.8
S3 5 11.1 10 13.3 20 18.2 30 20.0 40 20.0
C3 5 7.7 5 4.8 15 9.7 20 9.3 30 10.7

Table 8.6
Difference and % difference in propagation delays between even and odd mode

transiting signals neighbors in metal 2.

Interconnect Metal Layer 2
2 mm 4 mm 6 mm 8 mm 10 mmLevel

&
Power

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

1L 30 23.1 55 26.8 85 29.8 110 29.7 145 31.9
1M 20 23.5 35 25.9 55 29.7 75 31.3 95 31.7
1H 10 16.7 25 27.8 35 26.9 45 26.5 65 31.0
1U 10 22.2 20 26.7 30 28.6 45 33.3 45 25.0
2L 50 30.3 100 33.3 150 34.1 200 34.2 250 34.2
2M 25 27.8 50 31.3 75 31.9 100 32.3 130 33.8
2H 15 25.0 30 30.0 45 31.0 60 30.8 80 33.3
2N 5 11.1 15 23.1 20 22.2 35 30.4 40 27.6
S2 0 0.0 10 16.7 20 25.0 25 23.8 30 22.2
C2 0 0.0 5 7.1 5 5.3 15 12.5 25 16.7
3L 45 25.7 90 29.5 145 33.3 190 33.0 240 33.8
3M 20 20.0 45 27.3 70 29.8 100 32.8 130 34.2
3H 10 14.3 30 28.6 40 26.7 60 30.8 75 30.6
3N 5 9.1 15 20.0 20 19.0 30 22.2 45 27.3
S3 5 12.5 10 18.2 15 18.8 20 19.0 35 26.9
C3 0 0.0 5 7.1 10 11.1 15 12.5 20 13.3



Table 8.7
Difference and % difference in propagation delays between even and odd mode

transiting signals neighbors in metal 3.

Interconnect Metal Layer 3
2 mm 4 mm 6 mm 8 mm 10 mmLevel

&
Power

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

Diff
(ps)

%
Diff

1L 20 17.4 45 27.3 65 28.9 90 32.1 110 31.9
1M 15 20.0 25 22.7 40 27.6 55 29.7 70 31.1
1H 10 20.0 15 20.0 25 25.0 40 32.0 45 29.0
1U 5 12.5 15 25.0 25 31.2 30 28.6 40 32.0
2L 40 30.8 75 32.6 125 38.5 165 38.8 210 39.6
2M 15 20.0 40 33.3 65 38.2 85 37.8 110 40.0
2H 10 20.0 20 25.0 35 31.8 50 35.7 60 34.3
2N 5 12.5 15 30.0 15 21.4 25 29.4 30 28.6
S2 0 0.0 10 20.0 10 15.4 20 25.0 25 26.3
C2 0 0.0 0 0.0 5 6.7 5 5.6 10 9.5
3L 35 24.1 75 31.9 120 36.9 155 36.5 200 38.5
3M 20 25.0 40 32.0 60 34.3 80 35.6 105 38.2
3H 10 16.7 20 23.5 35 30.4 45 31.0 65 37.1
3N 10 22.2 10 15.4 20 25.0 25 25.0 35 29.2
S3 5 14.3 10 22.2 15 25.0 20 26.7 25 27.8
C3 0 0.0 0 0.0 5 7.1 10 11.8 10 9.5



APPENDIX  C 
Wire Width Analysis

0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2 2.2 2.4 2.6 2.8 3 3.2 3.4 3.6 3.8 4
M1 1 49 43 42 41 42 42 43 44 45 46 47 47 48 49 50 51 52 54 55 56
M1 2 85 69 65 64 64 64 65 67 69 70 71 73 75 76 78 80 83 85 89 90
M1 3 132 102 93 90 89 88 90 91 94 95 98 100 103 104 108 111 115 118 123 126
M1 4 188 139 125 119 117 115 118 118 120 123 126 129 132 134 139 143 148 152 160 162
M1 5 253 182 160 151 147 145 147 146 150 152 156 159 164 166 172 176 182 188 197 200
M1 6 327 230 200 187 181 177 179 177 181 182 188 192 196 199 206 211 218 225 236 240
M1 7 409 284 243 226 217 211 212 210 214 215 221 225 231 233 241 248 256 264 277 281
M1 8 500 342 290 268 256 247 249 245 249 250 256 261 267 269 278 285 295 304 319 323
M1 9 599 406 341 313 297 286 287 282 286 286 293 298 304 307 317 325 335 345 362 367
M1 10 707 474 396 361 341 328 327 321 325 325 331 337 344 346 357 366 377 389 407 412
M2 1 43 39 38 38 38 38 38 39 40 41 42 42 43 44 45 46 47 48 49 51
M2 2 70 59 56 55 55 55 56 57 59 59 61 62 64 65 67 68 71 73 76 79
M2 3 103 82 76 74 73 73 75 76 78 79 81 82 85 87 90 92 95 98 103 107
M2 4 142 109 99 95 94 93 93 95 98 99 101 104 107 109 113 116 121 125 130 136
M2 5 187 139 124 118 116 114 114 115 120 121 123 126 130 133 137 142 147 152 159 167
M2 6 238 172 152 143 139 136 136 137 142 143 146 149 154 157 163 168 174 180 188 198
M2 7 295 208 181 170 164 160 159 160 165 166 169 173 179 182 189 194 202 209 219 229
M2 8 357 247 213 199 191 185 184 184 189 191 194 198 204 208 215 222 230 238 250 262
M2 9 424 290 248 229 219 211 209 210 215 216 219 223 231 235 243 250 260 268 281 295
M2 10 497 335 284 261 248 239 236 236 241 241 246 250 258 263 272 279 290 300 314 329
M3 1 40 36 34 34 34 34 34 34 34 34 35 35 35 35 36 36 36 36 37 38
M3 2 62 51 48 47 46 46 46 46 47 48 48 49 49 50 50 51 51 52 53 53
M3 3 89 70 64 61 60 59 60 60 61 61 62 62 63 64 64 65 66 66 68 69
M3 4 121 91 81 77 75 74 74 74 75 75 76 76 77 78 78 80 81 82 83 85
M3 5 158 115 101 94 92 89 89 88 88 88 90 91 92 93 93 95 96 97 99 101
M3 6 199 141 122 113 109 106 105 104 104 104 104 106 107 109 109 111 112 113 116 118
M3 7 244 169 144 133 127 123 122 120 120 119 120 122 123 125 125 127 128 130 133 135
M3 8 293 200 169 154 147 141 139 137 137 136 137 138 139 141 141 144 145 147 150 152
M3 9 347 233 195 176 168 161 158 155 154 153 154 155 156 158 158 161 162 164 168 171
M3 10 405 269 222 200 189 181 177 174 172 171 171 172 172 176 175 179 180 182 186 189



0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2 2.2 2.4 2.6 2.8 3 3.2 3.4 3.6 3.8 4
M1 1 49 43 42 41 42 42 43 44 45 46 47 47 48 49 50 51 52 54 55 56
M1 2 85 69 65 64 64 64 65 67 69 70 71 73 75 76 78 80 83 85 89 90
M1 3 132 102 93 90 89 88 90 91 94 95 98 100 103 104 108 111 115 118 123 126
M1 4 188 139 125 119 117 115 118 118 120 123 126 129 132 134 139 143 148 152 160 162
M1 5 253 182 160 151 147 145 147 146 150 152 156 159 164 166 172 176 182 188 197 200
M1 6 327 230 200 187 181 177 179 177 181 182 188 192 196 199 206 211 218 225 236 240
M1 7 409 284 243 226 217 211 212 210 214 215 221 225 231 233 241 248 256 264 277 281
M1 8 500 342 290 268 256 247 249 245 249 250 256 261 267 269 278 285 295 304 319 323
M1 9 599 406 341 313 297 286 287 282 286 286 293 298 304 307 317 325 335 345 362 367
M1 10 707 474 396 361 341 328 327 321 325 325 331 337 344 346 357 366 377 389 407 412
M2 1 43 39 38 38 38 38 38 39 40 41 42 42 43 44 45 46 47 48 49 51
M2 2 70 59 56 55 55 55 56 57 59 59 61 62 64 65 67 68 71 73 76 79
M2 3 103 82 76 74 73 73 75 76 78 79 81 82 85 87 90 92 95 98 103 107
M2 4 142 109 99 95 94 93 93 95 98 99 101 104 107 109 113 116 121 125 130 136
M2 5 187 139 124 118 116 114 114 115 120 121 123 126 130 133 137 142 147 152 159 167
M2 6 238 172 152 143 139 136 136 137 142 143 146 149 154 157 163 168 174 180 188 198
M2 7 295 208 181 170 164 160 159 160 165 166 169 173 179 182 189 194 202 209 219 229
M2 8 357 247 213 199 191 185 184 184 189 191 194 198 204 208 215 222 230 238 250 262
M2 9 424 290 248 229 219 211 209 210 215 216 219 223 231 235 243 250 260 268 281 295
M2 10 497 335 284 261 248 239 236 236 241 241 246 250 258 263 272 279 290 300 314 329
M3 1 40 36 34 34 34 34 34 34 34 34 35 35 35 35 36 36 36 36 37 38
M3 2 62 51 48 47 46 46 46 46 47 48 48 49 49 50 50 51 51 52 53 53
M3 3 89 70 64 61 60 59 60 60 61 61 62 62 63 64 64 65 66 66 68 69
M3 4 121 91 81 77 75 74 74 74 75 75 76 76 77 78 78 80 81 82 83 85
M3 5 158 115 101 94 92 89 89 88 88 88 90 91 92 93 93 95 96 97 99 101
M3 6 199 141 122 113 109 106 105 104 104 104 104 106 107 109 109 111 112 113 116 118
M3 7 244 169 144 133 127 123 122 120 120 119 120 122 123 125 125 127 128 130 133 135
M3 8 293 200 169 154 147 141 139 137 137 136 137 138 139 141 141 144 145 147 150 152
M3 9 347 233 195 176 168 161 158 155 154 153 154 155 156 158 158 161 162 164 168 171
M3 10 405 269 222 200 189 181 177 174 172 171 171 172 172 176 175 179 180 182 186 189

0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2 2.2 2.4 2.6 2.8 3 3.2 3.4 3.6 3.8 4
M1 1 49 43 42 41 42 42 43 44 45 46 47 47 48 49 50 51 52 54 55 56
M1 2 85 69 65 64 64 64 65 67 69 70 71 73 75 76 78 80 83 85 89 90
M1 3 132 102 93 90 89 88 90 91 94 95 98 100 103 104 108 111 115 118 123 126
M1 4 188 139 125 119 117 115 118 118 120 123 126 129 132 134 139 143 148 152 160 162
M1 5 253 182 160 151 147 145 147 146 150 152 156 159 164 166 172 176 182 188 197 200
M1 6 327 230 200 187 181 177 179 177 181 182 188 192 196 199 206 211 218 225 236 240
M1 7 409 284 243 226 217 211 212 210 214 215 221 225 231 233 241 248 256 264 277 281
M1 8 500 342 290 268 256 247 249 245 249 250 256 261 267 269 278 285 295 304 319 323
M1 9 599 406 341 313 297 286 287 282 286 286 293 298 304 307 317 325 335 345 362 367
M1 10 707 474 396 361 341 328 327 321 325 325 331 337 344 346 357 366 377 389 407 412
M2 1 43 39 38 38 38 38 38 39 40 41 42 42 43 44 45 46 47 48 49 51
M2 2 70 59 56 55 55 55 56 57 59 59 61 62 64 65 67 68 71 73 76 79
M2 3 103 82 76 74 73 73 75 76 78 79 81 82 85 87 90 92 95 98 103 107
M2 4 142 109 99 95 94 93 93 95 98 99 101 104 107 109 113 116 121 125 130 136
M2 5 187 139 124 118 116 114 114 115 120 121 123 126 130 133 137 142 147 152 159 167
M2 6 238 172 152 143 139 136 136 137 142 143 146 149 154 157 163 168 174 180 188 198
M2 7 295 208 181 170 164 160 159 160 165 166 169 173 179 182 189 194 202 209 219 229
M2 8 357 247 213 199 191 185 184 184 189 191 194 198 204 208 215 222 230 238 250 262
M2 9 424 290 248 229 219 211 209 210 215 216 219 223 231 235 243 250 260 268 281 295
M2 10 497 335 284 261 248 239 236 236 241 241 246 250 258 263 272 279 290 300 314 329
M3 1 40 36 34 34 34 34 34 34 34 34 35 35 35 35 36 36 36 36 37 38
M3 2 62 51 48 47 46 46 46 46 47 48 48 49 49 50 50 51 51 52 53 53
M3 3 89 70 64 61 60 59 60 60 61 61 62 62 63 64 64 65 66 66 68 69
M3 4 121 91 81 77 75 74 74 74 75 75 76 76 77 78 78 80 81 82 83 85
M3 5 158 115 101 94 92 89 89 88 88 88 90 91 92 93 93 95 96 97 99 101
M3 6 199 141 122 113 109 106 105 104 104 104 104 106 107 109 109 111 112 113 116 118
M3 7 244 169 144 133 127 123 122 120 120 119 120 122 123 125 125 127 128 130 133 135
M3 8 293 200 169 154 147 141 139 137 137 136 137 138 139 141 141 144 145 147 150 152
M3 9 347 233 195 176 168 161 158 155 154 153 154 155 156 158 158 161 162 164 168 171
M3 10 405 269 222 200 189 181 177 174 172 171 171 172 172 176 175 179 180 182 186 189



APPENDIX  D 
RC Segmentation Analysis



APPENDIX  E 
Boot up Routine



APPENDIX  F 
Test  Vector Generation Code

8.10  SCRIPT FOR VECTOR GENERATION

#! /usr/local/bin/perl

if ($#ARGV == -1){
print "\n\n Reads in file containing Scan Chain and prompts file
containing \n";
print " input fields.  It outputs file containing test
vectors\n\n\n\n\n";
print "\n Usage: mkvector chainfile inputfile\n Generates inputvector
\n\n";
print "\n Note: chainfile format is length followed by input name,
position pairs. \n";
print "        positions start from index 0 \n";
print "\n Note: Vectors generated are in reverse order (Order they
enter scanchain)\n";
print "\n Note: Input fields are in Hex format, Field sizes not
divisible by 4 must be prepended\n";
print "     0 indicates vector complete\n";
exit;
}
system "clear";

$| = 1;
print "\n SCAN CHAIN Vector Generation Routine  \n";
print "\n   Created by Steven Carlough     3/99 \n\n\n\n\n\n\n\n";

######## What Does this silly tool do? #######################
# Reads File containing scanchain description
# Reads File containing desired vector input values
# Creates a Test Vector File
##############################################################

######## Variables ###########################################
@temp;    # Temperary Array for string processing
@binvector;    # Result Array in Binary Format
%scanchain;    # Indexed Array of scanfile lines
@locations;    # Array of Bit Locations in scanfile line (0 index is
name)
@inputline;    # Array Containing Input Line ([field name][hex value])
@inputvalue;    # Array Containing Hex Values of the Input Line
Value
$i = 0;            # Counter
$vectornumber=0;   # Current Vector Number
$linenumber=0;     # Current File Line Number
##############################################################

###### @ARGV contains the chain file and input file ##########
$chainfile = shift @ARGV;



$inputfile = shift @ARGV;
$vectorfile = $inputfile . "vector";

##### Open chainfile, inputfile and Vector files
##########################
open(chainfile, "<$chainfile") || die "\nCould not open $chainfile\n";
open(inputfile, "<$inputfile") || die "\nCould not open $inputfile\n";
open(vectorfile, ">$vectorfile") || die "\nCould not open
$vectorfile\n";

##### Generate Indexed Array of Input Locations (Name preprends list)
#####################
while(<chainfile>) {

@temp = split;
$tmp = shift @temp;
if($linenumber == 0){

$tmp = sprintf ( "%.4lx",$tmp);
print "\n";
print vectorfile $tmp,"\n";
$tmp = 'length';

}
$scanchain{$tmp} = $_;
$linenumber++;

}

##### Create first empty Binary Vector #######
for($i=0; $i<$scanchain{'length'}; $i++){

$binvector[$i] = 0;
}

############# Read in each line of Vector File and Convert to Binary
######
while(<inputfile>){

$tmpbin="";
chop;
$templine=$_;
$comment=substr($templine,0,1);
if($comment ne "0"){

if($comment ne "#"){
@inputline = split;
@inputvalue = split(//,$inputline[1]);

#### Get Binary Value for the "Value Field" in the Input
Line #####

for($i=0; $i<=$#inputvalue; $i++){
$tmpbin = $tmpbin . hex2bin($inputvalue[$i]);

}

#### Modify binvector by input value, Done in reverse order
#######

####    since field may n ot be divisible by four
#######

@inputbin = split(//,$tmpbin);
$j = $#inputbin;
@locations = split(" ",$scanchain{$inputline[0]});
for($i=$#locations; $i>0; $i--){

$binvector[$locations[$i]]=$inputbin[$j];



$j--;
}
}

}
###### 0 Line Means Vector is finished. Reverse it, Convert to Hex and
Output  #####

else {
@revbin = reverse(@binvector);
$binvect=join("",@revbin);
for($l=0; $l<length($binvect)/4; $l++){

                print vectorfile bin2hex(substr($binvect,4*$l,4));
            }

print vectorfile "\n";
}

}
print "\n Vectors sucessfully generated in ", $vectorfile, "\n\n";
print "Good luck actually getting them to work in the chips \n\n";

###### Subroutine to Convert Hex values to Binary Format ##############
sub hex2bin {

local($tmp) = shift;
if($tmp eq "0") {return "0000"}
if($tmp eq "1") {return "0001"}
if($tmp eq "2") {return "0010"}
if($tmp eq "3") {return "0011"}
if($tmp eq "4") {return "0100"}
if($tmp eq "5") {return "0101"}
if($tmp eq "6") {return "0110"}
if($tmp eq "7") {return "0111"}
if($tmp eq "8") {return "1000"}
if($tmp eq "9") {return "1001"}
if($tmp eq "A") {return "1010"}
if($tmp eq "B") {return "1011"}
if($tmp eq "C") {return "1100"}
if($tmp eq "D") {return "1101"}
if($tmp eq "E") {return "1110"}
if($tmp eq "F") {return "1111"}
else{ print"\n INVALID CHARACTER CONTAINED IN VECTOR \n";

exit(-1);}
}

########## Subroutine to Convert Binary values to Hex Format ######
sub bin2hex {
        local($tmp) = shift;
        if($tmp eq "0000") {return "0"}
        if($tmp eq "0001") {return "1"}
        if($tmp eq "0010") {return "2"}
        if($tmp eq "0011") {return "3"}
        if($tmp eq "0100") {return "4"}
        if($tmp eq "0101") {return "5"}
        if($tmp eq "0110") {return "6"}
        if($tmp eq "0111") {return "7"}
        if($tmp eq "1000") {return "8"}
        if($tmp eq "1001") {return "9"}
        if($tmp eq "1010") {return "A"}
        if($tmp eq "1011") {return "B"}
        if($tmp eq "1100") {return "C"}



        if($tmp eq "1101") {return "D"}
        if($tmp eq "1110") {return "E"}
        if($tmp eq "1111") {return "F"}

  else{ print"\n bin2hex failed, invalid binary entered\n";
        exit(-1);}

}

8.11  SCRIPT FOR SHIFTING CORNER PADS

#! /usr/local/bin/perl

if ($#ARGV == -1){
print "\n\n Reads in file of Scan Chain Vectors and file

containing locations \n";
print "\n of possible transparent latches, and outputs file

containing shifted vectors\n\n\n\n\n";
print "\n Usage: shifter vectorfile cornerfile\n Generates

vectorfile.bak & Overwrites vectorfile";
print "\n Note: latches are indexed from 1 (mkvector indexes from

0 since first bit isn't latched\n\n";
exit;

}
system "clear";

$| = 1;
print "\n SCAN CHAIN vector conversion Routine  \n";
print "\n   Created by Steven Carlough     3/99 \n\n\n\n\n\n\n\n";

######## What Does this silly tool do? #######################
# Reads File containing test vectors
# Backs up testvector file into vectorfile.bak
# Shifts bits for possible transparent latches as defined in cornerfile
##############################################################

######## Variables ###########################################
@temp;    # Temperary array for string processing
@corners;    # Array contain corner locations
@cnrsize;    # Array contai ning the number of corners in a vector
@binvector;    # Array of Vectors in Binary Format
$i = 0;            # Counter
$cnrlist = 0;      # Current Corner List
$cnrnum = 0;       # Current Corner in the List
$vectornumber = 0; # Current Vector Number
##############################################################

###### @ARGV contains the vector file and corner file ##########
$vectorfile = shift @ARGV;
$cornerfile = shift @ARGV;

##### Backup Vector File #################################
$bakfile = $vectorfile . ".bak";
system "mv $vectorfile $bakfile";
print "\nMoving $vectorfile to $bakfile\n";



##### Open Netlist and Pad files ##########################
open(cornerfile, "<$cornerfile") || die "\nCould not open
$cornerfile\n";
open(bakfile, "<$bakfile") || die "\nCould not open $bakfile\n";
open(vectorfile, ">$vectorfile") || die "\nCould not open
$vectorfile\n";

##### Generate Array of Corner Lists #####################
while(<cornerfile>) {

@temp = split;
$j = @temp;
for($cnrnum=0; $cnrnum<$j;$cnrnum++) {

$tmp = $cnrlist.",".$cnrnum;
$corners{$tmp} = $temp[$cnrnum];

}
$cnrsize[$cnrlist]=$cnrnum;
$cnrlist++;

}

############# Read in each line of Vector File and Convert to Binary
######
while(<bakfile>){

$templine=$_;
$i=length($templine) - 1;
$line = "";
print vectorfile $templine;
if ( $linenumber !=0 ){

for($j=0; $j<$i; $j++){
$line = $line . hex2bin(substr($templine,$j,1));

}
$binvector[$linenumber] = $line;

}
$linenumber++;

}

############# Shift Binary Vectors in appropiate locations and output
to file #########
for ($i=0; $i<$cnrlist; $i++){

for($k=1; $k<=$#binvector; $k++){
$bitvector = $binvector[$k];
for($j=0; $j<$cnrsize[$i]; $j++){

$tmp = $i.",".$j;
$curloc = length($bitvector) - $corners{$tmp};

substr($bitvector,1,$curloc)=substr($bitvector,0,$curloc);
}
for($l=0; $l<length($bitvector)/4; $l++){

print vectorfile bin2hex(substr($bitvector,4*$l,4));
}
print vectorfile "\n";

}
}

############ Subroutine to Convert Hex values to Binary Format
########################
sub hex2bin {



local($tmp) = shift;
if($tmp eq "0") {return "0000"}
if($tmp eq "1") {return "0001"}
if($tmp eq "2") {return "0010"}
if($tmp eq "3") {return "0011"}
if($tmp eq "4") {return "0100"}
if($tmp eq "5") {return "0101"}
if($tmp eq "6") {return "0110"}
if($tmp eq "7") {return "0111"}
if($tmp eq "8") {return "1000"}
if($tmp eq "9") {return "1001"}
if($tmp eq "A") {return "1010"}
if($tmp eq "B") {return "1011"}
if($tmp eq "C") {return "1100"}
if($tmp eq "D") {return "1101"}
if($tmp eq "E") {return "1110"}
if($tmp eq "F") {return "1111"}
else{ print"\n INVALID CHARACTER CONTAINED IN VECTOR \n"; exit(-

1);}
}

############ Subroutine to Convert Binary values to Hex Format
########################
sub bin2hex {
        local($tmp) = shift;
        if($tmp eq "0000") {return "0"}
        if($tmp eq "0001") {return "1"}
        if($tmp eq "0010") {return "2"}
        if($tmp eq "0011") {return "3"}
        if($tmp eq "0100") {return "4"}
        if($tmp eq "0101") {return "5"}
        if($tmp eq "0110") {return "6"}
        if($tmp eq "0111") {return "7"}
        if($tmp eq "1000") {return "8"}
        if($tmp eq "1001") {return "9"}
        if($tmp eq "1010") {return "A"}
        if($tmp eq "1011") {return "B"}
        if($tmp eq "1100") {return "C"}
        if($tmp eq "1101") {return "D"}
        if($tmp eq "1110") {return "E"}
        if($tmp eq "1111") {return "F"}
        else{ print"\n bin2hex failed, invalid binary entered\n";
exit(-1);}
}
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APPENDIX  I 
Source Code for Boundary Scan Test Board Software

/* Testbox4.cpp  C++ Source file compiles to Testbox4.exe PC Executable
This program is designed to read and write test vectors over the comm
port. It converts 2 hex characters (0 - 9, A - F) into an 8-bit word.
The program ten sends the word over the port and then receives a word
from the UART. */

/* Bookkeeping: There are a few bookkeeping measures in the program.
The first is that the first line of the program must be the length of
the test vector in hex, using 4 characters (16 bit). The program
knows that the first vector sent in not a test vector, so it will not
read from the comm port. The program also knows that the second line
in the test file is the first test vector. It does not read the
second line sent from the UART because there has not been any test
done yet. Lastly, since after the last test vector has been sent, the
vector still needs to be read back in from the chip, the program
writes out a dummy test vector, so that the output from the last test
vector can be read in.*/

#include <stdio.h>
#include <stdlib.h>
#include <malloc.h>
#include <dos.h>
#include <string.h>
#include <math.h>
#include  <bios.h>
#include  <conio.h>

#define FALSE 0
#define TRUE        !FALSE
#define DTR         0x01    // Data Terminal Ready
#define RTS         0x02    // Ready To Send
#define COM1PORT    0x0000  // Pointer to Location of COM1 port
#define COM2PORT    0x0002  // Pointer to Location of COM2 port
#define COM1        0
#define COM2        1
#define DATA_READY  0x100
#define DATA_RECEIVED  0x100
#define SETTINGS ( 0xE0 | 0x00 | 0x03 | 0x00)  // 9600,N,8,1

/*** Global Variables ***/
char RxBuffer[16384];
char TxBuffer[16384];

/*** local prototypes */
int BaudMatch(char *);
unsigned char convert (char, char);
void convert_back (int, unsigned char*, unsigned char*);



int length_cov (char []);
int hex_c_to_i (char);
int COM = COM2;

/*** main ***/
void main(int argc, char *argv[]) {

int status;
char   far *RS232_Addr;
char one, two, a, d;
int  i, end = 0, in_line = 0, chars= 0, E_O_F = 0;
char hex[4];
int  counter = 1, out_line = 0, final = 9 999, j = 3;
int length = 0, char_count = 0, rec = 0;
FILE *infile, *outfile;
unsigned char one_b, two_b;

if (argc != 3) {
printf ("\nERROR: Incorrect Usage of Paramaters:\n");
printf ("CORRECT SYNTAX: com_r_w.exe testfile

outputfile\n");
exit(0);

}

/* Determine port location of COM1.
0x40:0x00 = COM1 I/O port address
0x40:0x02 = COM2 I/O port address  */

RS232_Addr = (char far *)MK_FP( 0x0040, COM2PORT );

bioscom( 0, SETTINGS, COM );

/* Reset DTR and RTS to prepare for send/receive of next
character.    */

outportb( *RS232_Addr + 4, DTR | RTS );

/* Get status of com port.*/
status = bioscom( 3, 0, COM );

/* opens the input and output files selected on the command line */
infile = fopen (argv[1],"r");
outfile = fopen (argv[2],"w");

 /* Main Loop - Runs until whole file is sent (EOF=1) */
 while (end != 3) {

rec=0;
if (E_O_F != 1)

one = fgetc (infile);  /*gets on charactar */

if (one == EOF) E_O_F = 1;

/* This checks to see if the program is at the end of the file.
If it is the program sends one "dummy" test vector of all 0's
so that the last output vector can be received */

if (E_O_F == 1 && counter > 0) {
end = 1;
counter--;
one = '0';
two = '0';



if (counter <= 0)
one = '\n';

final = in_line;
 }

/*  The if statement is checking to see if all of the the
vectors, including the dummy test vector, have been writen to
the port. */

if (end != 3) {
if (length == 0 && in_line == 0 && one == '\n') {

length = length_cov(hex);
counter = chars = ceil (len gth/8.0);
in_line++;

}
else if ((one == '\n') && (E_O_F != 1)) {

in_line++;
printf("\n Hit a Key to Run next Test \n");
a=0;
while (a == 0){

if(kbhit()){
a = getch();
a=1;

}
}

}
else {

if (E_O_F != 1)
/*Th is gets the second char */
two = fgetc (infile);
if (two == EOF)

E_O_F = 1;
if (E_O_F == 1){

two = '0';
one = '0';

}
if (two == '\n') {

printf("Incompatible File Format \n");
exit(-1);

}
if (end == 1)

end = 2;

/* hex is used to store the first line of the file,
which is the length of each vector, in bits.*/

if (j != -1) {
hex[j] = one;
hex[j - 1] = two;
j = j - 2;

}

/* This converts hex from hex to decimal */
d = convert (one, two);

/* Send and recieve character (Busy Wait) */
printf("Sending Out %c %c \n",one, two);
bioscom( 1, d, COM);
status = bioscom( 3, 0, COM );



while ( !(status & DATA_READY)) {
status = bioscom( 3, 0, COM );

}
rec=1;
i = (bioscom( 2, 0, COM ) & 0xFF );

if (end == 1 && counter <= 0) {
end = 2;

}
}

}

/* If end is greater than two, the last test vector has been read. If
line is less than two, there are no valid results to read yet. */

if (E_O_F == 0 || out_line < final || end != 2) {

if (rec == 1) {
char_count++;
if ((out_line > 0) && (char_count > 0)) {

convert_back (i, &one_b, &two_b);;
printf("Recieved Characters %c %c \n", one_b, two_b);

fputc(one_b, outfile);
fpu tc(two_b, outfile);

}
}
if ((char_count >= chars) && (chars > 0)) {

if (out_line > 0){
fputc('\n', outfile);
out_line++;
char_count = 0;

}
}
if ((chars > 0) && (out_line == 0)) {

out_line++;
char_count=-1;

}
}
else

end  = 3;
}

fclose(infile);
fclose(outfile);
} /* end main */

unsigned char convert (char one, char two) {

/* THIS FUNCTION IS DESIGNED TO CONVERT TWO OUTGOING HEX DIGITS INTO
ONE 8-BIT ASCII CHARACTER REPRESENTATION. */

unsigned int result;
unsigned char final;



switch (one) {
case '0':one = 0x00; break;
case '1':one = 0x01; break;
case '2':one = 0x02; break;
case '3':one = 0x03; break;
case '4':one = 0x04; break;
case '5':one = 0x05; break;
case '6':one = 0x06; break;
case '7':one = 0x07; break;
case '8':one = 0x08; break;
case '9':one = 0x09; break;
case 'A':one = 0x0A; break;
case 'B':one = 0x0B; break;
case 'C':one = 0x0C; break;
case 'D':one = 0x0D; break;
case 'E':one = 0x0E; break;
case 'F':one = 0x0F; break;
default : one = one;

}
switch (two) {

case '0':two = 0x00; break;
case '1':two = 0x01; break;
case '2':two = 0x02; break;
case '3':two = 0x03; break;
case '4':two = 0x04; break;
case '5':two = 0x05; break;
case '6 ':two = 0x06; break;
case '7':two = 0x07; break;
case '8':two = 0x08; break;
case '9':two = 0x09; break;
case 'A':two = 0x0A; break;
case 'B':two = 0x0B; break;
case 'C':two = 0x0C; break;
case 'D':two = 0x0D; break;
case 'E':two = 0x0E; break;
case 'F':two = 0x0F; break;
default : two = two;

}
one = one*16;
result = one+two;
final = result;
return final;

}

void convert_back (int incom, unsigned char *one, unsigned char *two) {

 /* THIS FUNCTION IS DESIGNED TO CONVERT A 16 BIT INTEGER INTO TWO
ACSII CHARACTERS REPRESENTING THE HEX OF THE LOWER EIGHT BITS. EACH
HEX DIGIT IS RETURNED THROUGH THE VARIABLES ONE AND TWO IN AN ASCII
REPRESENTATION. */

unsigned char temp;
temp = incom;
temp = temp / 16;   // Get firs t 4 bits
if (temp > 15)

temp = temp % 16;
switch (temp) {

case 0:*one = '0'; break;



case 1:*one = '1'; break;
case 2:*one = '2'; break;
case 3:*one = '3'; break;
case 4:*one = '4'; break;
case 5:*one = '5'; break;
case 6:*one = '6'; break;
case 7:*one = '7'; break;
case 8:*one = '8'; break;
case 9:*one = '9'; break;
case 10:*one = 'A'; break;
case 11:*one = 'B'; break;
case 12:*one = 'C'; break;
case 13:*one = 'D'; break;
case 14:*one = 'E'; break;
case  15:*one = 'F'; break;
default:*one = 'Z';

}
temp = incom;
temp = temp % 16;
switch (temp) {

case 0:*two = '0'; break;
case 1:*two = '1'; break;
case 2:*two = '2'; break;
case 3:*two = '3'; break;
case 4:*two = '4'; break;
case  5:*two = '5'; break;
case 6:*two = '6'; break;
case 7:*two = '7'; break;
case 8:*two = '8'; break;
case 9:*two = '9'; break;
case 10:*two = 'A'; break;
case 11:*two = 'B'; break;
case 12:*two = 'C'; break;
case 13:*two = 'D'; break ;
case 14:*two = 'E'; break;
case 15:*two = 'F'; break;
default:*two = 'Z';

}
}

/*This function converts a 4 character hex number into decimal.*/
int length_cov (char hex[]) {

int i;
double length = 0;

for (i = 0; i < 4; i++)
length = le ngth + pow(16, i) * hex_c_to_i(hex[i]);

return (length);
}

/*This function converts a hex character into an interger number.*/
int hex_c_to_i (char in) {

int out;
switch (in) {

case '0': out = 0; break;
case '1': out = 1; break;
case '2': out = 2 ; break;



case '3': out = 3; break;
case '4': out = 4; break;
case '5': out = 5; break;
case '6': out = 6; break;
case '7': out = 7; break;
case '8': out = 8; break;
case '9': out = 9; break;
case 'A': out = 10; break;
case 'B': out = 11; break;
case 'C': out = 12; break;
case 'D': out = 13; break;
case 'E': out = 14; break;
case 'F': out = 15; break;

}
return (out);

}
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