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Opportunistic Spectrum Access Based on a Constrained
Multi-Armed Bandit Formulation

Jing Ai and Alhussein A. Abouzeid

Abstract: Tracking and exploiting instantaneous spectrum oppor-
tunities are fundamental challenges in opportunistic spectrum ac-
cess (OSA) in presence of the bursty traffic of primary users and
the limited spectrum sensing capability of secondary users. In or-
der to take advantage of the history of spectrum sensing and access
decisions, a sequential decision framework is widely used to de-
sign optimal policies. However, many existing schemes, based on a
partially observed Markov decision process (POMDP) framework,
reveal that optimal policies are non-stationary in nature which ren-
ders them difficult to calculate and implement. Therefore, this
work pursues stationary OSA policies, which are thereby efficient
yet low-complexity, while still incorporating many practical fac-
tors, such as spectrum sensing errors and a priori unknown statis-
tical spectrum knowledge. First, with an approximation on chan-
nel evolution, OSA is formulated in a multi-armed bandit (MAB)
framework. As a result, the optimal policy is specified by the well-
known Gittins index rule, where the channel with the largest Git-
tins index is always selected. Then, closed-form formulas are de-
rived for the Gittins indices with tunable approximation, and the
design of a reinforcement learning algorithm is presented for cal-
culating the Gittins indices, depending on whether the Markovian
channel parameters are available a priori or not. Finally, the supe-
riority of the scheme is presented via extensive experiments com-
pared to other existing schemes in terms of the quality of policies
and optimality.

Index Terms: Multi-armed bandit (MAB) problem, opportunistic
spectrum access (OSA), partially observed Markov decision pro-
cess (POMDP), reinforcement learning (RL).

I. INTRODUCTION

This paper addresses opportunistic spectrum access (OSA),
which is one particular promising class of dynamic spectrum
access (DSA)1 models [1] where primary users (licensees) do
not have to alter their hardware or behavior, whereas secondary
users (non-licensees) equipped with cognitive radios [2] search,
identify and exploit instantaneous spectrum opportunities when-
ever and wherever primary users are not present. However, be-
cause of the time-varying nature of the channel/spectrum2 statis-
tics, as well as inaccuracies in detecting/sensing the spectrum,
this problem poses fundamental challenges in finding optimal
yet low complexity policies for channel access.

This problem can be cast in a sequential decision framework,
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since it allows to use statistical knowledge and past history to
benefit future decisions. The main challenges are to (a) find an
accurate model of the problem, (b) find an optimal solution for
the chosen model that has reasonable complexity, and (c) evalu-
ate the quality of the solution in realistic settings. The last point
highlights the interplay between the first two challenges, and
that finding an optimal solution to a model does not necessarily
result in a good solution unless the model itself is reasonably
accurate depiction of realistic conditions.

In this paper, this problem is formulated as a constrained
partially observable multi-arm bandit problem (C-POMAB). By
exploiting its rich structure, we derive optimal low-complexity
solution (in the form of closed form Gittins indices with tun-
able approximation). It is shown that (and when) the problem
assumptions/approximations are accurate enough, as measured
from simulations under realistic conditions. Notice that while
the solution has low-complexity, C-POMAB still allows model-
ing Markovian (which is more realistic than i.i.d.) dynamics of
primary network traffic, imperfect spectrum sensors and slowly
varying statistics of primary network traffic. The key modeling
assumption is regarding the “information state.” The informa-
tion state represents the conditional probability of a channel in a
certain state based on the observation history so far. Our model
assumes the information states of all channels that are not se-
lected to be “frozen.” This is a much less stringent assumption
than assuming the actual channel states to be frozen [3] – it only
assumes that the knowledge of the channel states (represented
by the “information states”) remains unchanged as long as the
these channels are not sensed, which is intuitively appealing,
and we test its validity by simulations. While we assume that the
channel statistics are known, low complexity model-free algo-
rithms are designed for calculating those Gittins indices regard-
less of whether the statistics of channel availability are known a
priori or not.

For the purpose of appreciating the contribution of this
work, we first very briefly (and loosely) introduce (for read-
ability/completeness) the well known Markov decision process
(MDP), partially observable MDP (POMDP) [4], multi-arm
bandit (MAB) [5], [6], and restless MAB (RMAB) [7] problems
and solutions. MDP refers to a sequential decision process in
which the states are fully observable. If the states of the system
are not observable, the problem is significantly more difficult to
solve, and is called a POMDP. A classic MAB problem is a par-
ticular sequential decision processes which considers a decision
maker and a set of n Markov reward processes. At each decision
epoch, the decision maker selects a process (also called “arm”

1The classic dedicated spectrum allocation strategies has resulted in artificial
spectrum scarcity [8]. DSA offers a solution to this problem.

2Notice that we will use the “spectrum” and “channel” interchangeably in the
rest of the paper.



in the literature) to use in the current period based on the states,
transition probabilities and rewards of processes. The goal of the
decision maker is to derive an optimal process selection policy
to maximize some function of the expected total reward over the
planning horizon. A classic MAB problem (a) admits no con-
straints on the optimization function and (b) does not allow the
state evolution for the arms that have not been selected. The so-
lution of the classic MAB relies on computing indices for all
processes and selecting the one(s) with the highest index. This
is called an indexable solution. In case the states are not directly
observable, we call it a classic POMAB in this paper. It is well
known that the solution of a classic POMAB problem lies in in-
troducing a new state, called information state, that transforms
the problem to a set of classic MAB problems, with indexable
solutions. A restless MAB (RMAB) is similar to MAB except
that the arms are allowed to evolve (i.e., removing the second
constraint).

In this paper, the key new elements of C-POMAB prob-
lem/solution compared to the preceding well known problems
are that (a) the optimization problem allows a constraint, and
(b) it is shown that, by assuming the information state of non-
selected arms to be “frozen,” the solution is indexable, i.e., can
be solved in a similar manner to classic POMAB. Allowing a
constraint is extremely important, since we use this to add a con-
straint on the total interference incurred on primary users. That
the optimal solution remains to be indexable is critical for find-
ing low-complexity algorithm. In fact, we derive closed form
expressions for these indices with tunable approximation.

The relation between the C-POMAB problem/solution and
other related efforts in the literature that utilize a sequential de-
cision framework can be summarized as follows. Optimal poli-
cies for a POMDP formulation of the problem is presented in [9]
and [10] assuming the availability of each channel follows a
Markov chain and their transition matrices are known to sec-
ondary users. However, the derivation of optimal policies suf-
fers exponential computational complexity with respect to both
the horizon length and the number of channels. Optimal po-
lices for a MAB formulation is presented in [11] without as-
suming prior knowledge of primary traffic statistics. However,
it assumes that the availability of each channel is independent
from slot to slot, which is a strong assumption at odds with
some practical measurements in [12]. Moreover, because of the
independence assumption, it seems unlikely that it can be di-
rectly extended to the case where spectrum opportunities follow
a Markov chain model3. A MAB formulation is also used in [1]
but under a different channel access (open sharing) architecture.
Notice that both of these MAB formulations [1], [11] do not take
any constraints (unlike our C-POMAB), and thus are not able to
consider or even explicitly quantify the amount of interference
to primary networks induced by imperfect spectrum sensing4.
Djonin et al. [13] propose a truncated MDP formulation with a
linear complexity with respect to the horizon length, which is
able to achieve a tunable trade-off between quality of policies
and complexity depending on a chosen truncation parameter.
However, due to the nature of dynamic programming formu-

3Notice that a (semi-)Markov model more accurately characterizes the pri-
mary network traffic [9], [10], [14].

4See [9] for more information about imperfect spectrum sensing.

lation, it still incurs exponential computational cost with respect
to the number of channels. Zhao et al. [15] propose a minimum
time to availability (MTTA) heuristic as a myopic policy. Fi-
nally, most recently, Liu and Zhao [16] use an RMAB formu-
lation and applied Whittle’s index rule [7], which is shown to
be near-optimal when channels are heterogenous and optimal
when all channels are homogeneous. However, [16] does not
take account of spectrum sensing errors, incurring interference
to primary networks.

To summarize, the contribution of this paper is four-fold.
First, with sound approximations, we formulate OSA as a
C-POMAB problem, while explicitly considering interference
constrains to primary networks induced by spectrum sensing
errors. We not only show that its optimal policy is still index-
able, but also extend the separation principle between spectrum
sensing and access schemes in an infinite horizon setting, as
compared to the main result in [9] in a finite-horizon setting.
Second, assuming Markovian traffic dynamics with given tran-
sition probabilities, we are able to derive closed-form expres-
sions of Gittins indices with tunable approximation, which in-
dicates very low computational cost of computing the optimal
policy. Particularly, when primary traffic statistics are identical,
OSA policy would degenerate into a myopic policy in terms of
a counting process (i.e., the number of spectrum access failures
since the last success for a given channel), which is very close
to the main result in [15] developed from a POMDP framework.
Third, we design an online model-free learning (i.e., Q-learning)
algorithm to calculate Gittins indices, which enables the scheme
to adapt to slowly statistical varying (i.e., non-stationary) radio
environments. Lastly, we demonstrate the superiority of the pro-
posed OSA policy over other existing ones in terms of achieving
a better trade-off between quality of policies and complexity via
extensive simulations.

The rest of paper is organized as follows. Section II presents
the system model. Section III formulates the C-POMAB pro-
blem. Section IV and V illustrate the Gittins indices calculation
in a model-based and a model-free setting, respectively. Sim-
ulation results are provided in Section VI. Finally, Section VII
concludes the paper and highlights a few future directions.

II. SYSTEM MODEL

We consider a pair of transmitter and receiver to sense and
access a single channel at a time among n channels. Notice that
the set of channels is denoted as N = {1, 2, · · ·, n} and the
bandwidth of each channel i is denoted as wi. Without loss
of generality, we assume that the channel availability statis-
tics among channels are mutually independent and dynamics
of each channel can be modeled as a two-state discrete-time
Markov chain with a transition matrix P i = [pi

jm]j,m∈S , i ∈ N
as shown in Fig. 1, where the state space is denoted as S =
{0 (IDLE/GOOD), 1 (BUSY/BAD)}.

Next, we assume that primary and secondary users access the
spectrum aligning with time slots. The interval of a time slot is
denoted as Ts and thus the time slot k represents the time inter-
val Ik = [kTs, (k+1)Ts), where k ∈ {0, 1, · · ·}. In addition, we
assume a saturated secondary transmitter that always has pack-
ets to send.



Fig. 1. The Markov model for channel i (i ∈ N ).

Fig. 2. Operations of OSA during a time slot.

As always, the secondary transmitter and receiver need to be
firstly synchronized on a common channel to start communica-
tion and the handshake mechanism has been specified in [10].
In a typical time slot as illustrated in Fig. 2, the secondary
transmitter starts to sense the selected channel at the beginning.
Based on the sensing outcome, the secondary transmitter de-
cides whether to send a packet or not. If selecting to send, it
expects to receive an acknowledgement from the intended sec-
ondary receiver. Thus, by the end of a time slot, both secondary
transmitter and receiver obtain the same knowledge on their
communication. With the same set of decision rules (presented
later in this paper), they compute the next common channel to
sense and prepare to synchronize to it at the beginning of the
following time slot.

Moreover, we do not neglect spectrum sensing errors. In
OSA, it is known that secondary users need to sense the channel
before access so as to achieve non-intrusive communication to
primary users. However, with unreliable sensing outcomes in-
duced by noise and fading, it is impossible to always observe the
actual activities of primary users and make the right access deci-
sions. Generally, there are two types of sensing errors: (a) False
alarms occur when idle channels are detected as busy, quanti-
fied by ε � Pr{o = 1|s = 0}, wasting the spectrum oppor-
tunity and, (b) miss detections occur when busy channels are
detected as idle, quantified by δ � Pr{o = 0|s = 1}, causing
interference to primary users, where o ∈ S denotes the sensing
outcome5.

As a result, in presence of spectrum sensing uncertainty,
a randomized spectrum access scheme, �q, is employed per
slot without loss of generality. Specifically, the randomized
spectrum access scheme, �q, can be specified by a 2-tuple
(qf , qb) and qf and qb are defined as qf � Pr{t =
1|o = 0} and qb � Pr{t = 1|o = 1}, where t ∈
{0 (NO ACCESS), 1 (ACCESS)}. Therefore, when the ac-
tual state of the sensed channel s is idle, the probability of re-

5In this paper, we regard ε and δ as model parameters and do not tune them as
a part of joint PHY-MAC design as in [9].

ceiving an acknowledgement, e ∈ {0 (ACK), 1 (NO ACK)},
under the randomized scheme �q can be obtained as

λ � Pr{e = 0|s = 0, �q}
= Pr{t = 1, o = 0|s = 0} + Pr{t = 1, o = 1|s = 0}
= Pr{t = 1|o = 0, s = 0}Pr{o = 0|s = 0}

+ Pr{t = 1|o = 1, s = 0}Pr{o = 1|s = 0}
= Pr{t = 1|o = 0}Pr{o = 0|s = 0}

+ Pr{t = 1|o = 1}Pr{o = 1|s = 0}
= qf (1 − ε) + qbε

(1)

which accounts for the only scenario that secondary users can
gain throughput. Notice that we assume that, whenever access-
ing the channel, the secondary transmitter can get an ACK back
without any error as long as the channel is truly idle in (1).

On the other hand, when the actual state of the sensed channel
s is busy, it by no means that a packet can get through between
secondary users, i.e., Pr{e = 1|s = 1, �q} = 1. Meanwhile, it
may incur interference to primary users if the secondary trans-
mitter decides to access the channel. The probability of collision
to primary users can be obtained as

ξ � Pr{e = 1|s = 1, �q}
= Pr{t = 1, o = 0|s = 1} + Pr{t = 1, o = 1|s = 1}
= Pr{t = 1|o = 0}Pr{o = 0|s = 1}

+ Pr{t = 1|o = 1}Pr{o = 1|s = 1}
= qfδ + qb(1 − δ).

(2)

Combining (1) and (2), it is interesting to find out that false
alarms by the spectrum sensor will only lower secondary users’
throughput while miss detection by the spectrum sensor will
only cause interference to primary users.

III. OSA IN A MULTI-ARMED BANDIT FRAMEWORK

In this section, we first formulate the problem in a MAB
framework based on an assumption for approximation. Notice
that, our OSA scheme becomes the solution of a constrained
decision problem taking account of the trade-off between the
expected discounted throughput of a pair of secondary users
and the collision probability to primary users when consider-
ing sensing errors. Next, we study the solution structure of the
problem and show that the optimal policy is still indexable, even
with constraints, as in conventional MAB problems. As a result,
spectrum sensing scheme and spectrum access scheme in our
OSA can be derived separately.

A. MAB Formulation

We first define information states [3] of channels. They rep-
resent probability distributions on the “perceived” states based
on past observations and actions. Given the system model pre-
sented in Section II, we specify that the action is composed
by spectrum sensing action, a ∈ N , as well as spectrum ac-
cess policy, �q, performed at the beginning of the slot, and the
observation, e, is the acknowledgement received at the end of
the slot. Therefore, for any channel i, denoting the observa-
tion history at time slot k − 1 as ek−1 = {e0, e1, · · ·, ek−1}



and the action history at time slot k as ak−1 = {a0, · · ·, ak−1}
and �qk−1 = {�q0, · · ·, �qk−1}, its information state at time k is
�xi

k = (xi
k(0), xi

k(1)), and xi
k(s), s ∈ S, is given by

xi
k(s) � Pr{si

k = s|ak−1, �qk−1, ek−1}
= Pr{si

k = s|ak−1, �qk−1, ek−1}, s ∈ S, i ∈ N
(3)

where the equality follows by Markov property.
Next, for those channels (∀i �= ak) that are not selected at

time slot k, the evolution of information states is purely driven
by the underlying channel dynamics, i.e., �xi

k+1 = P i′�xi
k

6. How-
ever, it would lead to a restless bandit formulation [7] for our
OSA problem, which is PSPACE-hard. Therefore, in order to
derive tractable policies, we adopt a classic restless bandit ap-
proximation where we formulate our OSA problem in a multi-
armed bandit framework. As a result, we assume that

�xi
k+1 = �xi

k, ∀i �= ak (4)

i.e., the information states of unselected bandit processes are
frozen at the current time slot.

On the other hand, given channel i selected for sense and ac-
cess at time slot k (i.e., ak = i), the transition law for its infor-
mation states can be derived as follows. We define a conditional
probability, ui

k(j,m), that, at time slot k, the acknowledgement
ek is m, conditioned on the actual channel state sk is j together
with a randomized spectrum access action �qk as

ui
k(j,m) � Pr{ek = m|sk = j, �qk}, j,m ∈ S. (5)

Similar to (1), we can obtain those probabilities. Accordingly,
summarized in a matrix form, U i

k = [ui
k(j,m)]j,m∈S can be

written as

U i
k =

[
λk 1 − λk

0 1

]
. (6)

Consequently, given P i and U i
k, the information state of channel

i can be updated by Bayes’ rule as follows.

�xi
k+1 = F(�xi

k, �qk,m) =
U i

k(m)P i′�xi
k

1|S|′U
i
k(m)�xi

k

, m ∈ S (7)

where U i
k(m) = diag[uk(0,m), uk(1,m)].

Since xi(0) and xi(1) are complementary, information state
transition law by (7) regarding xi(0) can be simplified as

xi
k+1(0) =

{
pi
00, if m = 0,

f(xi(0)), if m = 1,
j ∈ S (8)

where

f(x) =
p00(1 − λ)x + p10(1 − x)

1 − λx
(9)

and p00, p10, and λ are parameters. We can observe that infor-
mation state xi

k+1(0) = p00, depending only on parameters of
the i-th channel, when able to receive an ACK.

Next, referring to (1), we define the immediate expected re-
ward achieved during the time slot k as

E{R(�xk, ak = i, �qk)} = 1|S|
′U i

k(0)�xi
kwi = λkxi

k(0)wi (10)

6Notice that ′ denotes transpose throughout the paper.

where �xk = {�x1
k, �x2

k, · · ·, �xn
k}. At the same time, as a side effect

of imperfect spectrum sensors, the corresponding interference
probability to primary users can be quantified as by (2).

Therefore, combining all components above, we can formally
state our goal as to derive an optimal policy, with respect to our
assumption on “frozen” information states, π : �xk → (ak, �qk),
satisfying

max Jπ = E{
∞∑

k=0

γkR(�xk, ak, �qk)} (11)

subject to
ξ ≤ ξ0, k ∈ T (12)

where γ is a discounted factor in (0, 1) and ξ0 is the maximum
probability tolerated by primary users for any channel.

B. MAB Results

The following theorem states that the optimal policy of the
above problem remains to be indexable, though it is different
from conventional [5] MAB formulations.

Theorem 1: The optimal policy of the C-POMAB problem
defined in (11) and (12) is still in a form of an index rule. More-
over, it leads to a special structure of optimal policy, which is
composed by a myopic spectrum access scheme �q per time slot
and a sequential spectrum sensing scheme {ak}k∈T over an in-
finite horizon.

Proof: Since the maximum interference constraint ξo is en-
forced on all channels, we can assign any fixed �q ∈ {(qf , qb)|0 ≤
qf ≤ 1, 0 ≤ qb ≤ 1, qfδ + qb(1 − δ) ≤ ξ0} whenever se-
lecting any channel without loss of generality. It is straightfor-
ward to see that our constrained MAB problem defined above
is equivalent to an unconstrained MAB problem to maximize
Jπ(λ) where π : �xk → ak, k ∈ T and thereby its optimal pol-
icy is in a form of an index rule [6].

Next, given that a series of conventional MAB problems pa-
rameterized on λ can be constructed for the same OSA problem,
we proceed to show that Jπ∗(λ) monotonically increases with
respect to λ, i.e., for any λ1 < λ2, Jπ∗(λ) < Jπ∗(λ).

First, it is well known that a MAB problem can be de-
composed into multiple independent optimal stopping problems
(OSPs). As a result, regarding any channel i, its value functions
with respect to the information state �xi with spectrum access
policy �q (λ) must satisfy the following Bellman equations

V (�xi)=max

⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩
λwixi(0)︸ ︷︷ ︸

“stop”

, γ
∑

m∈{0,1}
V (F(�xi, �q,m))1|S|

′U i(m)�xi

︸ ︷︷ ︸
“continue”

⎫⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎭

.

(13)
In (13), λwixi(0) represents the immediate reward after suc-

cessfully accessing the spectrum. Moreover, the secondary
users do not pursue the same channel in the next time slot,
which corresponds to the “stop” action in OSP. On the other
hand, γ

∑
m∈{0,1} V (F(�xi, �q,m))1|S|

′U i(m)�xi represents the
future discounted reward if secondary users continue to pur-
sue the same channel regardless of the result in the current slot,
which corresponds to the “continue” action in OSP. Therefore,



the value function, V (�xi), represents the maximum expected re-
ward when performing �q, starting from the information state �xi.
Consequently, to prove Jπ∗(λ)’s monotonic property with re-
spect to λ is attributed to demonstrate the monotonic property
of V (�xi), ∀�xi, with respect to λ. Therefore, for any �xi, we
compare V (�xi) with λ1 and λ2 such that λ1 < λ2.

As to the immediate reward, we have

λ1w
ixi(0) − λ2w

ixi(0) = (λ1 − λ2)wixi(0) < 0. (14)

It is easy to see that, when λ1 < λ2, we have λ1w
ixi(0) <

λ2w
ixi(0). Meanwhile, as to the future discounted reward, we

have7

γ
∑

m∈{0,1}
V (F(�xi

k, �q1,m))1|S|
′U i(m)�xi

− γ
∑

m∈{0,1}
V (F(�xi

k, �q2,m))1|S|
′U i(m)�xi

= γ[V (p00)λ1x
i(0) − V (p00)λ2x

i(0)

+ V (fλ1(x
i(0)))(1 − λ1x

i(0))

− V (fλ2(x
i(0)))(1 − λ2x

i(0))].

(15)

For further comparison, we need the following result that

V (F(�xi, �q1,m = 1)) ≤ τV (F(�xi, �q1,m = 0))

+ (1 − τ)V (F(�xi, �q2,m = 1))
(16)

where τ = (λ2 − λ1)xi(0)/(1 − λ1x
i(0)) > 0. This is be-

cause of the convexity of the value function v(·) due to max{·}
together with the equality below derived by some algebra work

F(�xi
k, �q1,m = 1) = τF(�xi

k, �q1,m = 0)

+ (1 − τ)F(�xi
k, �q2,m = 1).

(17)

By plugging (16) into (15), it becomes

V (p00)λ1x
i(0) − V (p00)λ2x

i(0) + V (fλ1(x
i(0)))

× (1 − λ1x
i(0)) − V (fλ2(x

i(0)))(1 − λ2x
i(0))

≤ V (p00)xi(0)(λ1 − λ2 + λ2 − λ1) + V (fλ2(x
i(0)))

× (1 − λ1x
i(0) − (λ2 − λ1)xi(0) − 1 + λ2x

i(0))
= 0.

(18)

Combining (14) and (18), the monotonic property of the
value function, V (xi(0)), with respect to the parameter λ holds.
Therefore, in order to maximize Jπ∗(λ), we also need to maxi-
mize λ on top of the conventional MAB problem characterized
by the index rule. �

Theorem 1 reveals that the optimal policies for spectrum sens-
ing and spectrum access are orthogonal. In order to derive op-
timal policy as a whole, we need to derive optimal policy for
each scheme, respectively, and then conduct them for each phase
as shown in Fig. 2 for every time slot. Notice that, we obtain
the separation principle from the above theorem under a MAB
framework over an infinite-horizon as compared to the one in [9]
independently developed from a POMDP framework over a fi-
nite horizon.

7V (�xi) and V (xi(0)) are used interchangeable as below.

As a result, the corresponding optimal spectrum access
scheme can be specified by a policy {�qk} that satisfies

max λ (19)

subject to
ξ ≤ ξ0 (20)

which can be derived by the following corollary.
Corollary 1: Given the characteristics of spectrum sensor

(ε, δ) and the maximum interference constraint ξ0 to primary
networks, the optimal spectrum access scheme (qf∗

, qb∗) is the
solution of the linear program in (19) and (20), i.e.,

(qf∗
, qb∗) =

{
(1, ξ0−δ

1−δ ), δ ≤ ξ0,

( ξ0
δ , 0), δ > ξ0

(21)

and thereby

λ∗ =
{

1 − ε + ξ0−δ
1−δ ε, δ ≤ ξ0,

ξ0
δ (1 − ε), δ > ξ0.

(22)

Proof: Firstly, from (20), the constraint of the linear pro-
gram, we have

0 ≤ qf ≤ ξ0 − qb(1 − δ)
δ

. (23)

When (ξ0 − qb(1 − δ))/δ ≥ 1 (i.e., ξ0 ≥ δ), the above con-
straint is relaxed for qf and we have qf∗

= 1. Accordingly,

0 ≤ qb ≤ ξ0 − δ

1 − δ
. (24)

Therefore, we have qb∗ = (ξ0 − δ)/(1 − δ).
On the other hand, when ξ < δ and 0 ≤ ξ0−qb(1−δ)

δ < 1, we
have

0 ≤ qb ≤ ξ0

1 − δ
. (25)

Then the objective function satisfies

λ ≤ ξ0

δ
(1 − ε) +

[
ε − (1 − ε)

1 − δ

δ

]
qb. (26)

Since ε/(1 − ε) < (1 − δ)/δ usually holds for a reasonable
spectrum sensor where ε and δ are small, λ is a decreasing func-
tion with respective to qb in (25). Therefore, we have qb∗ = 0
and qf∗

= ξ0/δ from (23).
Combining all the results above, (21) and (22) follow. �

From the above corollary, it is interesting to observe that,
when δ = ξ0, the randomized spectrum access scheme will be-
come a deterministic one where the secondary transmitter al-
ways trusts the spectrum sensing outcomes when making spec-
trum access decisions.

On the other hand, as to the optimal spectrum sensing scheme,
given the optimal spectrum access is derived from Corollary 1,
it is determined by the well-known Gittins index rule in a MAB
framework as follows.

i∗k = arg max
i∈N

{vi(�xi
k)} (27)

where vi(�xi
k) denotes the Gittins index of channel i given the

information state �xi
k at time slot k. In the next two sections, we

will illustrate how to calculate Gittins indices with and without
knowing the parameters of channel availability, respectively.



(a)

(b)

Fig. 3. Markov chain diagram of information states for a channel. Notice
that numbers over lines denote transition probability/reward, respec-
tively: (a) Original Markov chain with countably infinite states, and (b)
truncated Markov chain with I + 1 states.

IV. GITTINS INDICES CALCULATION FOR
MARKOVIAN CHANNELS

In this section, we focus on Gittins indices calculation
based on a Markov model for a single channel. First of all,
from (8), we can observe that the information state space
for any given channel can be represented as a countably infi-
nite set {p00, f(p00), f2(p00), · · ·, f i(p00), · · ·}, where f i(·) =
f(f · · ·f(·))︸ ︷︷ ︸

i

8 and thereby the information state f i(p00) can be

achieved if there are i spectrum access failures (i.e., no ACK re-
ceived) since the last success. Thereby, the underlying Markov
chain can be drawn in Fig. 3(a). It shows that the function
f(·) determines not only the evolution of information states but
also the transition probabilities and rewards. Notice that when
p00 = p10, the channel dynamics degenerate into an i.i.d. pro-
cess, which is the case that has been studied in [11] and not is
the focus of our paper.

Before deriving Gittins indices, the following two theorems
first illustrate the characteristics of information state space in
terms of f(·).

Theorem 2: The series of information states {f i(p00)}∞i=0

converges as the iteration number i grows, i.e., there exists a
fixed point x∗ ∈ (0, 1) such that

lim
i→∞

f i(x∗) = x∗. (28)

When p00 > p10, the series of information states {f i(p00)}
decreases towards x∗ as the iteration number i grows.

On the other hand, when p00 < p10, the series of information
states {f i(p00)} alternatingly increases and decreases towards
(i.e., oscillates) x∗ as the iteration number i grows.

Proof: See Appendix A. �

Notice that Theorem 2 reveals that a channel can be classified
into two types depending on the order of transition probabili-
ties (i.e., p00 vs. p10). Specifically, (following the terminology
from [17]), when p00 > p10, the channel is called a positively
autocorrelated channel, which states that the idle channel state
is more likely followed by the idle channel state; while when
p00 < p10, the channel is called a negatively autocorrelated

8Without loss of generality, we define that f0(x) = x.

channel, which states that the idle channel state is more likely
followed by the busy channel state. As we will see shortly after,
the type of channel will greatly impact the Gittins indices calcu-
lation and thereby the pattern of its scheduling behavior.

Next, to ease Gittins indices calculation, we intend to use a
finite number of information states as shown in Fig. 3(b) to rep-
resent the countably infinite information states series with any
specified tolerance. From Theorem 2, we can expect that the ac-
tual Gittins indices of information states can be infinitely closely
approximated as the increase of number of information states to
be truncated. Specifically, given (ε, δ) of spectrum sensor to-
gether with ξ0 as the maximum interference probability to pri-
mary users are reasonably small in typical scenarios such that
λ to be employed becomes close to 1 according to (22), we can
characterize the convergence rate of the information state series
in the following theorem.

Theorem 3: When λ → 1, given any ε, 0 < ε < 1, the
minimum number of information states I +1, such that |f i(x)−
x∗| < ε, ∀i ≥ I , satisfies

Case 1: When p00 > p10,

I =

⎡
⎢⎢⎢

log( ε
p00−p10

)

log( (p00−p10)(1−λ)
(1−λp10)2

)

⎤
⎥⎥⎥ . (29)

Case 2: When p00 < p10,

I =

⎡
⎢⎢⎢

log( ε
p10−p00

)

log( (p10−p00)(1−λ)
1−λp10−λp10(p00(1−λ)−p10+1) )

⎤
⎥⎥⎥ . (30)

Proof: See Appendix B. �

Now we can formally calculate Gittins index of a truncated
Markov chain as follows. Notice that (31) provides a general
rule of calculating the index, which can be interpreted as the
maximum discounted reward rate per time slot.

v(x(i)) = max
τ>1

E{
∑τ−1

k=0 γkR(xk)|x0 = x(i)∑τ−1
k=0 γk|x0 = x(i)

} (31)

where i ∈ {0, 1, · · ·, I}9. Owing to the special state structure
and Markovian process of our problem, in practical scenarios
where λ is close to 1, it is possible to further simplify the index
calculation by the following theorem.

Theorem 4: Given Markov chain is truncated with I + 1 in-
formation states, Gittins index as a function of each state can be
obtained by the following computation procedure.

Case 1: When p00 > p10

v(x(i)) =

{
p00w, i = 0,
λfi(p00)α0+λfi(p00)w

λfi(p00)β0+1 , i = 1, · · ·, I (32)

where α0 and β0 for each i can be computed as

α0=
γp00w+

∑i
j=1 γj+1p01λf j(p00)w

∏j−1
k=1(1−λfk(p00))

1−γp00−
∑i

j=1 γj+1p01λf j(p00)
∏j−1

k=1(1−λfk(p00))
(33a)

9From now on, we use the index of an information state i to replace the infor-
mation state x(i) for simplicity.



β0=
γ+

∑i
j=1 γj+1p01

∏j−1
k=1(1−λfk(p00))

1−γp00−
∑i

j=1 γj+1p01λf j(p00)
∏j−1

k=1(1−λfk(p00))
.

(33b)
Case 2: When p00 < p10 and λ is close to 1 such that p00 <

λf(p00) and f(p00) ≈ p10, given I is even

v(x(2i − 1)) = λf2i−1(p00)w, i = 1, · · ·, I

2
, (34a)

v(x(2i))=

⎧⎪⎨
⎪⎩

λf2i(p00)w, i = I
2 ,

(1−λf2i(p00))α2i+1+λf2i(p00)w
(1−λf2i(p00))β2i+1+1 , i = I

2 − 1, · · ·, 1,
p01α1+p00w

p01β1+1 , i = 0.

(34b)
Otherwise, given I is odd

v(x(2i − 1)) = λf2i−1(p00)w, i = 1, · · ·, I + 1
2

, (35a)

v(x(2i)) =

{
(1−λf2i(p00))α2i+1+λf2i(p00)w

(1−λf2i(p00))β2i+1+1 , i = I−1
2 , · · ·, 1,

p01α1+p00w
p01β1+1 , i = 0

(35b)
where

αI =
γλf I(p00)w

1 − γ(1 − λf I(p00))
(36a)

βI =
γ

1 − γ(1 − λf I(p00))
(36b)

αi = γ(1 − λf i(p00))αi+1 + γλf i(p00)w (37a)

βi = γ(1 − λf i(p00))βi+1 + γ (37b)

for i = I − 1, · · ·, 1, and

α0 =
γp01α1 + γp00w

1 − γp00
(38a)

β0 =
γp01β1 + γ

1 − γp00
. (38b)

Proof: See Appendix C. �

We gain the following insights from Theorem 4. When a
channel is positively autocorrelated (i.e., p00 > p10) and it is
selected to sense and access, any failure will decrease its Git-
tins index and thus make the channel less “attractive” in the fol-
lowing scheduling. On the contrary, when a channel is nega-
tively autocorrelated (i.e., p00 < p10) and it is selected to sense
and access, any failure will increase its Gittins index and thus
make the channel more “attractive” in the following scheduling,
since state 0 has the least Gittins index among all states. More
importantly, our formulation from a MAB framework provides
closed-forms (with tunable approximation) for deriving a sta-
tionary policy while many other works [9], [10], [13], based on
a POMDP framework, require to solve a linear programming for
non-stationary policies, implying a high computational and im-
plementation cost.

It is interesting to find that, when the parameters and statis-
tics of channel availability are identical, the spectrum sensing
scheme would degenerate into a myopic policy. This is because
when channels are homogeneous, comparison of Gittins indices

in (27) is equivalent to comparison of indices of information
states. Specifically, such a myopic policy can be stated by the
following theorem.

Theorem 5: Let zi denote the number of spectrum ac-
cess failures since last success for channel i. For homogenous
Markovian channels, our optimal spectrum sensing scheme can
be specified as follows:

Case 1: When p00 > p10, the optimal spectrum sens-
ing scheme is to sense the channel i∗ such that i∗ =
arg mini∈N {zi}.

Case 2: When p00 < p10, the optimal spectrum sens-
ing scheme is to sense the channel i∗ such that i∗ =
arg maxi∈N {zi}.

In case there exist multiple channels with the same z value,
one channel will be randomly selected to break up the tie. More-
over, regardless of the above rule, in order to well exploit statis-
tical knowledge, the myopic rule also needs to obey that: when
channels are positively autocorrelated, a channel will always be
selected until a spectrum access failure happens; while when
channels are negatively autocorrelated, a channel will always be
selected until a spectrum access success happens.

Proof: When p00 > p10, Gittins index is monotonic de-
creasing with respect to z according to Theorem 4. Given chan-
nels are homogenous, comparison on Gittins indices of all chan-
nels is equivalent to comparison on z values. Therefore, by the
optimal policy specified in (27), the result follows.

When p00 < p10, state 0 has the least Gittins index among
all states according to Theorem 4. Given channels are homoge-
nous and all start by state 0, any spectrum access failure on a
channel would make it has the largest Gittins index among all
channels. Therefore, by the optimal policy specified in (27), the
result follows. �

We notice that Zhao et al. [15] have also found a myopic rule
when channels are homogenous, based on a POMDP frame-
work. Their main results are that their myopic policy can be
rigorously proved to be optimal when n = 2 but only conjec-
tured to be optimal when n > 2 via extensive numerical and
simulation results. Comparing those two myopic policies, we
find that they are different in the capability of characterizing dy-
namics of unselected channels. Specifically, as a non-stationary
policy, the counting process employed by the myopic policy [15]
is able to predict the channel behavior even if it is not selected.
As a result, it is able to finely differentiate channels according to
the history of spectrum sensing and access decisions. However,
on the other hand, owing to the limitation of our MAB formula-
tion, information state of a channel is only updated whenever it
is selected, though it indeed changes slowly as time goes by no
matter it is selected or not. As one of the side effects, for exam-
ple, when channel switching happens, there might be more than
one channel having the same information states, which however
do not indicate the same quality to be accessed. When this hap-
pens, our myopic policy is only able to randomly select one of
them. Fortunately, as we see in Section VI, our MAB-based pol-
icy results in slight performance drop, which also implies that
our scheme can also be an efficient policy in a more general
case of heterogeneous channels.



V. MODEL-FREE GITTINS INDICES CALCULATION
BY Q-LEARNING

In this section, we design a reinforcement learning algorithm
to calculate Gittins indices without knowing the statistical pa-
rameters of channel availability. In order to realize the model-
free calculation of Gittins indices, we adopt a reinforcement
learning algorithm proposed in [18], which starts from a new
interpretation of Gittins index as a restart-in-state problem [19].
Specifically, as to a restart-in-state-x problem for state x, we can
imagine an MDP with only two actions, continue (C) or return
(R) for state x and then continue from there. By using standard
results of MDP theory, the value function with respect to state x
satisfy

V (x) = sup
τ>0

E{
τ−1∑
k=0

γkR(x(k)|x(0) = x) + γτV (x)} (39)

where τ is a random stopping time that the decision maker
chooses to restart in state x in the restart-in-state-x problem.
Combined with the results of Whittle [20], (39) implies that Git-
tins index of state x is

v(x) = (1 − γ)V (x). (40)

Therefore, Gittins index for a given state is characterized by
the optimal value function of state x in the above “virtual” MDP.
As a variant of a classic stopping problem, it is ready to be
solved by Q-learning [21], a sample-based Monte-Carlo exten-
sion, via successive approximation.

Before presenting the Q-learning algorithm for Gittins index
calculation, we first define several notations regarding state-
action pairs as follows. We use z defined in Theorem 5 as the
state and then specify that z ∈ [0,M ], where M is the maximum
number of spectrum access failures, which can be tolerated for
a channel. In addition, similar to [18], a Q-factor, representing
each state-action pair in the decision problem, is defined by a 4-
tuple as Q(state zi

j , action a, initial state zi
m, channel i),

where a ∈ {C,R}, i ∈ N .
The basic operations of Q-learning is stated as follows. When

accessing one channel at time slot k, the state of that channel
changes and the associated reward is gained. In order to reduce
the computational complexity when solving multiple MDPs si-
multaneously, such a transition is associated to not only all
restart problems by taking the continue action starting at all
states but also all restart problems by taking the restart action
starting at that state. Therefore, there will be totally 2(M + 1)
Q-factor updates after each spectrum access. Moreover, in or-
der to achieve an adequate sampling of states and actions, we
use Boltzmann-distribution based channel selection. As a result,
recall that Gittins index of channel i in state zi

j is approximated
by (1 − γ)Q(zi

j , C, zi
j , i) from (40), the randomized spectrum

sensing scheme is specified by

Pr{select channel i} =
e

Q(zi
j ,C,zi

j ,i)

Bk

∑N
i=1 e

Q(zi
j

,C,zi
j

,i)

Bk

(41)

where B denotes Boltzmann temperature. Lastly, though Q-
learning algorithm is highlighted to be a model-free scheme,

the convergence rate on learning the “optimal” policy from his-
tory could be very slow. Therefore, in order to remedy the dis-
crepancy that information states of unselected channels actually
change all the time, we refresh {zi

j} for those channels which
have not been scheduled for a long time.

Algorithm 1 Gittins Index Calculation by Q-Learning
Initialization
1: k = 0.
2: Q(zi

j , a, zi
m, i) = 0, ∀i ∈ N , 0 ≤ zj , zm ≤ M, a ∈

{C,R}.
3: zi

j = 0, ∀i ∈ N .
4: N(i) = 0, ∀i ∈ N . (the number of time slots that channel

i has not been scheduled)
At each time slot k

1: Update Bk and randomly select a channel i for spectrum
sensing according to (41).

2: N(i) = 0 and N(l) = N(l) + 1, ∀l ∈ N\{i}.
3: Access the selected channel according to Theorem 1.
4: By observing its state transits from zi

j to zi
m and immediate

reward r, Q-factors are updated as

Q(zi
j , C, zi

l , i) = (1 − αi
k)Q(zi

j , C, zi
l , i)

+ αi
k(r + γ max

a∈{C,R}
Q(zi

m, a, zi
l , i))

(42)

Q(zi
l , R, zi

j , i) = (1 − αi
k)Q(zi

l , R, zi
j , i)

+ αi
k(r + γ max

a∈{C,R}
Q(zi

m, a, zi
j , i))

(43)

where 0 ≤ zi
l ≤ M and αi

k is the learning rate.
5: zi

j = zi
m.

6: if N(l) ≥ 2 ∗ n then
7: zl

j = 0 and N(l) = 0, l ∈ N .
8: end if
9: k = k + 1.

In summary, our Q-learning algorithm is formally presented
in Algorithm 1. We can observe that, 2n(M+1)2 Q-factors need
to be stored and only 2n Q-factors need to be updated after each
decision, where the linear complexity in terms of both storage
and computational cost with respect to the number of channels
n indicates it as a low-complexity scheme.

VI. SIMULATION RESULTS

In this section, we present three sets of simulations: the first
and second sets are for our MAB scheme with known chan-
nel statistical parameters with homogeneous and heterogeneous
channels, respectively, and the third is for our MAB-based learn-
ing scheme without any known channel statistical parameters10.

All simulations are conducted in Matlab [22] conforming to

10Notice that channel states in all simulations are normally evolved accord-
ing to their transition probability matrix, as shown in Fig. 1, i.e., they are not
(artificially) frozen at any point in time.



(a)

(b)

Fig. 4. Performance for positively autocorrelated homogeneous chan-
nels, where p00 = 0.8 and p10 = 0.3: (a) Throughput of secondary
users, (b) collision probabilities to primary networks.

the system model described in Section II, and a set of param-
eters, ε = 0.0274, δ = 0.05, ξ = 0.05, and wi = 1, ∀ i ∈
N [15], are employed throughout simulations. Notice that ev-
ery single data point to be shown in figures is taken by the mean
of 1, 000 experiments with randomized channel realizations.

First, we consider scenarios with homogeneous channels,
which are though unrealistic in practice. This is because that,
the myopic policy derived in [15], has been conjectured to be
optimal recently, though only the case for n = 2 is rigorously
proved. On the other hand, our myopic policy derived by Theo-
rem 5, is merely optimal in a MAB framework, which has been
reached by making a “frozen.” assumption on unobserved chan-
nels and thus efficient. In order to well understand the impact
of such a critical assumption on sub-optimality, we compare the
spectrum efficiency and collision probabilities to primary net-
works of the above schemes as Fig. 4 and 5.

Fig. 4 shows the performance in scenarios where homoge-
neous channels are positively autocorrelated. We can observe
that the average throughput loss of our scheme in 100 slots to
the myopic one is 7.5% when n = 2. As the number of chan-
nels increases, such a loss vanishes quickly and it is only 1.84%
on average. Moreover, the average collision probabilities of our
scheme (1.39%) is slightly higher than the one in [15] (1.31%).

Fig. 5 shows the performance in scenarios where homoge-

(a)

(b)

Fig. 5. Performance for negatively autocorrelated homogeneous chan-
nels, where p00 = 0.3 and p10 = 0.8: (a) Throughput of secondary
users, and (b) collision probabilities to primary networks.

neous channels are negatively autocorrelated. We can observe
that the average throughput loss of our scheme in 100 slots to
the myopic one is almost zero when n = 2. As the increase
of the number of channels, the the average throughput loss in-
creases and quickly maintains at a level of 5.00%. Moreover, the
average collision probabilities of our scheme (1.85%) is again
slightly higher than the one in [15] (1.7%). Notice that, although
the average throughput of our scheme can be regarded to be
close to the optimal one in both cases, the patterns of average
throughput loss are different. As stated in Theorem 5, when
channels are positively autocorrelated, secondary users would
stick on the same channel until the access fails; while when
channels are negatively autocorrelated, secondary users would
stick on the same channel until the access successes. In another
word, channel switch happens when spectrum fails for positively
autocorrelated channels while channel switch happens when
spectrum successes for negatively autocorrelated channels. As
a result, as the number of channels increases, when channels are
negatively autocorrelated, the secondary user is more likely to
switch to a favorable channel since it keeps changing channels
if spectrum access fails, which corresponds to the diminished
performance gap as shown in Fig. VI; on the other hand, when
channels are negatively autocorrelated, it merely gets benefits
by increasing the number of channels since it would get trapped



(a)

(b)

Fig. 6. Performance for heterogeneous channels: (a) Throughput of
secondary users, and (b) collision probabilities to primary networks.

Fig. 7. Throughput of secondary users and collision probabilities vs. the
number of time slots.

by some unfavorable channels for a while, which corresponds to
insensitive performance gap as shown in Fig. VI.

Secondly, we consider scenarios with heterogeneous chan-
nels, which are more realistic in practice. Since it is very pro-
hibitive to derive optimal policy as the length of horizon and
the number of channels increase, we use MTTA, a near-optimal

scheme proposed in [15], to compare with our scheme, instead.
We find that our scheme given by (27) is generally better than
MTTA. This is expected because our scheme is derived based on
a solid theoretical foundation (i.e., bandit problem) while MTTA
is devised based on heuristic. Notice that the performance gain
depends on the setting of channel statistical parameters. For ex-
ample, when we uniformly mix two types of channels used in
the first set of simulations, Fig. 6 shows 8.23% gain in terms
of average throughput in 100 slots. Correspondingly, the aver-
age collision probabilities of our scheme (1.49%) is lower than
MTTA (1.75%).

Finally, we characterize the convergence rate of our Q-
learning algorithm (i.e., Alg. 1). To the best of our knowledge,
this is the first learning scheme for OSA in literature. We are in-
terested in such a non-parameter approach since channel dynam-
ics are usually non-stationary in reality, i.e., channel state tran-
sition probabilities would slowly change along the time. With
the same parameters as the second set of simulations, Fig. 7 de-
picts the average throughput and average collision probabilities
as the number of time slots increases for 8 channels. We can ob-
serve that both metrics continuously improve for the first 1, 000
time slots and then stabilize roughly after 4, 000 time slots. No-
tice that the slow convergence rate is inherent in the family Q-
learning algorithms. Besides tuning Q-learning parameters, it
is more sensible to limit the number of channels to be sensed
and/or accessed to overcome such a drawback to some extent
when applying in practice. In addition, we can also observe
that both of the achieved metrics are slightly worse than the
ones when channel statistical parameters are known as shown
in Fig. 6, which can be regarded as the cost of lacking channel
knowledge.

VII. CONCLUSIONS AND FUTURE WORK

We have considered the design of efficient low-complexity
opportunistic spectrum access (OSA) policies, given the fact
that the derivation of optimal policy is highly prohibitive with
respect to either the horizon length or the number of chan-
nels. Specifically, by taking account of spectrum sensing errors,
we are able to formulate OSA in a multi-armed bandit (MAB)
framework with an approximation on information state evolu-
tion. We then derive closed-form expressions for Gittins indices
of individual channels with tunable approximation, which are
the essentials for the optimal policy, i.e., the well-known Gittins
index rule, for MAB, no matter the channel parameters are avail-
able a priori or not. Finally, we show that our scheme achieves a
better trade-off between quality of policies and complexity than
other schemes in literature via extensive simulations.

We believe that this work opens doors for several avenues
on developing low-complexity policies in future. For example,
it could be more practical to extend our schemes to scenarios
where primary users are not synchronized. Moreover, in future
work we are interested in extending the analysis where a single
pair of secondary users can access multiple channels at a time.



APPENDICES

I. PROOF OF THEOREM 2

Proof: First, we take the derivative of f(x) as

f ′(x) =
(p00 − p10)(1 − λ)

(1 − λx)2
(44)

Regarding the monotonic property of f(·), it naturally lead to
a discussion of the following two cases.

Case 1: When p00 > p10, f(x) is an increasing function with
respect to x over (0, 1). We then prove that the series of informa-
tion states {f i(p00)}∞i=0 is decreasing towards x∗ by induction.
For the i = 0 case, we have

p00 − f(p00) =
(p00 − p10)(1 − p00)

1 − λp00
> 0. (45)

Therefore, the conclusion holds. Next, we assume that
f l(p00) > f l+1(p00) holds for the i = l case. For the i = l + 1
case, recall that f(·) is an increasing function of x, after ap-
plying such a property on both side of the i = l case, we can
observe that the i = l + 1 case also holds, i.e., f l+1(p00) >
f l+2(p00), which completes the proof that the information state
series is decreasing as i increases. As a result, {f i(p00)}∞i=0 de-
creases as i increases. On the other hand, we know that such a
seises is bounded by f(0) = p10. Combined the above results,
we conclude that {f i(p00)}∞i=0 decreasingly converges towards
a fixed point x∗ as i increases.

Case 2: When p00 < p10, f(x) is a decreasing function with
respect to x over (0, 1). We then prove that the series of infor-
mation states {f i(p00)}∞i=0 is alternatively increasing and de-
creasing towards x∗ by induction, i.e., p00 < f2(p00) < · · ·
for i = 2l and l = 0, 1, · · ·, and f(p00) > f3(p00) > · · · for
i = 2l + 1 and l = 0, 1, · · ·. Similarly to (45), we have p00 <
f(p00). Applying the monotonic property of the function f(·)
on the both sides once and twice, we obtain f(p00) > f2(p00)
and f2(p00) < f3(p00), respectively. Moreover, we compare
p00 and f2(p00) as

p00 − f2(p00)

=
(p00 − p10)(1 − p00)[p00(1 − λ) − p10 + 1]

1 − λp10 − λp00[p00(1 − λ) − p10 + 1]
< 0.

(46)

Therefore, given p00 < f2(p00), applying the monotonic prop-
erty of the function f(·) on the both sides, we have f(p00) >
f3(p00). Combined all above results, we have p00 < f2(p00) <
f3(p00) < f(p00), which proves the i = 0 case with p00 =
f0(p00) < f2(p00) and f(p00) > f3(p00) hold simultaneously.
Next, we assume that f2l(p00) < f2l+2(p00) < f2l+3(p00) <
f2l+1(p00) holds for the i = l case, applying the monotonic
property of the function f(·) on the both sides twice, then we
have f2l+2(p00) < f2l+4(p00) < f2l+5(p00) < f2l+3(p00),
which completes the proof of the i = l + 1 case. There-
fore, the series {p00, f

2(p00), · · ·} is increasing while the se-
ries {f(p00), f3(p00), · · ·} is decreasing as i increases. On the
other hand, both of series are bounded by f(1) = p10 and thus
converge. However, we still have to show that those two se-
ries converge to the same value x∗, i.e., there exists one and

only one fixed point in the interval (p00, p10). Thus, we let
g(x) � (1 − λx)(f(x) − x) and we can show that

g(p00)g(p10) = (p00−1)(p00−p10)(λp10−1)(p10−p00) < 0.
(47)

Given g(x) is a quadric function, there would be only one
x∗ ∈ (p00, p10) such that g(x∗) = 0. Therefore, there exists
only one solution for f(x) = x and, we can conclude that both
of two series converge to the same value, namely, x∗.

Combining results of the above two cases, we complete the
proof. �

II. PROOF OF THEOREM 3

Proof: First, we characterize the fixed point x∗ by solving
f(x) = x as

x∗=
1+p10−p00(1 − λ)−

√
[1 + p10 − p00(1 − λ)]2−4λp10

2λ
.

(48)
Given that λ → 1, we have

lim
λ→1

x∗ = p10. (49)

Next, knowing the structural information on the convergence
of the series of information states revealed by Theorem 2, we
consider two cases accordingly as follows.

Case 1: When p00 > p10, since f ′′(x) = 2λ(p00−p10)(1−λ)
(1−λx)3 >

0, then f(x) is a convex function and we have

f l(p00) − x∗ ≥ f ′(x∗)(f l−1(p00) − x∗), l = 1, 2, · · ·. (50)

Then iterating the inequalities from (50) on the right side until
l = 1, we have

f l(p00) − x∗ ≥ (f ′(x∗))l(p00 − x∗)

≈ (f ′(p10))l(p00 − p10)
(51)

where the approximation follows by (49).
Therefore, we have

|(f ′(p10))l(p00 − p10)| ≤ |f l(p00) − x∗| ≤ ε. (52)

Plugging (44) and then rearranging, the result for case 1 fol-
lows.

Case 2: When p00 < p10, we let h(x) � f2(x) and then ex-
plore the converge rate of the series {p00, f

2(p00), · · ·} instead.
Consequently, we have

h(x) =

((p00(1 − λ) − p10)2 − λp10)x + p10(p00(1 − λ) − p10 + 1)
1 − λp10 − λ(p00(1 − λ) − p10 + 1)x

(53)

and

h′(x) =
(p00 − p10)2(1 − λ)2

(1 − λp10 − λ(p00(1 − λ) − p10 + 1)x)2
> 0. (54)



Similarly, we find that h(x) is a convex function by showing
that h′′(x) > 0. Following the same procedure, we have

|(h′(p10))
l
2 (p00 − p10)| ≤ |h l

2 (p00) − x∗| ≤ ε. (55)

Again, plugging (54) and then rearranging, the result for case
2 follows. �

III. PROOF OF THEOREM 4

Proof: We first let

αi = E{
τ∗−1∑
k=0

γkR(xk)|x0 = x(i)} (56a)

βi = E{
τ∗−1∑
k=0

γk|x0 = x(i)} (56b)

where τ∗, the optimal stopping time achieving the index value
of state i, is a random variable conditioned on the initial state.

Next, by one-step memoryless property of a Markov chain
and the special structure of our state transitions, we have

α0 = γp01α1+γp00(w+α0) (57a)

β0 = γp01(1+β1)+γp00(1+β0) (57b)

αi = γ(1 − λf i(p00))αi+1 + γλf i(p00)(w + α0) (58a)

βi = γ(1 − λf i(p00))(1 + βi+1) + γλf i(p00)(1 + β0) (58b)

for i = 1, · · ·, I − 1, and

αI = γ(1 − λf I(p00))αI + γλf I(p00)(w + α0) (59a)

βI = γ(1 − λf I(p00))(1 + βI) + γλf I(p00)(1 + β0). (59b)

By [23, Lemma 4.2], we start to calculate the largest Gittins
index and its corresponding state, i.e., i1 = arg max0≤i≤I αi/βi,
where transition probabilities to other states are set to be zero.
Thereby, we have

αi

βi
=

{
p00w, i = 0,
λf i(p00)w, i = 1, · · ·, I.

(60)

In order to derive the maximum of {αi/βi}I
i=0, it naturally

leads to two cases as revealed by Theorem 2.
Case 1: When p00 > p10, state 0 has the largest Gittins in-

dex, i.e., p00w, since the seises {f i(p00)}∞i=0 decreases as i in-
creases. Then we proceed to calculate the second largest Gittins
index among states {1, · · ·, I}. Again, by [23, Lemma 4.2], we
only retain the transitions probabilities to themselves and state 0
and, calculate i2 = arg max1≤i≤I αi/βi. Thereby, we have

αi

βi
=

λf i(p00)α0 + λf i(p00)w
λf i(p00)β0 + 1

. (61)

Given f i(p00) is a decreasing function as i increases, it is easy
to see that αi/βi in (61) decreases as i increases as well. There-
fore, state 1 has the second largest Gittins index. Similarly, we

can further show that state i has the (i + 1)th largest index, for
i = 2, · · ·, I .

Specifically, for any i ∈ {1, · · ·, I}, α0 and β0 are determined
by the following equation.

α0 = γp00w + γp01α1 + γp00α0

(62a)
β0 = γ + γp01β1 + γp00β0 (62b)

αj = γλf j(p00)w + γ(1 − λf j(p00))αj+1 + γλf j(p00)α0

(62c)
βj = γ + γ(1 − λf j(p00))βj+1 + γλf j(p00)β0 (62d)

for j = 1, · · ·, i − 1.

αi = γλf i(p00)w + γλf i(p00)α0 (62e)

βi = γ + γλf i(p00)β0 (62f)

Next, we rearrange (62a), (62c) and (62e) in a matrix
form as �α = A�α + �b, where �α = (α0, · · ·, αI)′, �b =
(γp00w, γλf(p00)w, · · ·, γλf i(p00)w)′, and A is as (63).

Moreover, with (I −A)�α = �b, we can derive α0 by Cramer’s
rule as

α0 =
det [(I − A)0]
det [(I − A)]

(64)

where (I − A)0 is the matrix formed by replacing the first
column of by �b. After some algebra work, we can obtain α0

as (33a). Following the same procedure, we can obtain β0

as (33b). Therefore, the result follows for case 1.
Case 2: when p00 < p10 and I is even, by (61) together with

Theorem 2, we find that state 1 has the largest Gittins index,
i.e., λf(p00). Then, we proceed to calculate the second largest
Gittins index among states {0, 2, · · ·, I}. For any state i (2 ≤
i ≤ I), since it has zero transition probability to state 1, its
αi/βi remains to be the same as the one in (60). However, for
state 0, since it has a non-zero transition probability to state 1,
α0/β0 becomes

α0

β0
=

p01α1 + p00w

p01β1 + 1
=

γp01λf(p00)w + p00w

γp01 + 1
(65)

from (57).
By Theorem 2, we know that α2/β2 = min{λf i(p00)w}I

i=2

and α3/β3 = max{λf i(p00)ws}I
i=2. Given λ is close to 1 such

that f(p00) ≈ p10, we compare α0/β0 and α2/β2 as

α0

β0
− α2

β2
=

γp01λf(p00)w + p00w

γp01 + 1
− λf2(p00)w

≈ γp01λp10w + p00w

γp01 + 1
− λp10w

=
p00 − λp10

γp01 + 1
w < 0.

(66)

Therefore, α0/β0 = min{αi/βi}, i ∈ {0, 2, · · ·, I} and state
3 has the second largest Gittins index, i.e., λf3(p00). Following
the same procedure, we can find that state 2i − 1 has the ith
largest Gittins index for i = 1, · · ·, I/2.

Next, we still have to calculate Gittins indices for remaining
states, i.e., {0, 2, · · ·, I − 2, I}. Except state I whose αi/βi is



A =

⎡
⎢⎢⎢⎢⎢⎢⎢⎣

γp00 γp01 · · · · · · · · · 0
γλf(p00) 0 γ(1 − λf(p00)) · · · · · · 0
γλf2(p00) 0 0 γ(1 − λf2(p00)) · · · 0

...
...

...
. . .

...
...

γλf i−1(p00) 0 · · · · · · 0 γ(1 − λf i−1(p00))
γλf i(p00) 0 · · · · · · · · · 0

⎤
⎥⎥⎥⎥⎥⎥⎥⎦

(63)

still given by (60), α2i/β2i can be obtained from (57) and (58)
by retaining transition probabilities to states {1, 3, · · ·, I − 1} as

α2i

β2i
=

{
(1−λf2i(p00))γλf2i+1(p00)w+λf2i(p00)w

(1−λf2i(p00))γ+1 i = I−1
2 , · · ·, 1

p01α1+p00w
p01β1+1 i = 0

(67)
On the other hand, as shown that α2i/β2i < λf2i+2(p00)w

before (e.g., (66)), we conclude that state I has the ( I
2 + 1)th

largest Gittins index among states {0, 2, · · ·, I − 2, I}, i.e.,
λf I(p00)w.

Then, we continue to calculate the state with the ( I
2 + 2)th

largest Gittins index among states {0, 2, · · ·, I−2}. By addition-
ally allowing non-zero transition probabilities to state I , while
all other values are unchanged from (67), αI−2/βI−2 becomes

αI−2

βI−2
=

(1 − λf I−2(p00))αI−1 + λf I−2(p00)w
(1 − λf I−2(p00))βI−1 + 1

(68)

where αI−1 and βI−1 above are determined by (36). In addition,
given f I−1(p00) > f I(p00) by Theorem 2 for this case, we can
obtain that

λf I−1(p00)w >
αI−1

βI−1

=
(1 − λf I−1(p00))αI + λf I−1(p00)w

(1 − λf I−1(p00))βI + 1

> λf I(p00)w

(69)

where αI/βI = λf I(p00)w.
Combining (68) and (69) together with fI−2(p00) < f I(p00),

we have
αI−2

βI−2
> λf I−2(p00)w. (70)

Recall that, from (67), α2i/β2i < λf2i+2(p00)w, for i ∈
{0, 2, · · ·, I − 4}, with (70), we conclude that state I − 2 has the
(I/2 + 2)th largest Gittins index given by (68). Following the
same procedure, we calculate Gittins indices for states I−4, I−
6, · · ·, 0 sequentially, which is similar to (68). Similarly, we can
also prove the case where I is odd. Therefore, the result follows
for case 2. �
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