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Problem Set 3- SOLUTIONS 

 
NOTE:  

1. BE BRIEF. 
2. SUBMIT THIS HOMEWORK USING WEBCT DROP BOX ONLINE! 
3. All paper readings are available from the backup course web page:  
http://www.ecse.rpi.edu/Homepages/shivkuma/teaching/sp2002/index.html#readings 

 
Questions based upon reading assignments:  

a) (10 pts) What are the reasons for the continued growth of the routing table as 
argued in Geoff Huston’s paper?  

Answer:  Reasons for continued growth in BGP routing tables 
• Increased Multihoming: This “mostly” requires networks to have unique 

AS numbers, which is accounted for in each routing table. This increased 
multihoming is thus directly adding to the size of the routing table, so 
much so that the growth of unique AS’s in the routing table has been 
around 51 % (and that too compounded !).   

 
• Use of NATs: With the use of NAT (And scarcity of IP addresses) bigger 

networks can hide behind a NAT box by just using a Class C address. 
Thus a lot of smaller address advertisement leads to increase in the 
routing table size.  

 
• Failure of CIDR aggregation: In the Internet the route advertisements 

have become more and more fine grained (i.e. more smaller address 
aggregates are being advertised) and this address aggregation is 
decreasing day by day. This implies more addresses (instead of 
aggregating them to a larger aggregate) are advertised in the network. 

 
• More Specifics: This point follows from the failure (or rather benefit in 

this case) of address aggregation. With the CIDR routing structure it is 
possible to advertise a more specific prefix of an existing aggregate. These 
more specific advertisements cause more route advertisements and hence 
an increase in the routing table size.  
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b) (15 pts) Discuss the differences between peering and transit. When would two 
parties agree to peer and when would they set up a transit agreement. What are 
exchange points and why do they have a growing role in the future of peering and 
transit. 

Answer:  
Peering is the business relationship whereby ISP reciprocally provide to each 

other connectivity to each others’ transit customer. Transit is defined as the business 
relationship where one ISP provider usually sells access to its and the other networks 
it is connected to network (to all destinations in its routing table).  

To reduce costs, as ISP might decide to peer with another ISP if that ISP can 
provide a more direct (or cheaper) route (than what is being used currently). 
Similarly ISP’s might decide to peer if the peering arrangement provides a lower 
latency path (than what is being used currently). Usage based billing requires the ISP 
to provide for high bandwidth and low latency access to its user’s and thus can 
provide ISP’s for peering (as they can get a higher bandwidth and lower latency 
path). However, potential for revenue generation can prompt the ISP’s not to peer 
but offer the services as transit agreement.  

Exchange points are locations where peers are able to directly connect to one 
another and exchange traffic. If instead of exchange points, directly connected links 
were to be used to exchanging peering and transit traffic issues relating to cost and 
maintenance of links arise. Also if a large number of ISP decide to exchange traffic 
this would require an almost full mesh of directly connected links thus raising the 
costs of operation. As such Exchange points have a growing role in the peering and 
transit because they provide for a less expensive and equally robust traffic exchange. 
 
 
c)  (10 pts) If TCP had chosen a packet-oriented reliability model, and did not care 

about re-ordering, what aspects of the protocol would be simplified.  
Answer:  If TCP did not care about packet re-ordering the receiver does not need to 
maintain a receive buffer, only a bitmask with a bit for each sequence number would 
be sufficient. This will facilitate an easy detection of duplicate packets (by just 
checking the corresponding bit) and they can be discarded. A sliding window would 
need to be maintained at the receiver to avoid sequence number rollover problems, 
but this entails only a few additional bytes of storage. Further we don’t need to 
employ a Go-Back-N protocol at the sender, on a packet loss we can just retransmit 
the lost (or unacknowledged) packets.  
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d) (15 pts) Why do Ramakrishnan/Jain’s DECbit receivers filter the feedback from the 
network in a special way (why not react to all feedback bits, or one feedback per RTT) ?  
Why do the sources decrease only by a factor of 0.875 unlike TCP’s factor of 0.5? 
Answer:  
DECbit receivers do not react to each feedback bit because doing so would cause large 
window oscillations. Further when a receiver sees a congestion indication and reduces 
its window, it takes atleast two round trip times to observe the change in network 
conditions because of window reduction. As such reacting to every loss will only 
overcorrect the network, and will cause high window oscillations.   
A small value (of 0.5) of decrease factor will help the network converge faster to the 
fairness point however it will also cause higher amplitudes of oscillations (0.5 to 1). A 
choice of a large value of decrease factor, 0.875 (i.e. the effect of reducing the rate cut 
when a congestion indication is received) will reduce network oscillations (0.875 to 1) 
but will take a longer time to converge to the fairness point. The authors in their paper 
give a higher precedence to minimizing network window oscillations than to a faster 
convergence to the network fairness point. 
 
e) (10 pts) Make a list of AQM problems. What AQM problems does RED solve well, 
and what problems does it leave unsolved or unsatisfactorily solved?  
Answer:  RED (or any AQM scheme) attempts to solve the following problems: 

1. Proactive Congestion Management –  
Since loss is generally used as congestion indication by dropping a packet before 

the queue reaches its maximum capacity, we signal the sources that we are moving 
towards congesting the network. Thus we perform proactive congestion management 
(as against passive congestion management where we do not signal congestion unless 
there is a buffer overflow). 
2. Global Synchronization and Lockouts  
3. Bias against bursty flows and hence Fairness  

Prevent Fragile flows. 
4. Maximize Network Utilization 
5. Minimize Queueing Delay 
6. Stable Queues for a large number of scenarios 

 
RED effectively solves the problems of global synchronization and proactive congestion 
management. However, it does not achieve a stable operating point as the number of 
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flows or capacity or delay increases. (i.e. buffer overflow become commonplace, its 
performance deteriorates vis-à-vis drop tail !).  
 
 
II. Congestion Control:  
a) [10 pts] Discuss briefly why and how the duality optimization framework explains the 
behavior of TCP and AQM schemes.  
Answer:  Every TCP scheme can be associated with a Utility function (which are 
surprisingly also strictly concave). Maximizing these TCP Utility functions subject to 
capacity constraints lead us to rate and price update rules. The rate control algorithm 
updates its rate based on the congestion feedback being communicated to it. On the other 
hand, the AQM schemes utilize these rates to calculate the price of the link and hence 
congestion measure. Duality framework helps us understand this  interplay of TCP and 
AQM  and under what conditions does the network reach the equilibrium. 

Duality framework provides us with rate control and link price updation scheme, 
which will keep the network stable. Since the Utility functions are strictly concave and 
the constraint set is convex from Optimization Theory it follows that a unique and stable 
equilibrium exists. Specifically by treating rate and price as primal and dual variables of 
the network flow optimization problem, duality framework  provides a means to 
understand the interplay of these rate control (or congestion control) schemes and link’s 
price updation (or AQM schemes); and how and under what constraints they reach the 
equilibrium.  
 
b) [10 pts] In the future of the Internet, say require flows to behave in a TCP friendly or 
compatible way. What notions of compatibility could you think of, other than the 
approach of requiring flows to implement exactly the same algorithm as TCP or obey the 
TCP formula?   
 
Answer: TCP Compatibility can be defined by the TCP throughput formula where the 
throughput is inversely proportional to the loss probability. Therefore any algorithm 
which follows the above defined notion is referred to as TCP Compatible. For example 
consider Binomial Congestion Control where throughput is defined as  

Throughput ~ 1/ (loss rate)1/(k+l+1) 

Hence any value of k+l = 1 will yield a TCP Compatible Scheme. 
Another way of making flows TCP compatible could be by giving higher loss rates to the 
sources which are not TCP compatible. This can be done by employing AQM schemes in 
the internet with different parameters (Say drop probability) for different flows.    
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c) [10 pts] Discuss how the accumulation-based congestion control framework is 
fundamentally different (in terms of capabilities and dynamics) from the loss-based 
framework of TCP. 
Answer:  
Loss based schemes, consider packet loss as congestion indication. Loss based Schemes 
never reach the equilibrium but rather oscillate around it for they are always either 
probing the bandwidth (or reaction to congestion indication by cutting down). 
Accumulation based schemes on other hand uses queueing delay measurements to detect 
congestion. If large enough buffers are provided then an accumulation based system 
eventually settles at a stable equilibrium. Further by measuring the accumulation or 
queueing delay we detect congestion earlier than the loss based scheme (where 
congestion is actually detected when a buffer overflow occurs rather than when the 
buffer starts to grow). 
 
d) [10 pts] Discuss the key differences between TCP Reno, TCP NewReno, TCP Vegas, 
and TCP SACK.  
Answer:  
TCP Reno, New Reno and SACK are loss based schemes, in that they consider packet 
loss as congestion indication. 

• TCP Reno: Uses fast retransmit and fast recovery to avoid timeouts. Thus it helps 
it recover successfully from a single packet loss. However if multiple packets are 
lost in a window, TCP Reno generally goes into a timeout because it considers 
each loss to be a separate congestion indication, and will cut it's ssthresh in half 
for each loss.  

 
• TCP NewReno: Refines TCP Reno. Considers any number of packet losses within 

one window to represent one congestion indication, and thus only cuts ssthresh in 
half once. 

 
• TCP SACK: Refines TCP NewReno., Allows a bitmask field to acknowledge 

individual lost packets. Thus SACK need not retransmit the entire window on 
packet loss, but only the lost packets. SACK also has cumulative ACKs, which it 
falls back for correctness in case selective ACKs are lost. 

 
• TCP Vegas: Is an accumulation-based scheme that uses queueing delay 

measurements to detect congestion. Vegas additively increases it's window size 
until a certain small queueing delay is reached and decreases additively if the 
queueing delay crosses some threshold  
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