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Bayesian networks (BNs) have gained increasing attention in recent years. One key issue in Bayesian net-
works is parameter learning. When training data is incomplete or sparse or when multiple hidden nodes
exist, learning parameters in Bayesian networks becomes extremely difficult. Under these circumstances,
the learning algorithms are required to operate in a high-dimensional search space and they could easily
get trapped among copious local maxima. This paper presents a learning algorithm to incorporate domain
knowledge into the learning to regularize the otherwise ill-posed problem, to limit the search space, and
to avoid local optima. Unlike the conventional approaches that typically exploit the quantitative domain
knowledge such as prior probability distribution, our method systematically incorporates qualitative
constraints on some of the parameters into the learning process. Specifically, the problem is formulated
as a constrained optimization problem, where an objective function is defined as a combination of the
likelihood function and penalty functions constructed from the qualitative domain knowledge. Then, a
gradient-descent procedure is systematically integrated with the E-step and M-step of the EM algorithm,
to estimate the parameters iteratively until it converges. The experiments with both synthetic data and
real data for facial action recognition show our algorithm improves the accuracy of the learned BN pa-
rameters significantly over the conventional EM algorithm.

© 2009 Elsevier Ltd. All rights reserved.

1. Introduction

In recent years, Bayesian networks (BNs) have been increasingly
used in a wide range of applications including computer vision [1],
bioinformatics [2], information retrieval [3], data fusion [4], decision
support systems and others. A BN is a directed acyclic graph (DAG)
that represents a joint probability distribution among a set of vari-
ables, where the nodes denote random variables and the links de-
note the conditional dependencies among variables. The advantages
of BNs can be summarized as their semantic clarity and understand-
ability by humans, the ease of acquisition and incorporation of prior
knowledge, the possibility of causal interpretation of learned mod-
els, and the automatic handling of noisy and missing data [5].

In spite of these claims, people often face the problem of learning
BNs from training data in order to apply BNs to real-world applica-
tions. Typically, there are two categories in learning BNs, one is to
learn BN parameters when a BN structure is known, and another is

∗ Corresponding author.
E-mail addresses: wenhui.liao@thomsonreuters.com (W. Liao), qji@ecse.rpi.edu

(Q. Ji).

0031-3203/$ - see front matter © 2009 Elsevier Ltd. All rights reserved.
doi:10.1016/j.patcog.2009.04.006

to learn both BN structures and parameters. In this paper, we focus
on BN parameter learning by assuming the BN structure is already
known. If the training data is complete, learning BN parameters is
not difficult, however, in real world, training data can be incomplete
for various reasons. For example, in a BN modeling video surveil-
lance, the training data may be incomplete because of security issue;
in a BN modeling customer behaviors, the training data may be in-
complete because of privacy issue. Sometimes, the training data may
be complete but sparse, because some events rarely happen, or the
data for these events are difficult to obtain.

In general, training data can be missed in three ways: missing at
random (MAR), missing completely at random (MCAR), and not miss-
ing at random (NMAR). MAR means the probability of missing data
on any variable is not related to its particular value, but could be
related to other variables. MCAR means the missing value of a vari-
able depends neither on the variable itself nor on the values of other
variables in the BN. For example, some hidden (latent) nodes never
have data. NMAR means data missing is not at random but depends
on the values of the variables.

The majority of the current learning algorithms assume the MAR
property holds for all the incomplete training samples since learning
is easier for MAR than NMAR and MCAR. The classical approaches
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include the Expectation Maximization (EM) algorithm [6] and Gibbs
sampling [7]. Other methods are proposed to overcome the dis-
advantages of EM and Gibbs sampling. For example, methods are
proposed to learn the parameters when data are not missing at ran-
dom, such as the AI&M procedure [8], the RBE algorithm [9], and
the maximum entropy method [10,11]; some methods are proposed
to escape local maxima under the assumption of MAR, such as the
information-bottleneck EM (IB-EM) algorithm [12], data perturba-
tion method [13], etc.; other methods are proposed to speed up the
learning procedure, such as generalized conjugate gradient algorithm
[14], online updating rules [15], and others.

When data are missing completely at random, in other words,
when several hidden nodes exist, those methods could fail, where
the learned parameters may be quite different from the true param-
eters. In fact, since there are no data for hidden nodes, learning pa-
rameters becomes an ill-posed problem. Thus, prior data on domain
knowledge are needed to regularize the learning problem. In most
domains, at least some information, either from literature or from
domain experts, is available about themodel to be constructed. How-
ever, many forms of prior knowledge that an expert might have are
difficult to be directly used by existing machine learning algorithms.
Therefore, it is important to formalize the knowledge systematically
and incorporate it into the learning. Such domain knowledge can
help regularize the otherwise ill-posed learning problem, reduce the
search space significantly, and help escape local maxima.

This motivates us to propose a Bayesian network learning al-
gorithm for the case when multiple hidden nodes exist by sys-
tematically combining domain knowledge during learning. Instead
of using quantitative domain knowledge, which is often hard to
obtain, we propose to exploit qualitative domain knowledge. Qual-
itative domain knowledge impose approximated constraints on
some parameters or on the relationships among some parameters.
These kind of qualitative knowledge are often readily available.
Specifically, two qualitative constraints are considered, the range
of parameters, and the relative relationships between different pa-
rameters. Instead of using the likelihood function as the objective
to maximize during learning, we define the objective function as a
combination of the likelihood function and the penalty functions
constructed from the domain knowledge. Then, a gradient-descent
procedure is systematically integrated with the Expectation-step (E-
step) and Maximization-step (M-step) of the EM algorithm, to esti-
mate the parameters iteratively until it converges. The experiments
show the proposed algorithm significantly improves the accuracy
of the learned BN parameters over the conventional EM method.

2. Related work

During the past several years, many methods have been pro-
posed to learn BN parameters when data are missing. Two standard
learning algorithms are Gibbs sampling [7] and EM [6]. Gibbs sam-
pling by Geman and Geman [7] is the basic tool of simulation and
can be applied to virtually any graphical model whether the arcs are
directed or not, and whether the variables are continuous or discrete
[16]. It completes the samples by inferring the missing data from the
available information and then learns from the completed database
(imputation strategy). Unfortunately, Gibbs sampling method suf-
fers from convergence problems arising from correlations between
successive samples [10]. In addition, it is not effective when data
are missing in complete random (e.g. the case of the hidden
nodes).

The EM algorithm can be regarded as a deterministic version of
Gibbs sampling used to search for the Maximum Likelihood (ML) or
Maximum a Posteriori (MAP) estimate for model parameters [16,6].
However, when there aremultiple hidden variables or a large amount
of missing data, EM gets easily trapped in a local maximum. “With

data missing massively and systematically, the likelihood function
has a number of local maxima and straight maximum likelihood
gives results with unsuitably extreme probabilities” [17]. In addition,
EM algorithms are sensitive to the initial starting points. If the initial
starting points are far away from the optimal solution, the learned
parameters are not reliable.

Different methods are proposed to help avoid local maxima.
Elidan and Friedman [12] propose an information-bottleneck EM
(IB-EM) algorithm to learn the parameters of BNs with hidden
nodes. It treats the learning problem as a tradeoff between two
information-theoretic objectives, where the first one is to make the
hidden nodes uninformative about the identity of specific instances,
and the second one is to make the hidden variables informative
about the observed attributes. However, although IB-EM has a better
performance than the standard EM for some simple BNs, it is actu-
ally worse than EM for the complex hierarchical models as shown in
[12]. To escape local maxima in learning, Elida et al. [13] propose a
solution by perturbing training data. Two basic techniques are used
to perturb the weights of the training data: (1) random reweighing,
which randomly samples weight profiles on the training data, and
(2) adversarial reweighing, which updates the weight profiles to ex-
plicitly punish the current hypothesis, with the intent of moving the
search quickly to a nearby basin of attraction. Although it usually
achieves better solutions than EM, it is still a heuristic method and
not necessarily able to escape local maxima. And also, it is much
slower than the standard EM algorithm.

The previous methods emphasize improving the machine learn-
ing techniques, instead of using domain knowledge to help learning.
Since there are no data available for hidden nodes, it is important to
incorporate any available information about these nodes into learn-
ing. The methods for constraining the parameters for a BN include
Dirichlet priors, parameter sharing, and qualitative constraints. Ac-
cording to [18], there are several problems using Dirichlet priors.
First, it is impossible to represent even the simple equality con-
straints on the parameters. Second, it is often beyond expert's capa-
bility to specify a full Dirichlet prior over the parameters of a Bayesian
network. Parameter sharing, on the other hand, allows parameters
of different models to share the same values, i.e., it allows to impose
equality constraints. Parameter sharing methods, however, do not
capture more complicated constraints among parameters such as in-
equality constraints among the parameters. In addition, both Dirich-
let priors and parameter sharing methods are restricted to sharing
parameters at the level of sharing a whole CPT or CPTs, instead of at
the level of granularity of individual parameters. To overcome these
limitations, others [19–22,18] propose to explicitly exploit qualita-
tive relationships among parameters and systematically incorporate
them into the parameter estimation process.

Druzdel et al. [19] give formal definitions of several types of qual-
itative relationships that can hold between nodes in a BN to help
specify CPTs of BNs, including probability intervals, qualitative in-
fluences, and qualitative synergies. They express these available in-
formation in a canonical form consisting of (in)equalities expressing
constraints on the hyperspace of possible joint probability distribu-
tions, and then use this canonical form to derive upper and lower
bounds on any probability of interest. However, the upper and lower
bounds cannot give sufficient insight into how likely a value from
the interval is to be the actual probability.

Wittig and Jameson [20] present a method for integrating formal
statements of qualitative constraints into two learning algorithms,
APN [23,24] and EM. Two types of qualitative influences [19] are con-
sidered as constraints for parameters during learning in this method:
(1) a positive influence holds between two variables (X1,X2) if for
any given value of X2, an increase in the value of X1 will not decrease
the probability that the value of X2 is equal to or greater than that
given value; and (2) a negative influence can be defined analogously.
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This paper shows that the accuracy of the learned BNs is superior to
that of the corresponding BNs learned without the constraints.

Even when data are complete, domain knowledge can help learn-
ing significantly, in particular when insufficient data are available.
Altendorf et al. [21] show how to interpret knowledge of qualita-
tive influences, and in particular of monotonicities, as constraints on
probability distribution, and to incorporate this knowledge into BN
learning algorithms. It assumes that the values of the variables can be
totally ordered. It focuses on learning from complete but sparse data.
It shows the additional constraints provided by qualitative mono-
tonicities can improve the performance of BN classifiers, particularly
on extremely small training sets. The assumption that the values of
the variables can be totally ordered is, however, too restrictive.

Feelders and Gaag [22,25] present a method for learning BN pa-
rameterswith prior knowledge about the signs of influences between
variables. The various signs are translated into order constraints on
the network parameters and isotonic regression is then used to com-
pute order-constrained estimates from the available data. They also
focus only on learning from complete but sparse data. In addition,
they assume all variables are binary.

The constraints analyzed in these papers [20–22] are somewhat
restrictive, in the sense that each constraint must involve all parame-
ters in a conditional probability table (CPT). Niculescu [18] considers
a different type of domain knowledge for constraining parameter es-
timate when data are complete but limited. Two types of constraints
are used: one is that the sum of several parameters within one con-
ditional probability distribution is bounded by the sum of other pa-
rameters in the same distribution; another is an upper bound on the
sumof several parameters in one conditional probability distribution.
Both the constraints have to be twice differentiable, with continu-
ous second derivatives. They formalize the learning as a constraint
optimization problem and derive closed form maximum likelihood
parameter estimators.

Our learning method also exploits domain knowledge to help pa-
rameter learning, but especially for BNs with hidden nodes or a large
amount of missing data. Different from other learning methods, the
domain knowledge we used has the following features: (1) it does
not need to involve all the parameters in a conditional probability
table; (2) it can deal with relationships between different parame-
ters; (3) it is associated with confidence levels to reflect the confi-
dence of the domain experts; (4) it is easy to assess and define; and
(5) new format of domain knowledge can be easily incorporated into
the algorithm. Our algorithm systematically incorporates the domain
knowledge and is capable of learning parameters successfully even
when a large percent of nodes are hidden in a Bayesian network.

3. Learning Bayesian network parameters

3.1. The basic theory

Let G be a BN with nodes X1, . . . ,Xn. If there is a directed arc from
Xi to Xj, Xi is called a parent of Xj, pa(Xj). Given its parent nodes, a
node is conditionally independent from all the other nodes. Thus the
joint distribution of all the nodes can be written as

p(X1, . . . ,Xn) =
n∏

i=1

p(Xi|pa(Xi)) (1)

Each node is associated with several parameters to describe the con-
ditional probability distribution of the random variable given its par-
ents. We use � to denote the entire vector of parameter value �ijk,

�ijk = p(xki |pa
j
i), where i (i = 1, . . . ,n) ranges over all the variables in

the BN, j (j = 1, . . . , qi) ranges over all the possible parent configura-
tions of Xi, and k (k = 1, . . . , ri) ranges over all the possible states of
Xi. Therefore, xki represents the kth state of variable Xi, and paji is the
jth configuration of the parent nodes of Xi.

Given the data set D={D1, . . . ,DN}, where Dl ={x1[l], . . . , xn[l]} that
consists of instances of the BN nodes, the goal of parameter learning
is to find the most probable value �̂ for � that can best explain the
data set D, which is usually quantified by the log-likelihood function,
log(p(D|�)), denoted as LD(�). If D is complete, based on the condi-
tional independence assumption in BNs as well as the assumptions
that the samples are independent, we can get the equation as fol-
lows:

LD(�) = log

⎧⎨
⎩

N∏
m=1

p(x1[m], . . . , xn[m] : �)

⎫⎬
⎭

= log

⎧⎨
⎩

n∏
i=1

N∏
m=1

p(xi[m]|pai[xi(m)] : �)

⎫⎬
⎭ (2)

where pai[xi(m)] indicates the ith parent of xi(m). With the MLE
(Maximum Likelihood Estimation)method, we can get the parameter
�∗ as follows:

�∗ = argmax
�

LD(�) (3)

However, when the dataD is incomplete, Eq. (2) cannot be directly
applied anymore. A common method is the EM algorithm [6]. Let
Y = {Y1,Y2, . . . ,YN}, which is observed data; Z = {Z1, Z2, . . . , ZN}, which
is missing data; and Dl = Yl ∪ Zl. The EM algorithm starts with some
initial guess at the maximum likelihood parameter, �(0), and then
proceeds to iteratively generate successive estimates, �(1), �(2), . . .,
by repeatedly applying the Expectation-step and Maximization-step,
for t = 1, 2, . . .

E-step: computes the conditional expectation of the log-
likelihood function given the observed data Y and the current
parameter �(t)

Q(�|�(t)) = E�(t) [logp(D|�)|�(t),Y] (4)

M-step: finds a new parameter �(t) whichmaximizes the expected
log-likelihood under the assumption that the distribution found in
the E-step is correct

�(t+1) = argmax
�

Q(�|�(t)) (5)

Each iteration is guaranteed to increase the likelihood, and fi-
nally the algorithm converges to a local maximum of the likelihood
function. However, when there are multiple hidden nodes or when
a large amount of data are missing, EM method easily gets stuck in a
local maximum. Next, we show how to incorporate domain knowl-
edge into the learning process in order to reduce search space and
to avoid local maxima.

3.2. Qualitative constraints with confidence

In many real-world applications, domain experts usually have
valuable information about model parameters. We consider two
types of constraints: type-I is about the range of a parameter; and
type-II is about the relative relationships (> ,< ,=) between differ-
ent parameters. One of our goals is to make the constraints as sim-
ple as possible, so that experts can easily formalize their knowledge
into these constraints.

The range of a parameter allows domain experts to specify an
upper bound and a lower bound for the parameter, instead of defin-
ing specific values. Fig. 1 shows a very simple BN and we assume all
the nodes have binary states. The table in the right is the conditional
probability table of the node B, indicating P(B|A), which can be de-
scribed by four parameters �B00, �B01, �B10, �B11, where �B00+�B01=1
and �B10 + �B11 = 1. The domain experts may not know the specific
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p(B|A)
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�B00 �B01

�B10 �B11

Fig. 1. A simple Bayesian network example and its conditional probability table.

values of �B00 and �B10, but they can set the ranges for �B00 and �B10
as 0.3<�B00<0.5, 0.6<�B10<0.9, respectively.

In addition to assessing the ranges of parameters, the domain ex-
perts may also know the relative relationships between some param-
eters. For each type-II constraint, if the two associated parameters
are in the same CPT of a node, we call it an inner-relationship con-
straint; if the two parameters come from the CPTs of different nodes,
we call it an outer-relationship constraint. For example, if the obser-
vation of A=0 increases the posterior of B=0 the most, we could say
that p(B = 0|A = 0)>p(B = 0|A = 1), in other words, �B00>�B10. Ob-
viously, the constraint of �B00>�B10 defines an inner-relationship.
On the other hand, if the observation of A=0 increases the posterior
of B= 0 more than the observation of A= 0 increasing the posterior
of C = 0, we can get the constraint of �B00>�C00, which defines an
outer-relationship since B and C are from two different CPTs.

In real-world applications, there are always such constraints that
can be found by domain experts. For example, assume we use a BN
to model human state and its symptoms such as blinking rate, head
tilt rate, eye gaze distribution, etc. Some symptommay be a stronger
indicator of a particular human state than another symptom. This
kind of relationship can be captured by the type-II constraints in the
BN. They can often be identified either through subjective experience
or through a sensitivity analysis. These constraints look simple, but
are very important for the hidden nodes, where no data are available.
By adding these constraints into learning, the domain knowledge can
be well utilized to obtain parameters that meet the requirements of
real-world applications.

Now we formally define the two types of constraints. Let A be
the set that includes the parameters whose ranges are known based
on the domain knowledge. For each �ijk ∈ A, we define the range
as lijk��ijk�uijk. Obviously, lijk�0, and uijk�1. Let B be the set
that includes the parameters whose relative relationships are known
based on the domain knowledge. For each �ijk, �i′j′k′ ∈ B, we have
�ijk >�i′j′k′ , and/or, �ijk = �i′j′k′ , where i� i′, or j� j′, or k� k′.

However, the domain knowledge may not be reliable all the time.
To account for it, we associate confidence levels �ijk, �i′j′k′

ijk to each
constraint in the sets A and B, respectively. The value of each �
is between 0 and 1. If a domain expert is very confident with a
constraint, the corresponding value of � is 1; otherwise, � is less than
1 but larger than 0.

3.3. Parameter learning with uncertain qualitative constraints

Now our goal is to find the optimal parameter �̂ that maximizes
the log-likelihood LD(�) given the three constraints as below:

Maximize LD(�)
Subject to

∑
k

�ijk = 1

1� i�n, 1� j�qi, 1�k�qi
lijk��ijk�uijk, �ijk ∈ A

�ijk��i′j′k′ ,�ijk,�i′j′k′ ∈ B (6)

The above equation shows a constrained optimization problem.
For each inequality constraint, we define the following penalty func-
tions:

g′(�ijk) = [�ijk − lijk]
−, ∀�ijk ∈ A (7)

g′′(�ijk) = [uijk − �ijk]
−, ∀�ijk ∈ A (8)

g′′′(�ijk,�i′j′k′ ) = [�ijk − �i′j′k′ ]−, ∀�ijk,�i′j′k′ ∈ B (9)

where [x]− = max(0,−x).
Therefore, we can rephrase Eq. (6) as follows:

Maximize J(�) = LD(�) − w1

2

∑
�ijk∈A

�ijk[(g
′(�ijk))

2 + (g′′(�ijk))
2]

− w2

2

∑
�ijk ,�i′ j′k′ ∈B

�i′j′k′
ijk (g′′′(�ijk,�i′j′k′ ))2

Subject to
∑
k

�ijk = 1 (10)

where wi is the penalty weight, which is decided empirically. Ob-
viously, the penalty varies with the confidence level for each con-
straint.

In order to solve the problem, first, we eliminate the constraint∑
k�ijk=1 by reparameterizing �ijk, so that the new parameters auto-

matically respect the constraint on �ijk no matter what their values
are. We define a new parameter �ijk so that

�ijk ≡ exp(�ijk)∑ri
k′=1 exp(�ijk′ )

(11)

In this way, a local maximum w.r.t. to �ijk is also a local maximum
w.r.t. �ijk, and vice versa. Most importantly, the constraint is auto-
matically satisfied.

In the next step, we need to compute the derivative of J(�) w.r.t.
�. Based on [24], ∇�ijk

LD(�) can be expressed as follows:

∇�ijk
LD(�) = � ln

∏N
l=1p(Dl|�)
��ijk

=
N∑
l=1

� lnp(Dl|�)
��ijk

=
N∑
l=1

� lnp(Dl|�)/��ijk

p(Dl|�)
(12)

where

� ln p(Dl|�)/��ijk

p(Dl|�)
=

�
��ijk

∑
j′ ,k′p(Dl|xk

′
i ,pa

j′
i ,�)p(x

k′
i ,pa

j′
i |�)

p(Dl|�)

=

�
��ijk

∑
j′ ,k′p(Dl|xk

′
i ,pa

j′
i ,�)p(x

k′
i |paj′i ,�)p(pa

j′
i |�)

p(Dl|�)

= p(Dl|xki ,pa
j
i,�)p(pa

j
i|�)

p(Dl|�)

= p(xki , pa
j
i|Dl,�)p(Dl|�)P(paji|�)

p(xki ,pa
j
i|�)p(Dl|�)

= p(xki , pa
j
i|Dl,�)

p(xki , pa
j
i|pa

j
i,�)

= p(xki , pa
j
i|Dl,�)

�ijk
(13)
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By combining Eqs. (12) and (13), we obtain the equation as below:

∇�ijk
LD(�) =

∑N
l=1p(x

k
i , pa

j
i|Dl,�)

�ijk
(14)

Therefore, based on the chain rule,

∇�ijk
LD(�) = �LD(�)

��ijk

��ijk

��ijk

= ∇�ijk
LD(�)(�ijk − �2

ijk)

=
N∑
l=1

p(xki ,pa
j
i|Dl,�)(1 − �ijk) (15)

Similarly, for g′(�ijk), g′′(�ijk), and g′′′(�ijk), the derivatives are as fol-
lows:

∇�ijk
g′(�ijk) =

{
�2
ijk − �ijk if �ijk� lijk

0 otherwise
(16)

∇�ijk
g′′(�ijk) =

{
�ijk − �2

ijk if �ijk�uijk
0 otherwise

(17)

∇�ijk
g′′′(�ijk,�i′j′k′ ) =

⎧⎨
⎩

�2
ijk−�ijk if �ijk��i′j′k′ , i� i′ or j� j′

�2
ijk−�ijk−�ijk�i′j′k′ if �ijk��i′j′k′ , i = i′, j = j′

0 otherwise
(18)

Table 1
A constrained EM (CEM) learning algorithm.

Repeat until it converges
Step 1: E-step to compute the conditional expectation of the log-likelihood
function based on Eq. (4);
Step 2: M-step to find the parameter �′ that maximizes the expected
log-likelihood based on Eq. (5);
Step 3: Perform the following optimization procedure based on the
gradient-descent method:

�t = �′; map �t to �t based on Eq. (11)
Repeat until ��t 	 0

��t = 0
for each variable i, parent configuration j, value k
for each Dl ∈ D

��t+1
ijk = ��t

ijk + p(xki , pa
j
i|Dl ,�t)

��t+1
ijk = ��t+1

ijk (1 − �ijk) + K
(K represents the last three terms in Eq. (19))

�t+1 = �t + ��t+1

map �t+1 to �t+1 based on Eq. (11)
�t = �t+1

Go to Step 1
Return �t

213 3

414 151 16

85 6 7 18 19 9
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Fig. 2. Two BN examples: (a) BN1; (b) BN2. The shaded nodes are hidden nodes, the others are observable nodes.

Therefore, the derivative of J(�ijk) w.r.t. �ijk is as we can see here:

∇�ijk
J(�ijk) =

N∑
l=1

p(xki , pa
j
i|Dl,�)(1 − �ijk)

− w1�ijk[g
′(�ijk)∇�ijk

g′(�ijk) + g′′(�ijk)∇�ijk
g′′(�ijk)]

− w2
∑

B+(�ijk)

[�i′j′k′
ijk g′′′(�ijk,�i′j′k′ )∇�ijk

g′′′(�ijk,�i′j′k′ )]

+ w2
∑

B−(�ijk)

[�i′j′k′
ijk g′′′(�i′j′k′ ,�ijk)∇�ijk

g′′′(�i′j′k′ ,�ijk)] (19)

where B+(�ijk) is the set of the constraints whose first term is �ijk,
while B−(�ijk) is the set of the constraints whose second term is �ijk.
Both B+(�ijk) and B−(�ijk) belong to the set B.

Now, we are ready to present the constrained EM (CEM) learning
algorithm as summarized in Table 1. The algorithm consists of three
steps. The first two steps are the same as the E-step and M-step in
the EM algorithm. In the third step, a gradient-based update is used
to force the solutions to move towards the direction of reducing
constraint violations.

4. Experiments

In this section, we compare our algorithm to the EM algorithm
with synthetic data. We first describe how the testing data is gener-
ated, and then demonstrate the results in three scenarios: (1) vary-
ing the type-I constraints; (2) varying the type-II constraints; and
(3) varying the number of training samples. Furthermore, in the next
section, we will apply our algorithm to a real-world application.

4.1. Experiment design

In order to compare the CEM algorithm to the EM algorithm, we
design the experiments as follows.

Generation of original BNs. Two BNs as shown in Fig. 2 are created
in the experiments. Then 22 instances are created with the same
structures as BN1 and BN2, respectively (11 for each), but with dif-
ferent parameters. Two BNs (called original BNs) are then used as
the ground-truth for BN1 and BN2, respectively, and the others are
to be learned.

Generation of constraints. For each BN, based on the true CPTs,
type-I (the range of a parameter) and type-II (the relationship be-
tween different parameters) constraints are generated for the node
sets A and B, where A and B vary in the experiments. Specifically,
to generate type-I constraints for the nodes in A, for each true pa-
rameter �ijk, the lower bound is set as (1 − r)�ijk, and the upper
bound is set as min(1, (1 + r)�ijk), where r is a ratio (0<r<1) and
varies in the experiments. Type-II constraints can be divided into
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two kinds: inner-relationship, which compares two parameters
within the same CPT; outer-relationship, which compares two pa-
rameters in different CPTs. For example, in BN1, two parameters in
the CPT of the node 18 can be associated with an inner-relationship

Table 2
Some examples of type-II constraints for BN1.

Inner-relationship constraints Outer-relationship constraints

Node 14: �1411 >�1421 Node 13 and Node 17: �1311 >�1711

Node 15: �1511 >�1522 Node 14 and Node 15: �1411 >�1531

Node 20: �2011 >�2021 Node 18 and Node 19: �1821 >�1941
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Fig. 3. Learning results vs. type-I constraints. The charts in the left are the results for BN1; and the charts in the right are the results for BN2. (a), (b) EM vs. CEM when
r = 0.4; (c), (d) CEM when r = 0.4 and 0.2; and (e), (f) negative log-likelihood for different BNs.

constraint; while a parameter in the CPT of the node 18 and a
parameter in the CPT of the node 19 can be associated with an outer-
relationship constraint. Table 2 shows some examples of type-II con-
straints for BN1. For each parameter �abcd in the table, the first two
numbers (ab) of the subscript represent the index of the node, and
the third number (c) represents the index of the parent configura-
tions, and the last number (d) represents the state index of the node.

Generation of training data. For each BN, 500 samples are gener-
ated based on the true parameters. The values of the hidden nodes
are then removed from the generated samples. With the remaining
samples, we then learn the 20 BNs with randomly assigned initial
parameters, which are required to be different from the true param-
eters.
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Fig. 4. Learning results vs. type-II constraints for BN1: (a) EM vs. CEM (eight inner-relationship constraints for the hidden nodes are used); (b) EM vs. CEM (eight outer-re-
lationship constraints for the hidden nodes are used); (c) CEM (eight outer-relationship constraints are used) vs. CEM (eight outer-relationship and eight inner-relationship
constraints are used); (d) eight and 16 inner-relationship constraints are used, respectively; (e) eight and 16 outer-relationships are used, respectively; and (f) CEM (eight
outer-relationship and eight inner-relationship constraints are used) vs. CEM (16 inner-relationship and 16 outer-relationship constraints are used). BN2 has the similar results.

Evaluation of performance. Two criteria are used to evaluate the
performance of the learning algorithms. The first one is to compare
the estimated CPT of each node to the ground-truth CPT using the
Kullback–Leibler (KL) divergence. The smaller the KL-divergence is,
the closer the estimated CPT to the true CPT. The second criterion
is the negative log-likelihood per sample. It evaluates how well a
learned BN fits the testing data as a whole. To compute that, we
first generate 500 testing samples from each original BN. Each of
the learned BNs is then evaluated on these samples to get the av-
erage negative log-likelihood. Since it is negative log-likelihood, the
smaller the value is, the better the learned BN fits the data.

4.2. Learning results vs. type-I constraints

In this section, we compare learning performance when type-
I constraints vary while type-II constraints are fixed. Specifically,
both the set A and B include only hidden nodes. For type-I con-
straints, r varies from 0.2 to 0.4. For type-II constraints, only the
inner-relationships for two parameters in the CPT of each hidden
node are used as constraints.

Fig. 3 illustrates the results. In Charts (a) through (d), the x-
coordinate denotes the node index, and the y-coordinate denotes the
KL-divergence. The median of each bar is the mean, and the height
of the bar is the standard deviation, which are obtained from 10 BN
instances. Charts (a) and (b) compare EM to CEM when r = 0.4. We
can see that CEM achieves better results in both mean and standard
deviation of KL-divergence than EM for both BNs. In BN1, for the hid-
den nodes, the average mean decreases from 1.0687 (EM) to 0.2337
(CEM, r=0.4); the average standard deviation decreases from 0.7659

(EM) to 0.2219 (CEM, r=0.4). In BN2, for the hidden nodes, the aver-
age mean decreases from 0.6657 (EM) to 0.1163 (CEM, r = 0.4); the
average standard deviation decreases from 0.5614 (EM) to 0.0969
(CEM, r = 0.4). Specifically, as shown in Charts (a) and (c), for the
hidden node 18 in BN1, the KL-divergence decreases from around
2.1 (EM) to 0.2 (CEM, r = 0.2); for the hidden node 19 in BN1, the
KL-divergence decreases from around 2.2 (EM) to 0.2 (CEM, r = 0.2).

Charts (c) and (d) compare CEMwhen r varies. As r decreases from
0.4 to 0.2, the performance of CEM is further improved, especially for
the hidden nodes. The negative log-likelihood further confirms that
CEM performs better than EM, as shown in Charts (e) and (f), where
the x-coordinate indicates BN index and the y-coordinate indicates
the negative log-likelihood. The negative log-likelihood from CEM is
smaller than that from EM.

4.3. Learning results vs. type-II constraints

In the second scenario, we change type-II constraints while fix
the type-I constraints (r is set as 0.4). We observe the learning results
in the following cases: (1) varying the number of inner-relationship
constraints; (2) varying the number of outer-relationship con-
straints; and (3) combining inner-relationship constraints and
outer-relationship constraints.

Fig. 4 illustrates the results in the three cases. Charts (a) and
(b) compare EM to CEM when eight inner-relationship constraints
and eight outer-relationship constraints are used, respectively. Ob-
viously, CEM always performs better than EM. For example, in Chart
(a), the average mean for the hidden nodes decreases from 1.0687
(EM) to 0.2337 (CEM), the average standard deviation decreases
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Fig. 5. Learning results vs. the number of training samples for BN1: (a) Average KL-divergence for the observable nodes whose parameters are independent from the hidden
nodes (i.e., nodes 2, 3, 4, 9); (b) average KL-divergence for the other observable nodes; (c) average KL-divergence for the hidden nodes; and (d) negative log-likelihood. BN2
has the similar results.

from 0.7659 (EM) to 0.2219 (CEM); and in Chart (b), the average
mean for the hidden nodes decreases from 1.0687 (EM) to 0.2214
(CEM), the average standard deviation decreases from 0.7659 (EM)
to 0.2377 (CEM). Charts (c) through (f) show how the performance
of CEM varies as different numbers of constraints are used. Chart
(c) demonstrates that when both inner-relationship constraints and
outer-relationship constraints are used, the performance is better
than single-type constraints are used. The average mean for the hid-
den nodes decreases from 0.2214 to 0.1929, and the average stan-
dard deviation decreases from 0.2377 to 0.1763. Charts (d)–(f) show
that the performance of CEM is improved slightly when we double
the same types of constraints.

4.4. Learning results vs. training samples

We now demonstrate how the learning results vary with the
number of training samples. In the experiments, we fix the con-
straints (r=0.2), and only eight inner-relationship constraints for the
hidden nodes are used, but vary the number of training samples dur-
ing learning. Fig. 5 demonstrates the results for BN1 only, since BN2
has the similar results. In order to observe how the training sam-
ples affect different types of nodes in BN1, we divide the nodes into
three groups: group 1 includes the nodes (2, 3, 4, and 9) whose pa-
rameters are independent from the hidden nodes; group 2 includes
the other observable nodes; and group 3 includes all the hidden
nodes.

As shown in Chart (a) of Fig. 5, for the nodes in group 1, the KL-
divergence decreases when the number of samples increases. And

the KL-divergence is very small in all the cases even when there are
only 200 training samples. Both EM and CEM return the same results
since the data are complete for all those nodes. In both Charts (b)
and (c), the KL-divergence decreases slightly when the number of
training samples increases, while the KL-divergence of CEM is much
smaller than that of EM. Especially for the hidden nodes, even when
the number of the training sample is 6000, the KL-divergence for the
hidden nodes is only slightly smaller than the KL-divergence when
the number of training sample is 200. This is because the information
about the hidden nodes rarely varies as the total number of training
samples increases. Therefore, in order to improve the learning results
for the hidden nodes, domain knowledge is more important than
training samples.

5. A case study

In this section, we apply our algorithm to a real-world application
in computer vision: facial action unit (AU) recognition.

5.1. A Bayesian network for facial action unit modeling and recognition

In recent years, a variety of approaches are proposed to recog-
nize facial expressions. Besides recognizing six basic facial expres-
sions directly, techniques have also been developed to automatically
recognize facial action units. According to the Facial Action Unit Sys-
tem (FACS) by Ekman [26], each AU is related to the contraction of
a specific set of facial muscles. FACS has been demonstrated to be a
powerful means for representing and characterizing a large number
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Fig. 6. A Bayesian network for AU modeling. We adapted it from [27]. The unshaded
nodes are measurement nodes.

of facial expressions through the combination of only a small set of
AUs.

Current techniques for recognizing AUs are mostly based on com-
puter vision techniques. But due to the richness, ambiguity, and dy-
namic nature of facial actions, as well as the image uncertainty and
individual difference, it is difficult to recognize each AU individually
by using only computer vision techniques. Computer vision tech-
niques should be combined with additional sematic information to
achieve a more robust and consistent AU recognition. Fortunately,
there are some inherent relationships among AUs as described in
the FACS manual [26]. For example, the alternative rules provided in
the FACS manual describe the mutual exclusive relationship among
AUs. Furthermore, the FACS also includes the co-occurrence rules in
their old version, which were “designed to make scoring more de-
terministic and conservative, and more reliable” [26].

Therefore, instead of recognizing each AU alone, a Bayesian net-
work can be used to model the probabilistic relationships among
different AUs, and given the BN model, AU recognition can be per-
formed through a probabilistic inference [27]. Fig. 6 illustrates such
a BN to model 14 AUs, and Table 3 summarizes a list of the 14 AUs
and their meanings. They are adapted from [27]. Such a model is
capable of representing the relationships among different AUs in a
coherent and unified hierarchical structure, accounting for uncer-
tainties in the AU recognition process with conditional dependence
links, and providing principled inference and learning techniques to
systematically combine the domain information and statistical in-
formation extracted from the data.

To incorporate the AU recognition results from a computer vision
technique, in the BN model, each AU is connected with a measure-
ment node (unshaded node), which encodes the measurement ob-
tained from computer vision techniques. For AU measurement, we
employ a technique similar to the one described in [28]. The output
of the technique is a score for each AU, which is subsequently dis-
credited to produce a value for a corresponding AU measurement
node.

5.2. AU model parameter learning

Given the BN structure in Fig. 6 and the AU measurements, we
then need parameterize the BN model before AU inference can com-
mence. For this, we need training data. As defined before, a com-
plete training sample requires the true AU label for each AU node

Table 3
A list of action units.

and the measurement for each meresman node. However, manually
labeling AUs is usually time consuming and difficult. Moreover, the
labeling process is highly subjective, therefore prone to human er-
rors. In addition, some AU events rarely happen in the collected data.
Therefore, the training data could be incomplete, biased, or spare for
certain AUs. We thus apply our algorithm to learn the BN parame-
ters using only the AU measurements and some domain knowledge,
without any AU labeling.

We first generate constraints. For type I constraints, domain ex-
perts are consulated to specify the approximate ranges for most of
the parameters. Type II constraints are also constructed from domain
specific knowledge. Specifically, for each measurement node, since
the measurement accuracy for each AU varies, depending the com-
puter vision technique used as well as on the difficulty of the AU,
we can rank the measurements by their accuracy and then trans-
late such a ranking into the outer-relationships between the cor-
responding measurement nodes. For example, the computer vision
technique usually performs better in recognition of AU2 (outer brow
raiser) than AU23 (lip tighten), hence we can get constraints like
p(O2=0|AU2=0)>p(O23=0|AU23=0), p(O2=1|AU2=1)>p(O23=
1|AU23 = 1), where 0 means an AU is absent, and 1 means an AU is
present.

More type-II constraints can be obtained based on the properties
of different AUs. For example, for AU6 (cheek raiser) and AU12 (lip
corner puller), the probability of AU12 being absent if AU6 is ab-
sent, is smaller than the probability of AU6 being present if AU12
is present, i.e., p(AU12= 0|AU6= 0)<p(AU12= 1|AU6= 1). For AU1
(inner brow raiser), the influence of AU2 (outer brow raiser) on AU1
is larger than the influence of AU5 (upper lid raiser) on AU1, i.e.
p(AU1= 1|AU2= 1, AU5= 0)>p(AU1= 1|AU2= 0,AU5= 1). Overall,
we generate one type-I constraint for each parameter, and about 28
type-II constraints for all the parameters. Of course, the number of
constraints depends on the application and the domain knowledge
available for the application.

5.3. AU recognition results

We use 8000 images collected from Cohan and Kanade's DFAT-
504 database [29], where 80% are used for training and 20% data
are used for testing. We first use MLE to learn parameters from the
complete data, which consists both the true AU labels and the AU
measurements. Then, we use the EM and CEM algorithms to learn
parameters from the incomplete data, which only includes the AU
measurements.
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Fig. 7. Comparison of average AU recognition results using the BNs learned from MLE, EM, and CEM, respectively: (a) true skill score; (b) positive rate; and (c) false alarm.
MLE uses complete training data, while EM and CEM use incomplete data that only include AU measurements.

Fig. 7 compares the AU recognition results with BNs learned from
MLE, EM, and CEM in terms of true skill score (the difference between
the positive rate and the false alarm), positive rate, and false alarm.
CEM performs similarly to MLE (based on complete data), but much
better than EM. The average true skill score is only 0.37 for EM, 0.72
for CEM, and 0.76 for MLE. The positive rate increases from 0.69 (EM)
to 0.82 (CEM), and the false alarm decreases from 0.32 (EM) to 0.1
(CEM). For EM, some AUs totally fail, such as AU2, AU7, and AU23.
But CEM has a fair performance for all the AUs even it is learned
from the unlabeled data. This again shows the importance of domain
knowledge. CEM is able to fully utilize the domain knowledge for
automatic parameter learning. Compared to MLE that is based on
the labeled data, the CEM has comparable performance but without
using any labeled AUs. This is indeed very encouraging. This may
represent a significant step forward in machine learning in general
and BN learning in particular.

6. Conclusion and future work

When a large amount of data are missing, or when multiple
hidden nodes exist, learning parameters in Bayesian networks be-
comes extremely difficult. The learning algorithms are required to
operate in a high-dimensional search space and could easily get
trapped among copious local maxima. We thus present a constrained
EM algorithm to learn Bayesian network parameters when a large
amount of data are missing in the training data. The algorithm
fully utilizes certain qualitative domain knowledge to regularize the
otherwise ill-posed problem, limit the search space, and avoid lo-
cal maxima. Compared with the quantitative domain knowledge
such as prior probability distribution typically used by the existing
methods, the qualitative domain knowledge is local (only concerned
with some parameters), easy to specify, and does not need strong
assumption.

For many computer vision and pattern recognition problem, data
is often hard to acquire and the model becomes increasingly com-
plex. It, therefore, becomes increasingly important to incorporate
human knowledge into the otherwise ill-posed learning process. Our
method can solicit simple yet effective qualitative constraints from
human experts, and then systematically incorporate them into the
learning process. The improvement in learning performance is signif-
icant. Both the experiments from the synthetic data and real data for
facial action recognition demonstrate that our algorithm improves
the accuracy of the learned parameters significantly over the tradi-
tional EM algorithm.

The domain knowledge in the current learning algorithm was
formalized by two simple constraints: a range of a parameter, and

relative relationships between different parameters. Although they
are very useful, it is possible to introduce more types of constraints
into learning, such as the relationships between the sum of several
parameters, parameter sharing, etc. More constraints will help fur-
ther reduce the search space, although they may not be easy for
domain experts to specify.

Furthermore, we assumed model structures are known and thus
only focused on learning model parameters. However, in many ap-
plications, the structure could be unknown, or it is too difficult for
domain experts to manually construct a complete structure. Learn-
ing the BN structure is therefore also necessary. Most current ap-
proaches to BN structure learning assume generic prior probabilities
on graph structures, typically encoding a sparseness bias but other-
wise expecting no regularities in the learned structures. We believe
that the domain knowledge about model parameters can also help
in learning the model structure.
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