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Abstract

In a Bayesian network, a probabilistic inference is the
procedure of computing the posterior probability of query
variables given a collection of evidences. In this paper, we
propose an algorithm that efficiently carries out the infer-
ences whose query variables and evidence variables are re-
stricted to a subset of the set of the variables in a BN. The
algorithm successfully combines the advantages of two pop-
ular inference algorithms – variable elimination and clique
tree propagation. We empirically demonstrate its computa-
tional efficiency in an affective computing domain.

1. Background, Motivation and Introduction

A BN is a directed acyclic graph (DAG) that represents
a joint probability over a set of variables. The nodes in
the DAG denote the variables and the edges denote condi-
tional dependencies among the variables. Let the variables
be x1, x2, . . . , xn. For a node xi, its parental set is denoted
by πxi . The conditional independence assumption indicates
that given the parents πxi , the variable xi is independent
of other variables. The probability p(x1, x2, . . . , xn) can
be represented as Πn

i=1p(xi|πxi
) where p(xi|πxi

) is called
conditional probability table (CPT) of xi. When πxi is
empty, p(xi|πxi

) degenerates to the prior distribution p(xi).
One fundamental operation in a BN is inference (also

called query), which is the procedure that computes the pos-
terior probability of a set of query variables given the val-
ues of the evidence variables. For example, the inference
Q(y|E = e0) is to compute the posterior distribution of
y given the value e0 of another set E of variables. It is
known that in general probabilistic inference in a BN is a
NP-hard problem [2]. Hence, many algorithms have been
developed to perform inferences. The most popular two are
Clique Tree Propagation (CTP) [5, 4] and Variable Elimi-
nation (VE) [3]. We briefly describe them. CTP first trans-
forms a BN into a clique tree and then propagates the evi-
dences around the tree. The probability Q(y|E = e0) can

be obtained from any clique that contains the variable y.
A nice property of CTP is that it allows computation shar-
ing among multiple queries. The VE algorithm first re-
moves the nodes irrelevant to a query from the original
BN. It then eliminates the variables that are neither query
nodes nor evidence nodes. The elimination procedure re-
sults in the marginal distribution of the query and evidence
nodes, and in turn the distribution can be used to calculate
Q(y|E = e0). A nice property of VE is that it allows one to
remove nodes irrelevant to a given query.

This research is motivated by the need to find efficient in-
ference algorithms for several real-world applications rang-
ing from military analysis, mechanic diagnosis to user affect
recognition. The BNs describing these applications have
one thing in common: both the query variables and evi-
dence variables are restricted into a subset of the variables.
In this paper, we exploit this fact to develop factor tree infer-
ence(FTI) algorithm. FTI successfully combines the advan-
tage of VE that allows one to remove the irrelevant nodes
and the advantage of CTP that allows one to share compu-
tations among multiple queries.

2. Factor Tree Inference (FTI) Algorithm

2.1. Algorithm Outline

We assume that the set of nodes in a BN is partitioned
into three subsets: the set of hypothesis nodes Y , the set of
the evidence nodes E, and the set of the remaining nodes
Z. We are interested in the queries Q(y|E = e0) where y
is a hypothesis node, E is a subset of the evidence set, E =
e0 means the variables are instantiated as e0. To distinguish
the nodes in Y and Z, we refer to the nodes in Z as interim
nodes in the sense that they will be eliminated and thus their
role is interim in performing the inference.

The idea behind FTI is that it eliminates all interim nodes
and preserves all useful information in inferring the hypoth-
esis nodes from the evidence nodes. The information preser-
vation is achieved using factor functions, which are the lo-
cal CPTs and their functions, and factor tree, which struc-
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tures and organizes the factor functions in an appropriate
manner. Table 1 outlines the FTI algorithm. Its three steps
are interim node elimination, factor tree construction and
evidence propagation. The last two steps are analogous to
those in CTP. In the sequel, we detail these steps.

FTI
1. eliminate the interim nodes
2. construct a factor tree
3. propagate messages around the tree and compute posterior probability

Table 1. Factor tree inference algorithm

We shall use the BN in Figure 1 to illustrate the al-
gorithm. The three sets of nodes are: the set of hypoth-
esis nodes Y = {y1, y2}, the set of interim nodes Z =
{z1, z2, z3}, and the set of evidence nodes E = {e1, e2}.
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Figure 1. A running example

2.2. Interim Nodes Elimination

This step eliminates all interim nodes. It relies on the
concept of factor functions. Formally, a factor function over
a set of nodes is a mapping from the domain of the nodes’
set to nonnegative real numbers 1. In FTI, factor functions
are local CPTs and their functions. For each node, FTI de-
fines a set of initial functions and iteratively updates it.

The initial factor functions for individual nodes depend
on the ordering among the nodes 2. We require that the
interim nodes precede the evidence and hypothesis nodes.
Given an ordering, we define the initial factor functions as
follows. Let the node be x and the set of its initial factor
functions be ψx. If x is an interim node in Z, any CPT in-
volving variable x is in ψx if the CPT does not belong to a
factor function set of another variable. If x is a node in the
set Y or E, we define its factor function in two cases: in
case that any of its parents is an interim node, it has no fac-
tor functions at all, i.e., ψx = {} where {} is the empty set;

1 A factor function is similar to a potential over a set of nodes. For dis-
tinction, we use factor functions instead of potentials.

2 We note that it is an NP-complete problem to determine an optimal or-
dering for the elimination step [1]. We use heuristic rules in our algo-
rithm implementation.

otherwise, the CPT p(x|πx) is in ψx if p(x|πx) does not be-
long to a factor function set of another variable.

The intuition in defining the initial function sets is dual-
fold. First, in order to facilitate eliminating the interim
nodes, the function set of an interim node would contain
more CPTs than that of a hypothesis or an evidence node.
In fact, for an interim node, its set consists of all the CPTs
involving the node; for a hypothesis or an evidence node,
its set consists of at most one CPT, which occurs in case
that the node has no parental interim node. Second, each lo-
cal CPT is assigned to the function set of a node. Indeed, it
can be proven that any CPT must appear and appears only
in one factor function set. It turns out that the set of all CPTs
is the union of all initial factor functions (Proposition 1).

Proposition 1 Let X = {x1, x2, . . . , xn} be the set of the
nodes in a BN. If for variable x, ψx is the set of its initial
factor functions, then

⋃n
i=1 {p(xi|πxi

)} =
⋃n

i=1 ψxi
.

Given an ordering and the initial factor function set, the
elimination step iteratively eliminates the interim nodes by
summing them out. The step terminates until all interim
nodes are eliminated. Let x the node being eliminated. We
enumerate its factor functions as {f1, . . . , fk}. To eliminate
x, we multiply all the factor functions Πk

i=1fi and sum x out
of Πk

i=1fi. Let g =
∑

x Πk
i=1fi. If g has interim nodes in its

arguments 3, it is moved to the factor function set of the in-
terim node that is closest to x among the subsequent nodes;
otherwise, g forms the factor function set of x. If g has in-
terim nodes in its arguments, the step that moves g to an-
other function set is important because the interim nodes in
g must be eliminated in the subsequent elimination steps.

The elimination step outputs a set ψx of factor functions
for each node x in the BN. For each x, let fx denote the
product of the factor functions in the set ψx. The follow-
ing theorem shows that the product of all fx is the marginal
distribution of the hypothesis and evidence nodes.

Theorem 1 Let p(Y, E) be the marginal distribution of the
variables in Y and E. Then p(Y,E) = Πx∈Y ∪Z∪Efx.

Example: Table 2 shows the elimination step for Fig-
ure 1. We identify the ordering as z1, z2, z3, y2 fol-
lowed by the remaining nodes. We only listed z1, z2, z3, y2

and their function sets because the sets for others are
empty. The first column gives the elimination steps,
while the third and second column give the nodes and
their sets. For notations, ′′ means that a factor func-
tion set remains, and {} means an empty set. The func-
tions are defined as fz3e1y2 =

∑
z2

p(z2|y2)p(z3|e1, z2)
and fe1e2y2 =

∑
z3

fz3e1y2p(e2|z3). Note that the fourth
row moves fz3e1y2 to the set of z3 because z3 is an in-
terim node.

3 For a function g(x1, . . . , xk), any xi is an argument of g.
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Initials {p(z1), p(y1|z1), p(e1|z1)} z1
{p(z2|y2), p(z3|e1, z2)} z2

{p(e2|z3)} z3
{p(y2)} z4

eliminate z1 {fy1e1} z1
′′ z2
′′ z3
′′ z4

eliminate z2 {fy1e1} z1
{fz3e1y2} z2

′′ z3
′′ z4

move fz3e1y2 ′′ z1
{} z2

{fz3e1y2 , p(e2|z3)} z3
′′ z4

eliminate z3 {fy1e1} z1
{} z2

{fe1e2y2} z3
{p(y2)} z4

Table 2. Interim node elimination

2.3. Factor Tree Construction

The elimination step outputs a factor function for each
hypothesis or evidence node. These functions, together with
hypothesis nodes and evidence nodes, are structured in a
factor tree in order to compute the query result. In a tree,
a node is either an f -node (denoting a factor function) or a
v-node (denoting a variable). We construct the tree as fol-
lows. Firstly, the tree has an f-node for each factor function
f , and a v-node for each hypothesis node or evidence node.
Secondly, an edge exists between a v-node x and an f-node
f if and only if x is an argument of f . It follows that for an
evidence or hypothesis variable, there is one and only one
v-node corresponding to it in the tree.
Example: The factor tree for the running example is shown
in Figure 2. The f-nodes represent fe1e2y2 , fy1e1 and fy2(=
p(y2)), (drawn as f(e1, e2, y2), f(y1, e1) and f(y2), ) while
the v-nodes represent y1, y2, e1 and e2.
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Figure 2. A factor tree generated for Figure 1

2.4. Evidence Propagation

The step propagates evidences around the factor tree. It
works similarly to the standard CTP but differs in details. To
be specific, it takes four procedures: initializing the factor

tree, absorbing evidences, propagating messages and com-
puting the posterior probability. A message is simply a func-
tion over variables. In initialization, the nodes in the factor
tree are attached with messages. For an f-node f , the func-
tion f is attached. For a v-node, its factor functions are at-
tached. If the function set is empty, the v-node has no at-
tached message. In absorption, for each evidence node e in-
stantiated in Q(y|E = e0), we attach to e a message m→e

defined as: m→e(e = e0) is 1.0 and m→e(e �= e0) is 0.0.
In evidence propagation, FTI first picks the v-node that

corresponds to y as a pivotal node, which can be viewed
as the root of the factor tree. Then, starting from the leaf
nodes, the messages are passed around the tree and eventu-
ally passed towards the root. A message can be sent from
a node to another node only after the former node has re-
ceived messages from all its other neighbors. We show how
a node receives messages from its neighbors and updates its
own message. After a node receives messages from all its
neighbors, one multiplies all the received messages and its
own message. The product is the updated message of the
node. If the node is a v-node, its message update is com-
pleted. However, if the node is an f-node, we further sum
out the variables corresponding to its neighboring nodes.

The posterior probability Q(y|E = e0) can be calcu-
lated as follows. When the root node receives the messages
from all its neighbors, the product of its messages can be
used to compute Q(y|E = e0), as indicated in Theorem 2.

Theorem 2 Let Q(y|e = e0) be the query and
{m1,. . . ,ml} be the message set of node y where l is

the message number. Then, Q(y|e = e0) =
∏l

i=1
mi∑

y

∏l

i=1
mi

.

Example: Suppose that the query is Q(y2|e1 = e+
1 )

where e+
1 is the instantiated value. The node e1 has a mes-

sage m→e1 : it is 1.0 if e1 = e+
1 and 0.0 otherwise. After ini-

tialization and absorption, the messages for v-nodes are
my1 = my2 = me2 = {} and me1 = m→e1 ; the messages
for f-nodes are their functions. We may choose the follow-
ing order to pass messages to the root y2: y1, f(y1, e1), e1,
e2, f(e1, e2, y2), f(y2) and y2. First, the node f(y1, e1) re-
ceives a null message from y1 and sums out y1. Its mes-
sage becomes

∑
y1

f(y1, e1). Second, the node e1 receives∑
y1

f(y1, e1) from the node f(y1, e1). The updated mes-
sage is m→e1

∑
y1

f(y1, e1). Third, the node f(e1, e2, y2)
receives m→e1

∑
y1

f(y1, e1) from e1 and a null mes-
sage from e2. The node f(e1, e2, y2) updates its mes-
sage as

∑
e1,e2

f(e1, e2, e3)m→e1

∑
y1

f(y1, e1). Fourth,
the node y2 receives a message from f(e1, e2, y2)
and a message from f(y2). Its updated message is
f(y2)

∑
e1,e2

f(e1, e2, e3)m→e1

∑
y1

f(y1, e1). Finally, the

query result is
f(y2)

∑
e1,e2

f(e1,e2,e3)m→e1

∑
y1

f(y1,e1)
∑

y2
f(y2)

∑
e1,e2

f(e1,e2,e3)m→e1

∑
y1

f(y1,e1)
.
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2.5. Efficiency of FTI

The FTI algorithm has two nice properties in facilitat-
ing computational sharing among queries and allowing re-
moving nodes irrelevant to the queries from the original
BN. These properties render FTI to be an efficient algo-
rithm. The first property of FTI is that it facilitates com-
putational sharing among different queries. For all queries
that take the form Q(Y ′|E′ = e0) where Y ′ is a subset of
Y and E′ is a subset of E, FTI preserves all computations
in the f-nodes. In other words, these computations directly
carry through all queries. The second property of FTI is that
it allows removal of irrelevant nodes to the queries. Irrele-
vance removal is a typical approach to accelerating proba-
bilistic inference algorithm. To identify the nodes irrelevant
to the queries, we need to define the ancestors of a node. A
node x is an ancestor of another node y if there exists a di-
rected path from x to y. The ancestral set an(A) of a set
A of nodes consists of nodes in A and ancestors of those
nodes. The proposition below implies that the nodes out-
side the set an(Y ∪ E) can be removed from the original
BN without affecting the query results.

Proposition 2 Let N ′ be the BN obtained from a BN N by
pruning nodes outside an(Y ∪ E). Let QN ′(Y ′|E′ = e0)
and QN (Y ′|E′ = e0) be the posterior probability of Y ′

with respect to BN N ′ and N . Then, QN ′(Y ′|E′ = e0) =
QN (Y ′|E′ = e0).

Example: Figure 3 presents a BN, whose simplified ver-
sion is the running example Figure 1. In the simplified BN,
the interim node z4 and its links have been removed.
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Figure 3. A BN that reduces to Figure 1

3. Comparison With Previous Work

FTI can be related to the two popular inference algo-
rithms – CTP and VE. Before comparing them in techni-
cal merits, we remark that the FTI is for special purposes,
i.e., its efficiency rests on the assumption that the query vari-
ables and evidence variables are restricted into a set of the
variables. In contrast, CTP and VE are for general purposes,
i.e., they are applicable to all possible queries with arbitrary
query or evidence variables.

Both FTI and VE allow one to remove the irrelevant
nodes before calculating query results. Hence both algo-
rithms may work on a simplified BN. They can achieve

computational savings this way. FTI differs from VE as fol-
lows. First, FTI eliminates the interim nodes only once for
all queries due to the assumption that the query and evi-
dence variables are restricted, while in general VE removes
these nodes once for each query. Second, FTI allows com-
putational sharing among multiple queries, while in general
VE does not. This property lends FTI more suitable than
VE in answering multiple queries in which there are shared
query variables and evidence variables.

FTI differs from CTP in handling the nodes irrelevant
to the queries. FTI allows one to remove those nodes out-
side the ancestral set of the hypothesis nodes and evidence
nodes. FTI then works with a simplified BN. By contrast,
CTP works with the original BN. Therefore a factor tree
deals with fewer variables than the BN actually has. The to-
tal number of nodes in a factor tree is the sum of the num-
ber of hypothesis nodes, the number of evidence nodes and
the number of f-nodes. In building a clique tree, CTP works
with all nodes in a BN. This might suggest that a clique tree
contains more nodes than a factor tree for a given BN es-
pecially when the BN contains a large number of interim
nodes. In this case, FTI should be more efficient than CTP.
In addition, the difference in tree sizes implies different
amounts of shared computations among multiple queries.
If the factor tree has fewer nodes than the clique tree, there
should be more shared computations in FTI than in CTP.
Example: For the original BN in Figure 3, its factor tree is
shown in Figure 2. For comparison, the clique tree is shown
in Figure 4. We see that the factor tree contains fewer nodes.

z
1
 y

1

e
1

y
1
 z

3

y
1
 z

3

z
4

y1 e1

y
1
 e

1

z
3

e
1
 z

2

z
3

e
1

z
3

y
2
 z

2
z

2
e

2
 z

3
z

3

Figure 4. A clique tree for the BN in Figure 3

4. Experiments

4.1. An Application Domain

In human-computer interaction research, recognizing af-
fective states is a crucial function of an intelligent user as-
sistance such as a driver vigilance detection system. How-
ever, it is a challenging task due to difficulties in modelling
the many factors altering user affect, the multi-modality ob-
served features and their relations. We use a BN in Figure
5 to capture the influencing factors (on the top) and the fea-
tures (on the bottom). We consider three affective states “fa-
tigue”, “stress” and “frustration”. The user affect is influ-
enced by her straits, the environment context, and the im-
portance of the goal that the user is pursuing. In turn, the en-
vironmental context is dependent on other external factors.
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In addition to these influencing factors, there are observable
evidences reflecting user affect: the user’s self-report, phys-
ical appearance features, physiological measures and be-
havioral characteristics. The physical appearance evidences
include the visible features that are related to user’s eyes,
gaze, face, head and hands. The physiological evidences in-
clude the Electromyography (EMG), skin conductance (SC)
and Galvanic Skin Response (GSR), General Somatic Ac-
tivity (GSA), Electroencephalography (EEG) features. We
assume that these features are observed through the “evi-
dence” nodes asscociated with them. In setting up CPTs of
the BN, we assume that the user is normative. Let us take
the fatigue node as an example. If the user is not-fatigued,
it is very likely that she is physically energetic, physiologi-
cally active and behaviorally regular.
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Figure 5. BN for user affect recognition

Our goal is to infer user affective states given the val-
ues of the “evidence” nodes. In such a BN, naturally the
nodes fall into three classes: the hypothesis nodes “fatigue”,
“stress” and “frustration”; the evidence nodes “evidence”;
and the remaining interim nodes.

4.2. Results
In the experiments, we generate the values for ten ran-

domly chosen evidence nodes. The results are plotted in
Figure 6, where the x-direction denotes the numbers of
queries, while the y-direction denotes the total time costs in
seconds. (For empirical comparison on VE and CTP, read-

ers are referred to [6].) We see that if there is only one query,
VE is the fastest algorithm. This is because VE doesn’t con-
struct a factor tree or clique tree, which saves time. How-
ever, it loses its advantage quickly as query number in-
creases. The reason follows. Unlike FTI and CTP, VE can-
not allow computation sharing among different queries and
it has to repeatedly eliminate the interim nodes for each
query. In addition, the figure also shows that FTI is more
efficient than CTP in answering multiple queries. For ex-
ample, to perform 75 queries, FTI takes about 2.7 seconds,
CTP 11 seconds, while VE 17 seconds. The reason that FTI
is more efficient than CTP is that the factor tree involves
the nodes only in the set Y and E while the clique tree in-
volves all nodes. Therefore, FTI achieves more savings than
CTP for a single query. As the number of queries increases,
the time increase for FTI is slower than that for CTP.
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Figure 6. Performances of FTI, VE and CTP

5. Conclusions

This research is motivated by several application do-
mains where the queries restrict the query nodes and evi-
dence nodes into a subset of variables. For these applica-
tions, we developed an FTI algorithm for efficiently carry-
ing out probabilistic inferences. FTI successfully combines
the advantage of VE that allows one to remove the irrele-
vant nodes and the advantage of CTP that allows compu-
tation sharing among multiple queries. We tested the algo-
rithm on an affective computing domain and showed that
FTI is more efficient than both VE and CTP.
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