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Abstract. Field programmable gate arrays (FPGAs) are flexible programmable
devices that are used in a wide variety of applications such as network routing,
signal processing, pattern recognition and rapid prototyping. Unfortunately, the
flexibility of the FPGA hinders its performance due to the additional logic
resources required for the programmable hardware. Today’s fastest FPGAs run
in the 250 MHz range. This paper proposes a new family of FPGAs utilizing a
high-speed SiGe Heterojunction Bipolar Transistor (HBT) design, co-integrated
with CMOS in an IBM BiCMOS process. This device is bit-wise compatible
with the Xilinx 6200, with operating frequencies in the
1 to 20 GHz range. All logic and routing in this new design is multiplexer
based, eliminating the need for pass transistors, the main roadblock to high
speed in today’s FPGAs.

Introduction

A field programmable gate array consists of an array of reconfigurable logic blocks
surrounded by segmented programmable interconnect (Fig. 1) [1]. Design entry and
simulation is done in software and used to create the configuration file that defines the
FPGA’s logic function. Once programmed, the design is tested, validated, and
optimized. The flexibility of the FPGA allows it to reconfigure hardware resources to
satisfy the instantaneous needs of a digital system. This can be done in a few
milliseconds and an unlimited number of times. However, the relatively slow
operating speeds of current FPGAs (currently 70-250 MHz for designs of moderate
complexity), prevents their use in high-speed digital systems. Logic implemented in
an FPGA is less dense and slower than in its gate array implementation [1]. This is
mainly due to the large amount of wiring resources needed (up to 85% of chip area),



and memory to store the on-chip configuration (up to 10%), leaving only a small
fraction of the chip area for active circuitry (as little as 5%).
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Fig. 1. Typical FPGA Design

The logic cell is the basic building block of an FPGA. These cells can implement
either combinational or sequential logic. A matrix of programmable interconnect
surrounds the basic logic cells, with programmable I/O on the outside boundaries. The
configuration memory holds the programming bits that determine the function of the
logic cell, the cell interconnect, and what inputs and outputs will flow in and out of
the logic cells.

An example of an FPGA’s programmable interconnect is depicted in Fig. 2a,
demonstrating how points 2 and 3 would be interconnected. FPGAs utilize pass
transistors (Fig. 2b) to route signals based on configuration bits stored in memory.
The pass transistor is a simple switch that can act as an AND gate if two are
connected in series or an OR gate if connected in parallel. The equivalent circuit of a
pass transistor is effectively a low-pass filter (Fig. 2c) and studies have shown that the
smallest delay between two Configurable Logic Blocks (CLB) in the Xilinx 4000
FPGA family is approximately 1 ns [2], [3]. The delay in the FPGA’s programmable
interconnect is significantly greater than that of a simple wire, because of the
considerable resistance and capacitance introduced by routing signals though pass
transistors. This resistance and capacitance reduces the noise margin, creates charge-
sharing problems, and makes predicting delay difficult. Connection delays often
exceed the delay of the of the logic block and is therefore one of the fundamental
limits on FPGA performance. The slow operating speed and poor bandwidth caused
by the interconnect delay limits the FPGA’s widespread use [1].

Description of Designed FPGA

The FPGA created here was designed to be the functional equivalent of a Xilinx 6200
part. The Xilinx 6200 is a family of fine-grained, sea of gates FPGAs. A sea of gates
can be described as a large array of simple cells. This device is designed to work with
a microprocessor to implement functions normally placed on an ASIC. The XC6200
can provide high gate counts for data path or regular array type designs. The XC6200



is composed of a large array of configurable cells that contain a computation unit and
a routing area so inter-cell communications can take place. The XC6200 is configured
by a six-transistor SRAM control store that can be quickly reconfigured an unlimited
number of times, including partial reconfiguration. Data transfers can be 8, 16, or 32
bits wide that allow circuits on the FPGA to be saved and then later restored with the
same internal state. The chip itself is fabricated in a 3-metal n-well CMOS process.
Industry standard schematic capture, synthesis and simulation can be done in such
packages as Viewlogic, Mentor Graphics, and Synopsys.
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Fig. 2. Interconnect Device Implementation and Delay Model

Functional Unit

Fig. 3 shows that basic layout of a XC6200 functional unit [4]. The X1 input controls
whether the Y2 or Y3 output will be selected. The inputs to Y2 and Y3 can be an
outside input (X2, X3), its complement, or a stored bit from a D flip-flop (or its
complement).
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Fig. 3. Original and Redesigned Versions of XC6200

The Register Protect (RP) multiplexer controls what signal gets into the D flip-flop
and the Chip Select (CS) multiplexer controls whether the logic output (C) or the
stored bit (S) are output (F). It is important to notice that the functional unit design



consists of 5 multiplexers and 1 D flip-flop, with no pass transistors. The Clear is an
asynchronous signal that resets the D flip-flop, which is especially useful at startup.
The clock controls when a bit will be stored. Only when the clock is high can a bit be
stored in the D flip-flop. Once the functional unit is surrounded with routing resources
it will become a flexible building block of programmable logic. Fig. 3 also shows the
slightly modified circuit that was implemented as part of this research into the high-
speed version of the FPGA. CMOS and bipolar HBTs were both used strategically in
an effort to balance speed requirements as well as power consumption limits and real
estate area in the circuit layout.

Design Details

Changes from the original XC6200 design were required in order to increase the clock
rate as well as add extra flexibility in configuration storage. A fast switching logic
design scheme that uses differential signals and 250 mV logic levels was found to be
most appropriate for this application.

Current Mode Logic

The FPGA was designed using IBM’s SiGe HBT BiCMOS process with (differential)
current mode logic (CML) for fast logic circuit response. The process and circuits
have been well documented [5], [6], [7], [8], [9]. Fig. 4 depicts a typical CML XOR
implementation in 7 transistors and 3 resistors. Signal A and its complement come in
on level 1 (0 and -0.25 V) and Signal B and its complement comes in on level 2 (-0.95
and -1.2 V). The difference between levels is slightly more than one VBE (0.85 V). The
tail resistor at the bottom of the current steering tree is connected to a reference
current mirror that fixes the current through the circuit (0.7 mA). Suppose A =1 and
B=1. Current will flow down the far left side of the tree, drawing the
‘A XOR B’ line down to –250 mV, while no current will be flowing in the other parts
of the tree. Since there is no current flowing in the ‘ A XOR B’ path, the voltage level
will remain at Vcc. The opposite output will result if A =1 and B=1, so current will be
flowing down the far right side of the tree. The four possible input patterns implement
the XOR function in CML. This logic was used throughout the FPGA design.

Context Memory Switching

A fast FPGA should be complimented with fast programmability otherwise many
cycles are wasted during reconfiguration. Fast memory reduces the latency but it is
not expected that configuration memory will constantly be changing as fast as
possible. This would create excess current load and heat dissipation problems. The
proposed FPGA design includes 8 memory planes, with each memory plane
containing a different configuration for the FPGA. A CMOS multiplexer used to
select between the memory planes allows the FPGA to page between up to eight



different tasks extremely quickly and efficiently. Furthermore, the memory planes
may be loaded or saved to the external system while processing continues
uninterrupted in the FPGA. For the test chip designs, 2 memory planes were
constructed on-chip with a 2:1 CMOS multiplexer to switch inputs (Fig. 5). The
CMOS 2:1 multiplexer consists of 4 pairs of pass transistor logic with a one pair
control line (S) that can be switched to allow a new FPGA personality to be
programmed.
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One of the most interesting features of the XC6200 is the ability to reprogram parts
of the chip while other parts of the chip are active. This is possible due to the fine-
grained architecture of the XC6200. If multiple planes of memory can be accessed by
each CLB, switching between each plane could apply different functions on the
inputs. Allowing for a generous 1 ns between context switches, a CLB could
reprogram itself a billion times per second if the memory planes were available and
an application required this unusual capability.

With the world’s fastest FPGA architecture, adding SRAM would cut down on the
speed and computational ability of the bipolar logic (a tradeoff). If multiple memory
planes were stacked in a 3-D arrangement, the fast signals could stay on a CLB plane
while the slower CMOS signals can be routed throughout a 3-D architecture (Fig. 6).



The wires on the CLB plane could be shorten, since there would be no need for
configuration memory on the CLB plane, only CMOS routing transistors. The CLBs
could be packed closer together, creating less delay between CLBs. The memory
planes could vary in size to support the application, with only a multiplexer needed to
route the correct configuration plane to the CLB plane. This is an extension of chip
stacking technologies used in commercial memory products and current 3-D
integrated circuit design research sponsored by the US Defense Advanced Research
Projects Agency MARCO program with active investigations at the Massachusetts
Institute of Technology and Rensselaer Polytechnic Institute. One of the main goals is
significant reductions in interconnect lengths through 3-D circuit design.
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Fig. 6. 3-D Chip Stacking

Results

This research effort has culminated in two small layouts going to fabrication.
Working circuits from the first have been tested and have been confirmed. Initial
testing of clock signals has verified simulations. The second layout further optimized
the design by building on experience gained from the first design and fabrication.
Configuration memory and several more CLBs were included in the second layout
and fabrication. Although the wafers had not yet been received from the fab line,
initial testing on the first wafers and simulation results of the second design are very
encouraging. The wafers are expected to be available at the end of March 2001, but
not soon enough to have experimentally measured results included in this paper.

Fig. 7 shows the layout of a portion of the first test design, including a Mux, CLB,
buffer, and clock divide-by-8 circuit. Fig. 8 is an actual photomicrograph of the same
circuit on the fabricated wafer.

Fig. 9 shows the 400 mV output from the test chip (7-6b) along with the 8/1 divide
output. The initial simulation was for an operating frequency of 5.1 GHz. The
measured result was 4.2 GHz, a difference of 19%. The initial simulation was redone,
this time to include parasitics and a temperature of 50o C, yielding a result of
4.31 GHz. The difference between measured and simulated was down to 2.3%.

A simulation in Fig. 10 shows CLB 1 ANDing two 10 GHz signals, CLB 2
XORing the same two signals, and CLB 3 ORing the outputs of CLBs 1 and 2. The
simulation demonstrates that different logic functions can be implemented at high
speeds and the output can drive other CLBs. Further simulation at higher speeds result



in distorted waveforms since transistors are unable to switch fast enough to maintain
the design noise margin of 200 mV. The most important point is that HBT CML can
be used to implement all of the logic functions. CML multiplexers pass signals with
delays of about 12-14 ps in the 50 GHz SiGe HBT process. A nice feature of
multiplexers is that they can function as repeaters that can reshape rise and fall times.
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Fig. 7. Test Circuit Layout

Fig. 8. Photo Image of Test Circuit Chip

This CLB is an excellent example of the BiCMOS process, taking advantage of the
speed of bipolar combined with the low power consumption of CMOS. Fig. 11 is a
schematic of the basic CLB cell with routing and configuration memory. Two sets of
configuration RAM are used to set different CLB personalities. The different RAMs
are selected through a 2:1 multiplexer, which is controlled by a single bit. The high-
speed bipolars are used in the top level of the 8:1 multiplexers, sending three high-
speed signals to the CLB. The signals are then mixed to produce the desired output,
which is then routed to any of 5 output multiplexers (North, South, East, West,
Magic).

Implementing memory on-chip has a number of advantages over off-chip memory.
Switching between memories can be done rapidly and memory can be accessed faster
[10], [11]. If the memory/logic interface is not flexible enough, many circuits will be
unroutable; if too flexible then the chip will be slow and consume extra chip area. For



ease of design the memory was built around the high-speed bipolar section, routing
the necessary configuration bit information directly into the CMOS/Bipolar mixed
tree from the outside in.
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Fig. 9. Output From Test Chip

 
Fig. 10. 10 GHz Three CLB Simulation

Fig. 12 is a layout of the 6th generation of the CLB. It has 2 sets of 24-bit SRAM,
the CLB logic, and the local routing resources. This layout measures 360 µm x 225
µm and serves as the basic large building block for the FPGA. The different layers of
metal are shown to demonstrate the care that must be taken in wiring this design.

CLB



Fig. 11. CLB Schematic
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Analysis and Conclusion

The design of an FPGA that runs at 5 GHz for designs of moderate complexity using
CML in SiGe technology combined with low power CMOS in the same process has
been investigated. The Xilinx XC6200 was chosen for emulation due to its public
domain bit stream and implementation in multiplexer logic and flip-flops. The core of
the XC6200 has been demonstrated to be feasible and the major parts work at speed at
room temperature. Further research into the drawbacks of high power consumption
has devised a method of using a CMOS switch to turn off current mirrors on unused
gates in a given configuration and integrating CMOS directly into the bipolar current
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tree. Furthermore, power saving modes have been developed to sacrifice speed for
less power consumption.

The current SiGe HBT BiCMOS 0.5-micron 5HP process available from IBM has
a maximum transistor frequency of 50 GHz. The next process from IBM, 7HP, is
billed as a 0.18-micron process with a maximum frequency close to 120 GHz. Using
the 7HP process on the next layout version of this design will achieve the goal of
operating frequencies approaching 20 GHz. Although processes and speeds for both
CMOS and HBT devices continue to improve, current commercial CMOS devices
have fT around 25 GHz while SiGe devices are more than 4 times faster at 120 GHz.

One of the largest areas of future work will be integrating the existing XC6200
tools to work with the SiGe FPGA. At the 1999 First NASA/DOD Workshop on
Evolvable Hardware, a discussion group concluded that the software supporting the
evolvable hardware is the major hindrance towards advancement. Although the
XC6200 is not being manufactured anymore, there are many independent
programmers that are still creating tools for the XC6200. Work in this area will help
continue the independent development of the XC6200.
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